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Executive summary

This document describes the initial design of the Cognitive-Fog (COGNIFOG) architecture, an innovative
technology that synergistically combines cognitive orchestration capabilities with the inherent robustness of
fog computing. The primary objective of this deliverable is to comprehensively present the design
considerations, features, and functionalities of COGNIFOG, and highlight its potential in contemporary
technological ecosystems provided by the three trials.

The COGNIFOG architecture combines two key concepts. First, its cognitive capabilities emphasizing the
system'’s capacity to autonomously process, analyse, and react to generated data. This is empowered by its
advanced Al-driven analytics that provide real-time insights, proactive issue solving, and an easier
understanding of complex data landscapes.

Second, by embracing the fog computing model, COGNIFOG ensures data processing closer to the data
source, supporting reduced latency, enhanced efficiency, and optimised resource utilisation. This
decentralization, facilitates edge to cloud operations, promoting scalability and adaptability.

The key concepts of COGNIFOG are made accessible to the user through an open, modular, adaptable and
secure platform that covers the entire lifecycle of a SW workload from modelling to execution and data
generation.

Structurally, the document starts with an introductory overview, subsequently diving into the vision and
distinct features of COGNIFOG. Each feature is presented in a two-fold manner, analysing the current state of
the art and then showcasing the advancements introduced by COGNIFOG. The core of the document
demonstrates the initial architecture and data workflow of COGNIFOG and provides a detailed description of
the different components that collectively constitute the stack. Furthermore, real-world applicability is
demonstrated through three trial scenarios, each responsible of validating some of the system’s features.

Ethical considerations pertinent to the architecture have also been accorded due attention, ensuring the
alignment of our COGNIFOG stack with ethical norms.

In conclusion, the initial version of COGNIFOG architecture, as described in this document, successfully
combines several innovative and key concepts, while meeting the trials current needs. In the upcoming phases,
user requirements will undergo further refinement, and the architecture will be adjusted accordingly. Based on
user experience insights, distinct and clear data flows will also be identified, ensuring the architecture remains
user-centric, efficient and secure.

Grant Agreement: 101092968 10
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1 Introduction

In today's fast-evolving technological landscape, the need for technologies that can anticipate, respond to, and
evolve with the changing demands has never been more pronounced. As a response to this dynamic landscape,
this document introduces the initial design of the COGNIFOG architecture, a solution tailored to merge
cognitive capabilities and fog computing in a modular, secure and adaptable framework.

This deliverable provides a fundamental outline of the COGNIFOG architecture, detailing its design, features,
and components. It also describes the interactions essential for its functionality and presents trial scenarios to
validate its real-world applicability.

1.1 Mapping Projects’ Outputs

The deliverable D2.3 summarises the work undergone to date within T2.2 of WP2. More details are provided
in Table 1

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions.

COGNIFOG Task Respective document chapter(s) Justification

T2.2: Co-Design of COGNIFOG platform | All the document D2.3 provides an introduction

and specifications to COGNIFOG pillars, layers
and components and covers

The design of COGNIFOG platform will be the first iteration of the

first horizontal; meaning that we will start architecture design.

by looking into the design of each layer by
combining the corresponding building
blocks and defining the horizontal
interconnections between them. Then we
will consider them vertically by identifying
the required tools that would guarantee an
efficient connectivity and data flow between
the different layers.

The first design iteration will
elaborate a first version of the overall
architecture, then we will be gradually
refining the features to be developed.

Grant Agreement: 101092968 15
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2 The COGNIFOG Vision and Features

2.1 Modular and adaptable framework

2.1.1 State of the Art

Nowadays, engineers and developers in charge of building an loT-edge-to-cloud continuum are confronted to
a wide range of technologies. The Cloud Native Computing Foundation (CNCF) interactive catalog [1] gives
an idea of the difficulties in deciding which products one should use. In addition, developing such kinds of
applications requires huge integration efforts and the implication of a high level of expertise such as data
science, App development, Devops, security, etc. The expertise is rare and there is a large gap between the
rapid growth of the system complexity, and the rapid evolution of business offers. In this context, the need for
a smart and adaptive framework to build a customizable, modular and flexible Cognitive Fog Environment is
pronounced.

Cognitive-Fog is the concept enabling the 1oT-to-edge-to-cloud continuum. Despite its heterogeneous nature,
the fog side allows dynamic resource allocation and sharing at many sub-layers between the cloud and the
edge. Inthe loT side, it provides interoperability facilities so that 10T devices can be easily connected to the
continuum and communicate with other edge-side components. On the Edge side, it can be hosted on micro-
servers, where it operates as an extension of the centralised cloud. On the cloud side, it will help to orchestrate
all necessary resources so that an end-to-end service is provided in a safe and secure way and in both directions.
Such technology, covering all these aspects, does not exist and needs to be designed and developed.

2.1.2 COGNIFOG Advancement

COGNIFOG aims to provide an efficient tool that will facilitate the orchestration of heterogeneous distributed
computing resources in a wide where 10T, Edge and Cloud ecosystem could interact and build a harmonized
fog continuum. The COGNIFOG approach takes inspiration from LF Edge [2] that gathers industry leaders
while establishing an open, interoperable framework for edge computing independent of hardware, silicon,
cloud, or operating system. In our case, COGNIFOG adopts an open, modular, and adaptable approach,
offering several advantages. First, it ensures interoperability, which is fundamental for integrating
heterogenous systems and technologies. It allows to provide distinct, loosely coupled tools, each addressing
specific functionalities vital to the continuum. Furthermore, this adaptability ensures that the tools can be
integrated in various configurations, tailored to suit the unique demands of different use cases. This level of
flexibility also ensures the system's resilience and longevity in a rapidly evolving technological landscape.

The implementation plan of this approach is based on the following concepts:

e Adopting Open Standards: COGNIFOG will adopt widely accepted industry standards. Leveraging
open standards ensures easy integration of current technologies and smooth adoption of future
innovations. Furthermore, this ensures interoperability, which is crucial for the seamless interaction of
diverse systems within the 10T, Edge, and Cloud continuum.

e Modular Architecture: The architecture will be broken down into independent modules or
components. Each module will handle a distinct functionality, and together they will constitute the
entire system. This modularity ensures that if there is a need to update or replace a particular module,
it can be done without disrupting the whole system.

e Flexible Integration Points: By providing well-defined API endpoints and communication protocols,
different tools within COGNIFOG can be integrated in various configurations. This ensures that the
architecture can be tailored to specific use cases, offering a level of customization that is crucial in
addressing unique challenges or requirements.

Grant Agreement: 101092968 16
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Continuous Feedback Loop: As COGNIFOG is deployed in real-world scenarios provided by the
trials, user feedback and system performance metrics will be continuously collected. This data will be
used in refining and optimising the architecture.

Collaborative Development: Given the inspiration from LF Edge and its emphasis on community-
driven development, COGNIFOG will encourage collaboration amongst its partners and the broader
community. By supporting a culture of shared development, the framework can benefit from a diverse
pool of expertise, ensuring robustness and innovation.

2.2 Multi-level interoperability

221

State of the Art

In the rapidly evolving landscape of the Internet of Things (IoT), heterogeneous wireless communication
technologies have emerged to facilitate seamless connectivity among diverse devices and networks (see Figure
1). Prominent among these technologies are those that enable Wireless Personal Area Networks (WPAN) like
Bluetooth Low Energy (BLE), those based on the IEEE 802.15.4 standard (e.g., Zigbee, Thread, and
6LOWPAN), those based on the IEEE 802.11 standard (e.g., WiFi and WiFi HaLow), those encompassed as
Low-Power Wide Area Networks (LPWAN) (e.g., LoRa and SIGFOX), and cellular-based solutions (e.g., NB-
10T and the upcoming 5G NR releases).

High BW @ 56

4G
802.11
Medium BW

ZigBee / R ———
802.15.4
WPAN
802.15.3

Short range Medium range Long range

Bluetooth
BLE

Low BW

Figure 1: Localization of main IoT wireless communication technologies [3]

BLE (Bluetooth Low Energy) is widely used in wearables and 10T applications. Interoperability can
be an issue, particularly when dealing with compatibility between different Bluetooth versions and
device profiles.

Zigbee, known for its low-power mesh networking capabilities, has been widely adopted for smart
home applications. However, interoperability challenges arise when Zigbee devices from different
vendors attempt to communicate, as different implementations may not seamlessly interoperate.
Thread, an IPv6-based networking protocol, focuses on providing secure and reliable communication
for 10T devices. While Thread has the advantage of utilizing familiar Internet protocols, it can face
difficulties when trying to interoperate with non-Thread devices due to differences in network
architectures.

WiFi (IEEE 802.11), although widely used, can encounter interoperability issues in loT environments
due to differences in implementations, network congestion, and high energy consumption.

WiFi HaLow (IEEE 802.11ah), an loT-focused WiFi standard, offers several advantages such as
extended range and lower power consumption, making it well-suited for various loT applications.
However, as of the present, one of the notable challenges associated with IEEE 802.11ah is the limited
availability of commercial devices.

Grant Agreement: 101092968 17
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e LoRa is renowned for its long-range, low-power capabilities, making it ideal for wide-area
applications such as agriculture and smart cities. Yet, the lack of a standardized LoRaWAN
infrastructure can result in interoperability issues, especially across regions and different network
providers.

e SIGFOX, an LPWAN technology, excels in long-range, low-data-rate applications. However, its
proprietary nature has limited interoperability with other LPWAN technologies, hindering its
widespread adoption.

e NB-loT (Narrowband 1oT) is a cellular low-power protocol used in I0T applications, but it can face
interoperability challenges due to differences in implementation by various service providers.

e 5G NR (New Radio) is being developed to support massive 10T, although it is far from achieving
widespread adoption. Besides, interoperability challenges may arise between different 5G NR
implementations and the coexistence with earlier technologies.

Each of the aforementioned lIoT wireless communication technologies has its own specific use cases and
advantages. However, their coexistence has brought to the forefront the complex issue of interoperability,
primarily due to the utilization of distinct physical (PHY) layers. Particularly, PHY layer determines critical
factors like operating frequency, bandwidth, modulation, among others, making it unfeasible to seamlessly
integrate such heterogeneous technologies into a single ecosystem.

As loT continues to expand its reach, achieving robust interoperability among diverse communication
protocols remains a vital goal. Due to inherent differences of loT communication technologies at the PHY
layer, interoperability efforts are focused on upper layers. Industry alliances, standards organisations, and
consortia are working towards creating common standards and frameworks that enable devices using these
protocols to communicate seamlessly with one another. For instance, the Open Connectivity Foundation (OCF)
[4] is striving to establish cross-protocol compatibility.

Besides the physical layer described above, which makes the link between the 10T devices and the edge bridge,
multiple protocols are available to link the edge bridge to the edge gateway and the latter to the cloud gateway.
Depending on the loT protocol in use and on available libraries, the edge bridge can either be integrated into
the edge gateway or running in a separate process and pushing values with a higher-level protocol.

The most commonly used protocol to push updates from 10T devices is MQTT [5], a low footprint topic-based
broadcast messaging protocol. Clients are connected to a broker that forwards messages to the subscribers of
their topic. However, the semantics of the topics and the content of messages is not standardised. Most
implementations use string formatted content as headerless CSV, JSON, but some prefer sending binary data,
for example using Protobuf serialisation. MQTT can be used directly over TCP or above WebSockets. Other
solutions use HTTP REST to push updates. This protocol allows direct updates, i.e. without an intermediate
broker, but is generally less efficient for high frequency updates.

2.2.2 COGNIFOG Advancement

The proposed approach to address the challenge of multi-level interoperability will be built upon two primary
pillars. First and foremost, we will focus on “on-site interoperability” by leveraging MATTER technology
within the 10T edge gateway. MATTER [6] communication protocol was released on September 2022 and is
built on Internet Protocol (IP), which is the foundation of the internet. By leveraging IP connectivity, MATTER
enables direct communication between devices, regardless of the underlying wireless technology (e.g., WiFi,
Ethernet, Thread), as it can be observed in Figure 1. In addition, alternative technologies could also be
integrated by using the corresponding bridges, such as Bluetooth, ZigBee, Z-Wave, or even cellular ones.
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MATTER establishes a unified data model and device semantics for various supported device types, including
lights, plugs, switches, and sensors, among other!. This standardization ensures consistent behaviour and
interactions across devices, simplifying the development, integration, and management of smart devices. Our
approach involves centralizing sensor and actuator data from MATTER-compatible devices in the immediate
environment. This streamlines communication and integration, enabling seamless collaboration within the
local ecosystem.

User application

Matter

IPv6

Il Native technology: WiFi, Ethernet, Thread
B Technology integration via bridge: BLE, cellular, others...

Figure 2: MATTER protocol stack

Additionally, we will introduce “loT data interoperability” as another crucial component of our strategy. This
ability will be facilitated by the Eclipse sensiNact platform developed by KENTYOU. By implementing this
platform, we will establish a framework that enables data exchange and compatibility across a broader
spectrum of loT devices and services. This approach not only enhances the connectivity between
heterogeneous systems but also ensures the efficient sharing of data, fostering a more cohesive and responsive
0T ecosystem. Eclipse sensiNact is implemented over OSGi, a specification that helps developing long-lived
service-oriented modular applications, in which components are loosely coupled and can be deployed,
removed and updated dynamically.

The link between the MATTER bridge to sensiNact will use the MQTT protocol with topics and data format
agreed between i2CAT and KENTYOU. The topics will be structured as: <device type>/<device
ID>/<measurement>. Messages data will be in header-less CSV format with the measurement timestamp (in
ISO-8601 date time format) and value. The content can have a third value representing the unit of
measurement. The data format can be easily extended in response to new requirements.

2.3 Multi-cluster Orchestration
2.3.1 State of the Art

The dynamic landscape of modern IT management and orchestration of applications across multidisciplinary
environments has evolved into a new way of decentralised computing needs. Application orchestration implies
deployment, scaling, and management of complex software workloads, the advent of decentralised computing
has introduced a paradigm shift, reshaping the way these applications are orchestrated and managed.

With the emphasis of decentralised computing on distributed architectures and the avoidance of central points
of control, it has aided the formation of a new era of flexibility and resilience in application orchestration. The
emergence of multi-cluster orchestration tools such as Rancher Fleet [7], Open Cluster Management [8] or

! Due to the limitations of MATTER in terms of available device types and the specific requirements to be supported by embedded
devices, other loT communication protocols will also be employed in the various tests and pilots of the COGNIFOG project.
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Openshift [9] has simplified deployment, scaling, resource management, and enhanced security across
decentralized infrastructure ranging from cloud, on-premises, edge and far-edge devices.

2.3.2 COGNIFOG Advancement
2.3.2.1 Multi-cluster Orchestrator

COGNIFOG has the objective of improving the actual workload orchestration standards across the
computational continuum with the help of intelligent decision-making algorithms. Improvements on the
efficiency, ranging from a lower carbon footprint on the energy used by the application to a better performant
service, are key to a better management of workloads deployed on the system.

Multi-cluster Orchestrator on COGNIFOG will take advantage of the following features to improve its
management efficiency:

e Smart Placement and Scheduling: data driven decisions are taken to decide application deployment
locations based on factors such as network latency, data locality, attached hardware, or nodes health,
which ensures optimal resource utilization and improved services performance.

e Predictive Resource Management: historical usage patterns may be used to predict resource
requirements for applications across clusters. Proactive scaling and resource allocation will optimise
service performance and cost efficiency.

e Automatic Scaling and Load Balancing: application performance and real time traffic is constantly
monitored to take smart decisions on upscaling, downscaling and migration of services to then
distribute traffic efficiently across the service’s replicas.

e Anomaly Detection and Self-Healing: the cognitive framework is able to detect application
anomalies on its behaviour and performance, taking automatic decisions to start the healing process.

e Cost Optimization and Green Efficiency: relocation decisions are also applied across running
applications with the objective of decreasing running costs and CO2 footprint.

2.3.2.2 Intelligent Engine

One of the core components of the COGNIFOG multi-cluster orchestrator is an intelligent engine. This enables
the orchestrator to make smart decisions on the placement of the application/workloads across the available
infrastructure depending on many criteria, such as network latency, data locality, attached hardware, node
health, power consumption, etc.

We envision deep reinforcement learning as a promising artificial intelligence method to enable the above
functionality. The intelligent engine should be able to receive the latest status of infrastructure configuration
and a set of applications that have to run on the infrastructure managed by the COGNIFOG. The output of the
intelligent engine is an assignment plan fed to the orchestrator scheduler, which dictates to the scheduler where
to deploy each application or application group across infrastructure resources managed by COGNIFOG. The
engine runs in parallel with the orchestrator scheduler, awaiting updates on the set of application groups and
changes in the available infrastructure to generate a better assignment plan.

2.4 Real-time scalable Al-based monitoring and analytical capabilities
2.4.1 State of the Art

The increase of data sources, along with the need for data-driven insights led to the growth of the market for
tools with Al and analytical capabilities. These tools are able to provide better data management and data-
driven decision making. Analytical platforms come in various forms, each with its capabilities and drawbacks.
Below we summarise the capabilities of some of the most common analytical platforms and tools and their
limitations:
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e Open-Source Analytics Tools.

R and Python are the main open-source analytical tools with libraries which offer a great flexibility on
building a wide range of statistical and machine learning techniques, supported by an extensive
community. The lack of user-friendly graphical interfaces and the steeper learning curve for beginners
are challenging concerns.

e Business Intelligence (BI) Tools.

Bl tools like Tableau [10], Power Bl [11] and Qlik [12] provide easy connection to various data sources
and intuitive drag-and-drop interfaces for data visualisation and reporting. Although these tools offer
sophisticated dashboards allowing users to uncover insights, they are mainly dedicated to data analysts,
and they are not suitable for non-technical users. Moreover, these tools are limited in machine learning
and advanced analytics capabilities, struggling with complex statistical modelling.

e Advanced Cloud-based Analytics Platforms.

Services like Google BigQuery, AWS Redshift, Azure Analytics can integrate well with other cloud
services making it easy to build data pipelines. These services are offering data processing and storage
that scale well with big data. Moreover, platforms like SAS and IBM SPSS offer powerful statistical
analysis, predictive modelling and machine learning. The main drawback of these advanced cloud-
based services is that their cost can escalate rapidly with increased usage. Data privacy and security
concerns may arise when using third-party cloud providers.

e Real-time Analytics Platforms.

Apache Kafka and Apache Flink are commonly used for real-time data processing and analytics. Kafka
analytics can involve correlation across data streams, patterns or anomaly detection, predictions,
interactive visualisations, etc. Streams from Kafka can be fed into Elasticsearch for full-text searches
to support business analytics and operational intelligence use cases. Kibana, built on top of
Elasticsearch, is a data visualisation and exploration tool for time-series data. These platforms are
mainly suffering from complex setup and management and high infrastructure costs. Furthermore, they
carry some potential challenges in handling very high data volumes.

2.4.2 COGNIFOG Advancement

Kentyou is bringing Kentyou Eye in COGNIFOG Architecture. Kentyou Eye is a collective name for two
components: Kentyou Ul which is a browser-based view across data from several data sources and Kentyou
Al which provides access to Al/ML services for data analytics, predictions and decision support. In this
Section, we will focus on a brief presentation of Kentyou Al and the advancements that COGNIFOG will bring
to the existing state-of-the-art.

Kentyou Al is a component which a) comes along with a number of integrated Al Services allowing forecasts,
optimizations, Al-based decision making and b) supports new Al Services by plugging them into its Al Service
management mechanism.

Figure 3 illustrates a top-level view of Kentyou Al, which can be deployed as a docker container. The main
interaction point with Kentyou Al is its REST API. The API provides the ability not only to interact with the
existing Al models and see their results, but also to plug in your own, new Al Service. A new Al Service can
be plugged as an external docker container or a web service (bottom right of Figure 3). Al models and results
are persistently stored in Kentyou Al for the purpose of reusing them. Al models that are already trained can
be reused for generating predictions but also for retraining them with further or more recent data.
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Figure 3: Kentyou Al: Top-Level View

Kentyou Al allows the seamless addition of new Al Services at any level of the edge-to-cloud continuum,
making its architecture in line with COGNIFOG. In a nutshell, the Kentyou Al capabilities along with
COGNIFOG architecture bring the following main advancements:

1. Flexibility and Agility. The ability to add new Al Services at any level of the continuum allows
organisations to quickly adapt to their changing needs without modifying the entire architecture.

2. Scalability and Optimised Workload Placement. Edge devices can handle local preprocessing and
training, reducing the load on the cloud, while new Al Services can be added at the edge or cloud
without main disruptions. Organisations can determine where specific workloads should be run based
on their data volume, processing requirements and network conditions.

3. Reduced Latency. Edge computing minimises latency by processing data closer to its source. Critical
applications, such as real-time analytics, real-time forecasts, 10T devices, or autonomous systems,
benefit from reduced delays in data processing, leading to improved performance and user experiences.

4. Data privacy and security. Sensitive data can be kept on premises at the edge, reducing the need to
transfer it to the cloud. This can reduce privacy concerns and strengthen security.

5. Future-Proofing. With the ability to plug in new Al services at any level of the spectrum, we future-
proof our architecture. This adaptability ensures that we can harness the benefits of emerging
technologies and remain competitive in a rapidly evolving digital landscape.

On the other hand, ATOS will bring its monitoring tools to the COGNIFOG Architecture based on state-of-
the-Art technologies focused on decentralised computing observability. These tools aim to provide as much
information as possible based on the available infrastructure resources (cloud, edge, far-edge and 1oT) and its
static and dynamic computing resources, as well as its energy consumption (both green energy and CO2
footprint). Monitored data is transformed into an infrastructure model, which will be analysed by Al-driven
optimization COGNIFOG components which will support the smart decision making based on application
performance, node status, energy consumption and environment footprint.
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Figure 4: Monitoring Architecture.

Nodes participating in the COGNIFOG infrastructure are equipped with monitoring agents, which are
responsible for the systematic collection and reporting of data. These monitoring agents transmit their gathered
information to the monitoring servers, which are deployed within the respective cluster of the nodes. In
addition, these monitoring servers are responsible of forwarding the compiled data to the Multicluster
Monitoring Controller. The primary function of the Multicluster Monitoring Controller is to consolidate and
centralise the infrastructure model information gleaned from the monitoring servers. This aggregated
information is subsequently made available to the smart placement and matchmaking components integral to
the COGNIFOG system.

2.5 Improved Security and reliability
2.5.1 Security challenges

The COGNIFOG stack, while presenting a cutting-edge solution for cognitive orchestration across a
distributed computing environment, inherently faces several security challenges. These challenges and threats
can be mapped to the previously-described features of the stack as following:

a.  Modular and adaptable framework:

e Integration Complexity: Merging multiple loosely-coupled tools across the edge-cloud
continuum could introduce vulnerabilities or compatibility issues. Different tools and services may
have different security protocols, authentication mechanisms, and configurations. When
integrated, discrepancies might inadvertently open backdoors or security lapses.

e API Vulnerabilities: The generic APIs, meant for interoperability, can become potential attack
vectors if not sufficiently secured. For instance, an exposed APl without rate limiting can be
inundated with traffic (Distributed Denial of Service (DDoS) attack) crippling the system.

e Data Transmission and Storage: Transmitting data across different nodes and storing them
across this continuum requires stringent encryption and secure storage policies.

e Endpoint Management: Securely updating multiple devices, especially in an 10T setting, is a
complex challenge that can introduce vulnerabilities.
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e External Dependencies: Relying on third-party solutions increases the "trust surface". If their
solutions are compromised, it can cascade to COGNIFOG stack

b. Multi interoperability:

e Multi-Level Interoperability: Balancing between making systems interoperable and maintaining
security can be tricky. Some interoperability solutions might bypass security checks for the sake
of ease. An loT device using an older communication protocol might be allowed to transmit data
without modern encryption for compatibility reasons, leading to data leaks.

e Data Privacy across Continuums: Different countries or regions have varying data privacy
regulations. Data transmission across boundaries can lead to non-compliance. An IoT device in
Europe transmitting user data to a cloud server in the U.S. might violate GDPR if not handled
correctly.

c. Multi-cluster orchestration:

e Dynamic Orchestration: Continuously shifting configurations and services can introduce
inconsistencies in security postures. A workload moved to a new cluster might not inherit the same
firewall rules as its original location.

e Scalability vs. Security Trade-off: Rapidly scaling up services for demand might bypass certain
security checks for the sake of availability. To handle a spike in demand, new instances of a service
could be spawned without undergoing complete security vetting.

d. Real-time scalable Al-based monitoring and analytical capabilities

e Al and Machine Learning Vulnerabilities: Models, especially those exposed for predictions,
can be corrupted or fed misleading data, causing it to make incorrect predictions or analyses.

e Real-time Monitoring: The need for immediacy can sometimes lead to false positives or
overlooked threats. For instance, rapidly changing data patterns might be mistaken for an attack
when it's a legitimate spike in user activity.

e Decentralized Observability: Gathering data from various sources can lead to a fragmented
security view. For example, an edge device might report a minor anomaly that, in isolation, seems
benign but is part of a larger coordinated attack across multiple devices.

2.5.2 COGNIFOG Advancement
2.5.2.1 Security Architecture

To face the security challenges, COGNIFOG builds its security strategy upon two foundational axioms:
"Security by Design" and "End-to-End Security". Both principles emphasise that security is integral to the
architecture, not just an afterthought.

a. Security by Design

COGNIFOG enforces a "Security by Design" approach; this is not about applying patches to existing
vulnerabilities; it is a proactive stance, ensuring that security is an inherent element of the system from its
initial design phase.

To implement this principle, we will engage directly with the architecture's development, ensuring that the
security requirements provided by the trials are well understood and taken into account within the system
design. This hands-on approach extends by conducting an iterative threat model of the architecture, allowing
to detect potential vulnerabilities and threats at the earliest stage, way before they materialise into real-world
challenges. The results of this threat modelling activity, combined with the security expertise of CYSEC and
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I2CAT will provide the partners with a series of best practices and security recommendations, tailored to
improve the resilience of their components. Note that we may have to conduct thorough security assessments
on specific components to address potential vulnerabilities.

b. End-to-End Security

While "Security by Design" aims at building a secure foundation, "End-to-End Security" ensures that this
robustness is consistent across every touchpoint in the system.

In practical terms, this translates to implementing distributed authentication and authorization mechanisms.
Such mechanisms will be tailored to user profiles and end-point devices, ensuring that access control policies
resonate with the type of user interacting with the system. Whether it's an admin with high-level access or a
guest with limited permissions, the system will be designed to discern and grant appropriate access levels.

Furthermore, COGNIFOG will also ensure the protection of data in use, by deploying Trusted Execution
Environments (TEES) throughout the continuum. These TEEs, provided by CYSEC, will serve as isolated
computational realms within the system, safeguarding critical code and data during processing. The TEES
come with embedded cryptographic capabilities available via a user-friendly API. Expanding the same
approach to specific monitors, Xanthos OS, provided by CEA, will be used as a guest OS to protect the
deployment and execution of critical monitors.

2.5.2.2 Security Al/ML-based Monitoring

To ensure these two principles are well implemented and maintained, EBOS will implement Al/ML algorithms
for real-time identification of abnormal events related to data security threats. To achieve this goal, EBOS will
follow a robust and systematic methodology. This process involves several key steps to ensure the development
of effective and reliable algorithms.

1. Data Collection and Preparation: The first step in this methodology is to collect and prepare the
necessary data. EBOS will need access to comprehensive datasets that simulate a wide range of
security threats. This data may include network logs, system logs, user activity data, and any other
relevant sources of information. It's crucial to ensure that the data is representative of real-world
scenarios and is anonymised to protect sensitive information.

2. Feature Engineering: Once the data is collected, the next step is feature engineering. This involves
selecting and extracting relevant features or attributes from the data that will be used as inputs to the
Al/ML algorithms. Feature engineering is a critical step as the quality of features can significantly
impact the algorithm's performance.

3. Algorithm Selection: Given the real-time nature of identifying security threats, algorithms that excel
in processing data quickly and efficiently will be preferred.

4. Model Training: With the selected algorithms, the next step is to train the models using the prepared
dataset. This involves feeding the algorithms with labelled data, where abnormal events are
appropriately labelled. During training, the models learn to identify patterns and anomalies in the data
that are indicative of security threats.

5. Fine-Tuning and Optimisation: After the initial model training, EBOS should engage in a rigorous
process of fine-tuning and optimisation. This step aims to improve the accuracy and responsiveness of
the algorithms. It may involve adjusting hyperparameters, experimenting with different architectures,
and conducting cross-validation to ensure the models generalise well to new, unseen data.

6. Real-time Implementation: Once the models have been fine-tuned and tested extensively, they can
be deployed in a real-time environment. This involves integrating the Al/ML algorithms into the
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COGNIFOG architecture to continuously monitor and analyse incoming data streams for abnormal
events.

7. Continuous Monitoring and Improvement: EBOS will establish a system for continuous monitoring
of the AI/ML algorithms' performance in identifying security threats. This includes regular updates to
adapt to evolving threats and anomalies. Feedback loops should be established to collect data on false
positives and false negatives, allowing for ongoing model refinement.
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3 The COGNIFOG stack

3.1 Overall architecture
3.1.1 Architecture Diagram

COGNIFOG framework is multidimensional and covers the entire life-cycle of a workload from design and
development to execution and data generation. A typical user of COGNIFOG should be able to use its different
services to design, prepare, execute and monitor its workload in the most secure, agile and efficient way.

The building blocks provided by the partners have been gathered and classified in four vertical layers:

1. The modelling layer where the design and architecture of the software take shape. It is composed of
the different tools dedicated to the topology description with software and hardware requirements,
SLA models, application data-flow models and the infrastructure models. The primary objective here
is to provide the users with tools to abstractly define and design the system before it's actually built,
allowing for better system optimization, cost and energy efficiency and planning for future update
and/or scalability. These tools will also help to set better expectations regarding the performance,
uptime and other operational aspects of a service.

2. The DevOps layer includes the tools and practices designed to automate and streamline the software
development and deployment process. These tools will provide a CI/CD framework to the user to
automatically compile and test code changes (Cl) and automatically deploy changes to the production
environment (CD). For COGNIFOG, we chose to use the well-known open-source tools for better
cost-efficiency, interoperability, transparency and flexibility. To complement these tools and boost
efficiency, security, development, integration and deployment methodologies and best practices are
also provided.

3. The runtime layer: where the software applications run. The runtime layer includes the actual
environments where applications operate, be it on-premises, in the cloud, on edge devices or anywhere
in the fog. It encompasses servers, operating systems, containers, serverless environments, databases,
and other essential components necessary to host and run the application. This layer provides all the
required components to ensure that the user’s workload performs efficiently, scales appropriately, and
remains stable during operations.

4. The governance layer includes tools and practices for smart orchestration, monitoring, logging,
auditing, and reporting. This layer will ensure that the right processes are followed, the policies are
enforced, the software is secure, data is protected, and any issues can be traced and rectified.

COGNIFOG tools and components will be differently integrated to respond to the user’s needs in each trial.
Figure 5 represents the big picture with all the components.

The COGNIFOG components have been also classified according to their functionalities.

e Infrastructure management (red colour on Figure 5): This encompasses the foundational tools and
systems responsible for setting up, managing, and maintaining the Cloud-to-Edge-to-loT
infrastructure. It involves the entire process of modelling the infrastructure in a design phase,
automating its deployment, and then establishing the connectivity across devices, edge nodes, and
cloud systems.

e Monitoring tools (Green on Figure 5): COGNIFOG monitoring tools keep track of the health,
performance, and status of the infrastructure, network and applications. They provide real-time
insights into system operations, detect anomalies, and can trigger alerts or corrective actions.

e Security tools (Yellow on Figure 5): This category includes the tools and solutions responsible for
safeguarding the infrastructure and the data flow. Security tools ensure that data remains confidential,
system integrity is maintained, and services are available without interruptions, making the
COGNIFOG stack trustworthy and reliable.
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e Application toolbox (Orange on Figure 5): This category focuses on enabling interoperability for the
user’s applications, ensuring that different devices, systems, and platforms can communicate and work
together effectively. The tools here might address data format conversions, protocol translations,
middleware solutions, etc...

In the following sections we provide a detailed description of COGNIFOG components. An overview of how
these components will be used in the Trials is given in the following chapter.

3.1.2 Kernel validation testbed

The COGNIFOG framework will be developed in WP3 — Cognitive Fog Framework Development. The first
version will be delivered in December 2023 and the big picture will be updated according to the evolution of
this WP.
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Figure 6: COGNIFOG Kernel testbed overview

The first design step has been the creation of a Kernel validation testbed consisting of a set of four
interconnected Kubernetes clusters using the k3s stack deployed on separate locations (technology providers
premises).

e The multi-cluster Orchestrator (Open Cluster Management) is deployed on ATOS cluster (C0) and is
the one in charge of the deployment and management of applications on the rest of the clusters.
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e C1 is running on a Raspberry Pi (ARM-based mini-PC) which is hosting the 12CAT loT Gateway
stack: Home Assistant, MQTT client and Matter Controller connected to a temperature/humidity
Sensor.

e The information gathered by this gateway is forwarded to a MQTT broker installed on a C2 running
on a virtual machine.

e The cluster hosted by Kentyou (C3) is running both Kentyou Eye and Kentyou Data Hub secured by
KeyCloak, its purpose is to aggregate the data of the MQTT broker to be exploited and visualised
based on Kentyou technologies.

This testbed has the mission of validating the integration and the interactions between the different components
along the continuum and providing feedback to the architecture task force to adjust and correct the design
whenever required. More details about this testbed will be provided in Deliverable D3.1. In the following
section a detailed description of the stack’s components is provided.

3.2 Modelling components
3.2.1 Polygraph Model
“All models are wrong, but some are useful” [George EP Box 1976]

The CEA Polygraph model provides analysis to determine if a system is consistent and live. Integrated in an
iterative method, Polygraph can improve trustworthiness in the design, analysis, implementation of real-time,
multi-core, heterogeneous, distributed systems. Using a formal language and a deterministic model, a system
architect can design a complete system composed by components (software nodes) and connectors (FIFO,
buffer, publish/subscribe) to ensure that the timing behaviour of the system can be determined (at least
bounded) off-line.

The GUI is built upon the Eclipse EMF framework to offer users an extensive variety of tools and functionality
for efficiently designing and managing dataflows in their models. It features a user-friendly interface that
facilitates easy visualization and customization of dataflows.
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Figure 7: Polygraph Model
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After refining models with the workbench, users can execute Polygraph model checking processes for
comprehensive verification and analysis regarding consistency and liveness of the system.

The consistency is the property of the model being free from contradictions or logical errors. Meaning that a
formal model is consistent if it does not contain any statements that contradict each other or that lead to
conflicting conclusions. Those conflicts are detected using a formal method to analyse the structure of the
components and their own properties (frequency, offsets, etc.) and detect inconsistencies. When the
consistency is not present, the model has to be modified to ensure that the system is consistent.

The liveness of a model is the property to produce a desired or acceptable outcome, given a set of initial
conditions and a set of rules that govern its behaviour. A model is considered live if it can continue to evolve
and generate the expected behaviour over time, without being stuck in a deadlocked or unresponsive state. The
liveness is needed in the field of concurrent and distributed systems, where multiple processes or components
interact with each other to achieve a common goal. The liveness property is formally expressed in Polygraph
using mathematical notations as temporal logic. Liveness is important when designing and analysing models,
as it can have a significant impact in real-world applications.

When the validation is completed then the Polygraph workbench enables code generation respecting the
Polygraph model and monitoring components to ensure that the system is running as specified in the model.

3.2.2 Application and Infrastructure Model

From the perspective of the application management for resource allocation, security, scalability, and
automation of services, modelling of applications and infrastructure plays a pivotal role in achieving seamless
implementation and operation of software systems. This activity involves creating abstract representations of
applications, their dependencies, and the underlying infrastructure that supports them.

3.2.2.1 Application Model

Application modelling entails the comprehensive description of software components, services, and their
interactions. It comprises defining the architecture, data flows, communication protocols, and business logic
within an application. In addition, application models capture the runtime behaviour, scalability requirements,
and performance characteristics of the software.

3.2.2.2 Infrastructure Model

Infrastructure modelling encompasses the representation of the underlying computational resources: nodes,
storage, networking components, and their characteristics. It involves the definition of physical and virtual
resources, network topologies, security policies etc. Infrastructure models provide a blueprint for the hardware
and software environments where applications will be deployed.

3.2.2.3 Benefits
e Efficiency: by understanding application dependencies and resource requirements, application and
infrastructure modelling allows optimizing resource allocation and efficient planning.

e Security: application modelling enables the definition of security policies and access controls, ensuring
that services adhere to security compliance and best practices.

e Predictability: infrastructure modelling offers a clear, standardised view of how applications will be
allocated in each environment. This also provides consistent behaviour and performance.

3.3 DevOps components

In the context of WP4 dedicated to integration and testing work, a comprehensive set of practices and
collaborative DevOps tools will be implemented to streamline the integration process. This initiative includes
the establishment of infrastructure using widely recognized open-source tools, aimed at facilitating
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development and testing activities for all component providers involved in the project. Also a distributed
deployment of the COGNIFOG platform will be supported in multiple environments, considering procedures
and best practices for data management workflow automation and security. Furthermore, WP4 will support the
distributed deployment of the COGNIFOG platform across multiple environments. This deployment will
adhere to established procedures and best practices in data management, workflow automation, and security.
The overarching goal is to ensure that the COGNIFOG platform operates effectively and securely across
diverse operational settings, thus contributing to the success of the project. The selected Continuous Integration
& Continuous Deployment (CI/CD) stack is composed of tools that support the entire software life-cycle
processes up to the release of fully tested and deployed operational systems and is comprised by the following
components.

GitHub for source control and tracking, code repository, code versioning.

e Jenkins for automated building, testing and deployment.

e Docker and Docker-Compose for bundling the developed services and components into containers
using de facto standards.

e SonarQube for performing static analysis of code to detect bugs, code smells, and security
vulnerabilities.

e Kubernetes for orchestrating the deployed services.
Harbor Container Registry for managing, storing and distributing the produced Docker images.

e Portainer for providing logging and health monitoring information of the developed and deployed
applications and easily managing Docker containers through GUI.

e Keycloak for handling the access and identity management of the users.

e Microsoft Teams/ Mails for getting notifications of the whole CI/CD process.
Ansible for automating the deployment of the CI/CD stack.

More details regarding the C1/CD stack and all the procedures along with any possible updates will be reported
in D4.1 “Integration planning, guidelines and components integration report initial version”.

The applied CI/CD approach will follow a specific flow as depicted in Figure 8 to define the concrete steps
that should be performed to deploy and run successfully each component. The flow can be also modified

YCLOAK Integration environment .

- GitHub CI/CD Tools Namespace

Developer '@ q> sonarqube\\

&

Operational environment
Integration Namespace

Integration Namespace ®
® - ~
’ N ® © Component B

@ Component B

Component A — Component C
Component A (EESSSSSSSSSSE) Component C

Figure 8: CI/CD execution flow
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according to the possible updates needed after the initial implementations and deployments of the components
and it will be reported in D4.1 for validation. The steps identified at this phase are the following:

a. Developer pushes new component code to GitHub.

b. Jenkins job is triggered in the Integration environment Kubernetes cluster.

c. The Jenkins pipeline proceeds with checks involving the tools that appear on the right diagram and are
deployed as Kubernetes pods as well.

d. When the checks are successful a new version of the component is deployed in the integration
namespace of the same Kubernetes cluster, where automated integration tests can take place.

e. If the integration tests are successful, the new component version can be deployed in the operation
environment Kubernetes clusters.

3.4 Runtime components

3.4.1 Cloud-fog level
3.4.1.1 Network slice manager

Network slicing is a concept in telecommunications and networking that involves creating multiple virtual
network instances or "slices" within a single physical network infrastructure. Each network slice operates as
an independent and isolated network tailored to specific requirements and use cases, such as varying
performance characteristics, security policies, and quality of service (Qo0S) parameters. Two key characteristics
of the network slices are their ability to isolate the traffic and assign a specific resource for said traffic, as
described in [13]. That being said, network slicing enables network operators to deliver a flexible and efficient
network infrastructure that can meet the diverse and evolving connectivity needs of modern applications and
services. For that reason, a network slice manager is necessary to provide the best operation and management
of the slices in the network. Additional information of slicing and its incidences in 5G networks can be found
in [14].

Purpose

The role of the Slice Orchestration Engine (SOE) is to create, activate, reconfigure, and terminate an isolated
and service-based logical network on top of the physical one according to a predefined Service Level
Agreement (SLA). As shown in Figure 9, a tactile internet use case, such as remote surgery, requires the
establishment of an Ultra-Reliable Low Latency Communication (URLLC) slice, wherefore some core
network functions, specifically the user plane function (UPF), are placed at the Edge domain to reduce latency.
This placement is dictated by the service requirement defined in the form of a Network Slice Template (NST).

SOE ]
NFVO ' MEAO ‘ RAN Controller ‘
S AMF o UPF S :
n:: ; SMF ' Tactile Server I
il VIM Ji VIM ' Radio Chunk
Cloud Edge RAN

Figure 9: URLLC Slice
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Throughout the slice lifecycle, SOE interacts with each domain manager/orchestrator to allocate the necessary
computing (CPU), storage (RAM) and networking resources such as radio physical resource blocks (PRBS).
In this respect, SOE uses a Southbound Interface (SBI) to send RESTful API calls to the Network Function
Virtualisation Orchestrator (NFVO), the Multi-access Edge Application Orchestrator (MEAQ) and the RAN
controller. Once the slice is created and activated, the service is launched and the application server (tactile
server in this case) starts operating.

Operational features

There are basically four blocks of operations to be performed in SOE. Registry of the infrastructure services,
management of infrastructure partitions, management of network slices and radio services and finally
management of vertical services and applications. These basic operations can be performed using REST-based
north bound interface, and can be broadly categorized in the following points:

e Validation of radio topology: Verification of the feasibility of slice creation over selected radio
interfaces based on topology,
e Lifecycle management of network slices: Management of creation, activation and termination
procedures for network slice instances (i e compound of compute, network and radio chunks),
e Lifecycle management of network services:
o Management of instantiation and termination procedures for required network functions based
on slice composition,
o DHCP deployment for slices containing Wi Fi access nodes,
o Mobile Core deployment for slices containing cellular access nodes.
e Lifecycle management of vertical services: Management of instantiation, scaling and termination
procedures for vertical services.
Optional Features Related to integrations with other components
o VNFs placement based on cost optimization,
o Alert reaction procedures based on policies contained in the VNFD,
o Configuration of customized monitoring jobs for the deployed apps.

Detailed architecture

et i2CAT Slice
: Manager

) mongoDB

Business Layer E— @

hd v
Southbound Southbound p
client 1 © o o clientn

Figure 10: Slice Manager architecture

Controllers at the top represent a layer containing the REST API endpoint controllers. The controllers manage
tasks as payload data validation and interfacing with business model modules to persist newly created entities
and also produce JSON-based views. Southbound logic layer handles the interactions with consumed services.
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This layer contains the different clients the Slice Manager needs to interact with, each of which implements
the operations required for the southbound API calls.

3.4.1.2 Network RAN controller

A RAN controller, often referred to as RAN-C, is a pivotal component in cellular networks, particularly in the
context of 5G. It serves as the brain behind the Radio Access Network, responsible for managing and
optimizing wireless communication within the network. One of its primary functions is radio resource
management. This entails efficient allocation of spectrum, power control, and interference mitigation to ensure
reliable wireless connectivity. Additionally, the RAN controller handles handovers as mobile devices move
between base stations, ensuring seamless connectivity. It also plays a crucial role in maintaining the Quality
of Service (QoS) across various traffic types.

MEC Orchestrator

LightEdge Platform
Manager

LightEdge
platform

within
O-RAN

Figure 11: O-RAN Architecture

In O-RAN in specific, the RAN Controller assumes a central role in revolutionizing the radio access network
landscape. In the pursuit of an open and disaggregated architecture, the RAN controller emerges as a core
orchestrator and manager of key network functions. It serves as a centralized entity, coordinating the intricate
dance of network resources and elements in the radio access network. One of its primary responsibilities lies
in intelligent orchestration. The RAN controller takes charge of resource allocation and management, ensuring
the judicious utilization of vital network assets. This encompasses the efficient allocation of spectrum, power,
and other critical resources, all aimed at meeting performance objectives while optimizing network efficiency.
Interoperability is a linchpin of the O-RAN philosophy, and the RAN controller stands as a linchpin of
interoperability. In a bid to foster an open and diverse ecosystem, it bridges the gap between disparate network
elements and vendor solutions. This bridge ensures that network components from various suppliers can
seamlessly interoperate, fostering a multi-vendor environment.

Dynamic resource management is yet another realm within the purview of the RAN controller. In an ever-
evolving network landscape, it deftly adapts to shifting network conditions and evolving traffic patterns. It
excels in resource allocation, catering to the diverse demands of services and user devices, with a special focus
on the demands posed by the revolutionary concept of 5G network slicing. Policy enforcement and security
are domains where the RAN controller actively engages. It enforces network policies and quality of service
parameters to uphold performance standards. Moreover, it shoulders the responsibility of implementing robust
security measures, safeguarding both communications and network functions from the spectrum of potential
threats and vulnerabilities.
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As mobility is integral to modern telecommunications, the RAN controller excels in mobility management.
This encompasses tasks like seamless handovers and session management as user devices traverse the network.
In doing so, it ensures uninterrupted connectivity for a generation of mobile users. Lastly, the RAN controller's
adherence to open interfaces and standards aligns with the O-RAN philosophy. Its compliance with these
standards simplifies integration with various RAN components, fostering vendor-agnostic compatibility, and
promoting a vibrant, innovative, and competitive network environment. In essence, the RAN controller within
the O-RAN architecture acts as the backbone of intelligent orchestration and resource management. It
empowers network operators to optimize resource utilization, enhance network performance, and support an
array of services and applications in an open, interoperable, and forward-looking network paradigm.

3.4.1.3 Kentyou DataHub / Eclipse sensiNact

The Kentyou DataHub is an extended version of Eclipse sensiNact developed by Kentyou. It is a modular
platform that can be extended to support various data bridges or southbound providers, i.e., access to data, and
application bridges or northbound providers, i.e., protocols to access the models held by sensiNact. Eclipse
sensiNact is constructed over OSGi, normalizing the extension process and allowing the addition, update and
removal of modules at runtime.

App App App
Bridge Bridge Bridge

T ] I T
l Northbound

sensiNact
Core

T Southbound
l l l A4 h 4 4 A J h 4 l

Data Data Data Data Data Actuator Actuator
Bridge Bridge Bridge Bridge Bridge Bridge Bridge

Figure 12: Kentyou DataHub Architecture

Eclipse sensiNact comes with included northbound providers: HTTP REST and OGC SensorThings (HTTP
and MQTT); and southbound providers: MQTT, HTTP poll and HTTP callback.

The sensiNact data model is based on the concepts of model, provider, service and resource. A resource is
either a named data value or an action and is associated to metadata, e.g., a temperature or a light switch action.
A service is a logical set of resources. A provider often represents either a real device holding various sensors,
like an ESP32 device, or a logical one regrouping actions, like an SMS sender or a container orchestrator. Each
provider is associated with a special “admin” service that contains its description as multiple resources (name,
location, etc.). Finally, the model gives the definition of the type of provider, describing its services and
resources. The model can either be dynamically defined, updated when a new resource is set, or statically
defined, programmatically or via an EMF file. In the latter case, the model can be expandable or fixed, i.e.,
rejecting resources not defined.

Kentyou DataHub can include a history provider linked to a Timescale instance, that allows to compute
aggregated statistics on measurements. Finally, Kentyou DataHub is also able to communicate with other
instances via MQTT or HTTP. It is intended to add support for OSGi Remote Services.
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3.4.1.4 Kentyou Eye

The Kentyou Eye is the software suite provided cloud-side by Kentyou. It can aggregate data from multiple
Eclipse sensiNact / Kentyou DataHub instances (as shown in Figure 13) and provide visualization of their
values. It consists of two components:

Rentyou [\ ]]]
EYE T
kRentyou
DATA HUB
Rentyou
DATA HUB
Rentyou Rentyou
DATA HUB DATA HUB
. E— == = == —— —
. — " — _—_— —

Heterogeneous data sources: loT sensors, legacy deployments, open-source data base, etc.

Figure 13: Kentyou Eye Overview

1. Kentyou Ul, atool for visualizing data in various temporal and spatial granularities.
2. Kentyou Al, the data analytics and forecast platform, presented briefly in Section 2.4.

In the COGNIFOG project, the Eye will aggregate the data retrieved by the DataHub cloud and/or edge
instances and provide them to its Al and Ul modules.

3.4.15 ARCA Trusted OS

ARCA Trusted OS, a hardened Linux-based micro-distribution, which provides robust protection against
system intrusions and prevents data compromise within containers deployed on-premises, on the cloud, and at
the edge. At its core, ARCA Trusted OS combines the strength of a hardened operating system with a secure
Kubernetes orchestrator, ensuring security and isolation of infrastructure’s critical components, and
minimizing the risk of unauthorized access or tampering. By leveraging trusted execution environments and
hardware-based security features, ARCA Trusted OS enables applications and workloads to operate in secure
enclaves, ensuring that sensitive data remains protected even from the underlying infrastructure.
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Figure 14: ARCA Trusted OS Overview

ARCA Trusted OS offers several security mechanisms, the most important ones are:

e Secure boot Chain: In order to ensure the integrity of the boot-loader and OS files of the system,
ARCA Trusted OS implements a secure boot chain. This means that, whenever a new part of the
booting process is started, its authenticity is verified using the previous layer. When the authenticity
cannot be verified, i.e., unauthorized modifications have been made, the booting process halts. This
ensures that adversaries cannot tamper with the booting process to launch/execute their own
(malicious) software on ARCA Trusted OS. An overview of the boot process can be found in Figure

+ SoC specific grey box Wdes the real implementation
because it depends of the SoC

Linux K eme,l

FI“‘*‘“?C =—,> rootfs A
unlocks, K
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Figure 15: Overview of the secure boot chain of ARCA Trusted OS

e Immutable File System: The sections of the file system that are used for the operations and booting
of the OS are made completely read-only (immutable), to ensure that attacker with access to the server
cannot tamper with the OS settings and/or launch its own software on the system. Only the user-
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specific folders are created to be readable and writable, so the user can update any configuration files
within either folder. If additional updates are required (e.g., related to the boot procedure / system
update), the seamless system updater, described in the next section, is utilized.

e Seamless System Updater: In order to guarantee the highest uptime, a seamless A/B system updated
scheme has been implemented. This means that we provide two immutable boot and root files, called
A and B, which can be used to boot and run the device. Whenever an update of the system is required,
the boot partition (A or B) that is not being used is updated, while the other one remains operational.
Afterwards, as soon as the server/device is booted again, the newly updated boot partition is used.

e Hardware root-of-trust: A FIPS 104-2 Level 2 and CC certified Trusted Platform Module (TPM) is
used by ARCA Trusted OS for the secure boot and the full-disk encryption to securely store the keys
used in each of these processes.

Note that ARCA Trusted OS prioritizes the use of the Rust programming language for its critical components
due to Rust's inherent emphasis on memory safety. Rust has been designed with a unique ownership system
that mitigates common programming errors, such as null pointer dereferences and buffer overflows, which are
frequent sources of security vulnerabilities in software. By leveraging Rust's safety features, ARCA Trusted
OS enhances its resilience against potential threats and ensures a more robust and secure operating
environment.

3.4.1.6 ARCA Key Management System (KMS)

ARCA KMS provides access to cryptographic capabilities using different types of cryptographic backends like
OpenSSL, HSMs, TPMs and Post-quantum crypto cores. The used backend is completely transparent to the
user application who only interacts with the gRPC API. gRPC is a remote procedure call system developed at
Google in 2015. The RPC requests are transported over HTTP2 and can be encoded in various ways, including
protocol buffers.

CYSEC crypto-service supports by design several encryption, key generation and signing algorithms such as
Advanced Encryption Standard (AES), Elliptic Curve (ECDSA) and hash functions (SHA).

Algorithms

The API supports various algorithms described with strings. Strings can
represent an algorithm with its lengh parameter, if the algorithm has a
parameters, like sHA with 512 bits, or a combination of algorithms like Ec

DSA with SHA in 256 bits mode, i.e. "ECDSA_SHA_256" .

Here are few other examples:
Introduction

S "TRNG" , True Random Number Generator
Cryptographic API . :
"BLAKE2_512", Blake2 in 512 bits mode

Backends "RSAES_OAEP", RSA cipher with 0AEP padding scheme

Algorithms "AES_CTR", AES with cTR block cipher mode

"RSA_4e96", RSA key of 4e96 modulus bits size

Usage examples

Features These strings are used to construct requests to cryptographic backends in
Protocol Buffers operation like key generation and key operation.

Figure 16: Overview of the cryptographic algorithms supported by the Cysec
cryptographic API

ARCA KMS consists out of several modules, the most important ones are:

Grant Agreement: 101092968 10



XCOGNIFOG

D2.3: Cognitive-Fog architecture initial design

e Broker interface: The broker listens and authenticates incoming gRPC requests before forwarding
them to the cryptographic interface. It is also responsible for communicating any errors or results back
to the KMS API.

e Crypto interface: The cryptographic interface translates the requests accepted by and received from
the broker to specific cryptographic tasks. These tasks are then forwarded to the cryptographic backend
configured within the deployment, which will execute the cryptographic operations. The crypto
interface is also responsible for translating the responses from the backend, containing either the
cryptographic material or an error code, which it forwards back to the broker.

e Cryptographic backend: The cryptographic backend is the module responsible for executing the
cryptographic operations received by the broker and translated by the crypto interface. In the case of
embedded deployment, this backend is configured to be a Trusted Platform Module (TPM), whereas
for server deployment (x86), a certified Hardware Security Module (HSM) is configured to take this
role.

3.4.1.7 Monitoring Server

Nodes at the cloud level are responsible for gathering and aggregating telemetry data related to the downstream
nodes' static and dynamic performance information and energy consumption. Observed data from cloud, edge
and 10T nodes is stored in a time-series database which will be forwarded to the Multicluster Monitoring
Controller with the aim of storing information in the long term. The Multicluster Monitoring Controller will
also serve this information properly modelled to the matchmaking and smart placement components of the
COGNIFOG system.

The Monitoring Server is a multiple instance application replicated across the different nodes of the cloud
cluster to provide high availability to the data exporters (agents) reporting telemetry data to it. It is not required
but it is advisable to persist this data on the cloud node’s disk to prevent data loss in case of instance failures.

In case of connection failure between the Monitoring Server and the Multicluster Monitoring Controller, the
server will keep gathering data from its cluster nodes and will store it locally so it can be automatically
forwarded once the connection is recovered.

3.4.2 Edge level
3.4.2.1 10T edge gateway
The loT edge Gateway (GW) is a modular multi-interface physical platform that enables heterogeneous

networking in different 10T scenarios, thus enabling flexible and transparent interaction between different
types of devices and technologies.

(to the cloud)
UL interfaces . MATTER
(WiFi, cellular... Management engine controller
(initially based on Home Assistant)

Security
module

Power
management

MQTT client / | Storage |

DL interfaces
(WiFi, 802.15.4-based...)

(to the things level)

Figure 17: Internal architecture of the 10T edge gateway.
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GWs are typically sophisticated nodes that provide connectivity among different networks by means of smart
data routing, data processing, and queuing mechanisms, among others features (see Figure 17). Future loT
applications, consisting of a massive number of heterogeneous loT devices and protocols, will certainly benefit
from the use of such smart GWs to guarantee service continuity and interoperability.

At this stage of the project, the selected technology stack for 10T devices is based on the Raspberry Pi single-
board computer, an Ubuntu-based operating system, the firmware that allows the 10T edge gateway to connect
the 10T devices of the embedded level with the platform(s) of the edge or even the cloud level, and the
incorporation of the libraries to operate as a Matter controller.

Hardware: The hardware running the 10T edge gateway is a Raspberry
Pi 4 Model B (see Figure 18). It is a versatile and affordable single-board
computer that features a powerful quad-core processor, up to 8GB of
RAM, USB ports, Gigabit Ethernet, Wi-Fi, and Bluetooth [15]

Operating system: Currently, the operating system of the 10T edge
gateway is based on the Yocto Project [16] and built specifically to run
the Home Assistant home automation platform. In short, the Yocto ~ Figure 18: Raspberry Pi 4 Model B
Project is an open-source collaboration project that helps developers

create custom Linux-based systems for embedded products, regardless of the hardware architecture.

Firmware: Home Assistant is an open-source home automation platform that allows users to control and
manage various smart devices and services. It serves as a central hub for integrating, automating, and
monitoring different devices and systems to create a unified smart 10T experience.

Key features of Home Assistant include:

e Device Integration: Home Assistant supports a wide range of devices and platforms, such as smart
lights, thermostats, sensors, cameras, and more. It works with both popular commercial products and
Do It Yourself (DIY) solutions.

e Automation and Scripting: Users can create automation rules and scripts to orchestrate the behaviour
of their smart devices. For example, to turn off a specific light when nobody is in its surroundings or
adjusting a thermostat based on the time of day.

e User-Friendly Interface: Home Assistant provides a user interface accessible through web browsers
and mobile apps. It offers a dashboard that displays the status of connected devices, sensors, and
entities, allowing users to control and monitor them easily.

e Integration with other protocols and Third-Party Services: Home Assistant integrates natively with
other 10T protocols (e.g., MQTT, ZigBee and Z-Wave) and third-party services and platforms, such
as Amazon Alexa, Google Assistant, IFTTT, and more [17] This enables voice control and interaction
with other apps and services.

e Customization: Users can customize their setup according to their preferences. This includes creating
custom user interfaces, themes, and visual arrangements of devices on the dashboard.

e Privacy and Local Control: One of the notable aspects of Home Assistant is its focus on privacy and
local control. Data is processed locally whenever possible, reducing the need for cloud-based services
and enhancing privacy.
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e Add-Ons and Integrations: Home Assistant offers a wide range of add-ons and integrations that extend
its functionality. Users can enhance their setups with additional features like presence detection,
weather forecasts, and more.

Open-Source Community: Home Assistant is built and maintained by an active open-source community. This
means that the platform is continuously evolving and benefiting from contributions from developers
worldwide.

loT communication protocols: The 10T edge gateway employs two different IoT communication protocols:
a) MATTER for its communication with the 10T devices and b) MQTT for its communication with the
sensiNact platform.

a) The loT communication protocol employed between the 10T edge gateway and the loT devices is
MATTER [18] More precisely, within a generated MATTER network, the 10T edge gateway functions as
a MATTER controller. In the current project phase, the gateway exclusively handles communications
through WiFi. However, it's worth noting that MATTER inherently accommodates Ethernet and Thread.
Furthermore, MATTER's flexibility extends to encompassing various other communication technologies
(e.g., ZigBee or Z-Wave) through the implementation of bridge devices.

The MATTER protocol, formerly known as Project CHIP (Connected Home over IP), is an open-source
universal IPv6-based communication standard designed to enable seamless connectivity and
interoperability among smart devices in a local Internet of Things (1oT) ecosystem. It is backed by the
Connectivity Standards Alliance (CSA), including the major industry players such as Apple, Google,
Amazon, and the Zigbee Alliance [19].

The MATTER protocol aims to address the challenge of fragmentation and lack of interoperability in the
smart home industry. It provides a unified framework that allows smart devices from different
manufacturers and technology ecosystems to seamlessly communicate and work together. This
interoperability extends to devices such as smart lights, thermostats, locks, sensors, and more.

A MATTER controller onboards MATTER devices to a home network, controls them, manages
communications and automations, and facilitates remote access (when enabled). Then, a MATTER
controller is a resident device (hub) that is always located in the surroundings of the loT devices, is plugged
in to a continuous power source, and is connected to the Internet. Thus, end users can control their
MATTER devices both on-site and remotely. These controllers will even likely act as a bridge for Thread
and/or, eventually, other non-IP based devices.

b) The IoT communication protocol employed between the 10T edge gateway and the sensiNact platform is
MQTT to facilitate the exchange of messages and manage the publish/subscribe model. The physical
technology employed will depend on the available network interfaces of the 10T edge gateway (e.g., WiFi,
Ethernet).
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3.4.2.2 ARCA Embedded

ARCA Embedded is the distribution of ARCA Trusted OS designed for ARM architecture. The distribution is
based on the same security principle without the Kubernetes layer that becomes optional. The architecture
diagram of ARCA Embedded is shown in Figure 19.

User data and Qonpigura‘tion
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Figure 19: ARCA Embedded Architecture stack

Similar to ARCA Trusted OS, ARCA Embedded includes TPM-based secure boot, immutable file systems,
and seamless system updater. ARCA Embedded leverage the use of ARM Trustzone whenever this hardware
extension is available, providing a confidential computing environment for the sensitive cryptographic
operations.

An overview of the memory layout of the ARCA Embedded OS system is illustrated in Figure 20:
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Figure 20: Overview of the memory layout of the ARCA Embedded

From left to right and color-coded, the following partitions can be found within the ARCA Embedded memory
layout:

e Red: The System-on-Chip (SoC) specific firmware and the u-boot bootloader partitions, which are
used during the secure boot process of the embedded device.

e Purple: The dual immutable boot files (A and B) used for the seamless system updates, as well as the
default full-disk encryption key. During the first boot of the ARCA Embedded OS, the default full-
disk encryption key is used to decrypt the LUKS partition (blue). However, prior to the deployment,
this key is replaced (and subsequently deleted from the memory) by a cryptographic key that is
generated by and stored within the TPM.

e Blue: The partition that is encrypted using the LUKS and decrypted by the default key (first boot only)
or the TPM. Note that all data within this partition (i.e. the partitions in green) will be encrypted and
inaccessible until the secure boot and full-disk decryption have been successfully performed.
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e Green: The dual immutable root filesystems (“/”’) for both (A and B) booting partitions, as well as the
readable and writable router-specific data storage. The memory stack has been developed in such a
way that all partitions have a fixed, minimum size, whereas the data partition is configured to occupy
the remaining memory on the SD card on which the OS is operational. This way, the OS is able to run
on a wide range of different SD cards, each with different amounts of memory.

3.4.2.3 Kentyou DataHub / Eclipse sensiNact

Kentyou DataHub, an extended version of Eclipse sensiNact, has already been described in the cloud level
components section. The edge instances will have less modules to reduce its memory footprint. It might also
use different protocols to communicate with the cloud to reduce its processing footprint. Finally, the edge
instances of DataHub/sensiNact will not include the history provider as it requires access to a Timescale
instance. Their updates will be pushed to a cloud-level instance of sensiNact that will handle the history of
resource data.

3.4.2.4 Edge Monitoring Agent

Telemetry data based on nodes static resources, dynamic performance, and energy consumption on the edge is
collected via the Monitoring Agent. This component consists of multiple subcomponents which gather
information related to the node available resources in terms of processor, memory, storage, and network
capabilities as well as its current performance levels. Energy consumption is also monitored focused on
distinguishing between green energy and carbon-emission related energy.

Edge nodes information is served to the Monitoring Server which will store and forward telemetry data to
various COGNIFOG components for Al-powered decision making for application workload distribution.

Data flow between agents and servers is based on commonly known HTTP protocols and HTTP GET methods.
Agents are deployed in form of containerized applications, which make them easy to deploy and manage over
multiple types of edge devices.

3.4.3 Things level
3.4.3.1 10T devices supporting MATTER

0T devices are essential components in smart environments. These devices, which can belong to different
brands and come equipped with various sensors and/or actuators (e.g., smart thermostats, environmental
sensors, lighting control modules, among others), operate at the embedded level of the proposed architecture.
They often have limitations related to power consumption, processing capabilities, and data security.

Adhering to the MATTER standard, 10T devices offer seamless communication through WiFi or (IEEE
802.15.4-based) Thread protocols. Positioned as foundational elements within the COGNIFOG infrastructure,
these devices play a crucial role in creating interconnected intelligence. They are designed to seamlessly
integrate into the broader COGNIFOG architecture, operating at the embedded level. To achieve this
integration, 10T devices consistently communicate with 10T Edge Gateways situated at the far edge level of
the architecture.

At this stage of the project, the selected technology stack for 10T devices is based on the Espressif ESP32
microcontroller, the Tasmota firmware, and the usage of the MATTER communication protocol.?

2 Alternative technology stacks may be considered if they comply with the integration requirements of the COGNIFOG architecture.
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Hardware: The Espressif ESP32 [20] is a versatile microcontroller platform

known for its dual-core processing, built-in wireless connectivity (WiFi and
Bluetooth), high performance with clock speeds up to 240 MHz, and abundant
I/O options for interfacing with various devices (e.g., sensors and actuators). It
offers low power consumption, advanced security features including secure boot
and cryptographic accelerators, and is compatible with platforms like ESP-IDF,
Arduino, and MicroPython. With over-the-air update capabilities and cost-
effectiveness, the ESP32 is a popular choice for 10T, robotics, and more. At this

stage of the project, the version of ESP32 employed is ESP32-S2 (see Figure

21).

Figure 21: Espressif ESP32-S2

Firmware: Tasmota [21] is an open-source firmware designed for home automation devices and smart
devices. This firmware is installed on microcontrollers such as ESP8266 or ESP32, which are common in
many loT devices. The main purpose of Tasmota is to provide these devices with greater flexibility and control,
allowing users to customize and program their functions according to their needs. Tasmota supports Matter
over IP (Wi-Fi or Ethernet) as an end-device. This means that a Tasmota device can be connected to a Matter
gateway (in our case, the 10T edge gateway), using standard and well defined protocols.

loT communication protocol: The 10T communication protocol deployed in the loT devices to communicate
with the 10T edge gateway is MATTER. In the current project phase, 10T devices use WiFi for data transport
over MATTER and can use WiFi or Bluetooth for device discovery and commissioning.

Adopting the MATTER protocol offers significant advantages to IoT devices, including:

IP-Based Connectivity: MATTER is built on IP (Internet Protocol), which is the foundation of the
internet. By leveraging IP connectivity, MATTER enables direct communication between devices,
regardless of the underlying wireless technology (e.g., WiFi, Ethernet, Thread). In addition, Bluetooth
Low Energy (BLE) can be also used for commissioning purposes.

Standardized Device Models: MATTER defines a common data model and device semantics,
ensuring consistent behavior and interaction across devices. This standardization simplifies the
development, integration, and management of smart devices.

Security and Privacy: MATTER incorporates robust security mechanisms, including encryption,
authentication, and secure communication protocols. It prioritizes user privacy and data protection by
implementing privacy-by-design principles.

Cloud Independence: MATTER allows loT devices to communicate directly with each other locally,
reducing reliance on cloud services. This local control improves responsiveness, reliability, and user
privacy, even in situations with limited or no internet connectivity.

Scalability and Extensibility: The protocol is designed to scale from simple setups to complex loT
ecosystems. It supports a wide range of device types, enabling seamless integration of existing and
future devices.

Besides, MATTER and whatever first-party functionality provided by the manufacturer may exist in parallel.
That is, if a 0T device has remote capability independent of MATTER, it could still be controlled remotely
even without a MATTER controller.
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3.4.3.2 Polygraph Monitors

As specified in the section about the Polygraph model, the workbench can generate code corresponding to the
model. Divided in two different sections, there is the infrastructure code and the user code.

The infrastructure code contains all algorithm to send and receive messages (topics), to execute the component
and monitoring all communications. This code contains the arithmetical logic to execute all components as
specified in the Polygraph model. If some deviations or problems are appearing the monitors will be able to
detect those errors and report them.

The user code contains the business logic of the code. Like in an Arduino code, users will find setup and loop
functions. The setup function is called once at the start of the component and the loop function is called each
time a firing of the component is needed. A fire means that all inputs of the system are satisfied.

Reliability and security are as important as response times when it comes to the execution of Edge-level
monitoring code. To this end, the Xanthos framework will be leveraged for the synthesis of the operating
system dedicated to the deployment and execution of monitors. The resulting operating system will provide
the smallest sufficient codebase adapted to Edge-level system needs (i.e., providing low system overheads)
while ensuring a memory-safe execution by the use of the Rust programming language.

3.5 Governance components
3.5.1 Front-end dashboard

3.5.1.1 Detailed architecture and technical features:

Front-End Dashboard
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Figure 22: COGNIFOG front-end dashboard basic architecture.

a. Access Control and User Roles: The user management feature within the COGNIFOG Front-end
Dashboard will be responsible for handling user accounts. This includes tasks such as creating,
deleting, editing, activating, and resetting user passwords, displaying user information, locking or
unlocking accounts, and granting or revoking access to specific modules user's permissions. The
available roles in the COGNIFOG Front-end Dashboard can be viewed in the list below:

b. Authentication/ Authorization (JWT): JWT stands for JSON Web Token. It is an open standard for
securely transmitting information between parties as a compact and self-contained token. JWT tokens
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are commonly used for authentication and authorization purposes in web applications and APIs. JWT
tokens are often used for stateless authentication, where the server does not need to store session
information. When a user logs in, the server generates a JWT token and sends it back to the client. The
client includes the token in subsequent requests, typically in the Authorization header. The server can
then validate the token, extract the necessary information from it, and authorize the requested actions.

JWT tokens are signed using a cryptographic algorithm to ensure their integrity and authenticity. The
signing process involves applying a secret key or a private key to the token to generate a signature.
The most common algorithm used for signing JWT tokens is HMAC (Hash-based Message
Authentication Code), which uses a symmetric key (same key for signing and verification) to create
the signature. The HMAC algorithm combines the header and payload of the token with the secret key
and generates a hash value. This hash value serves as the signature. For the case of the COGNIFOG
Front-end Dashboard, the HMACHAbL12 algorithm, constructed from the SHA-512 function, will be
used for signing the JWT token. Additionally, the com.authO.jwt Java package will be used to create
a JWT token as well as to verify any token sent for authentication / authorization. Furthermore, the
HMACS512 function from com.authO.jwt.algorithms Java package will be used, in order to sign the
newly created tokens.

c. Password encryption: The passwords stored in the database will be encrypted using the BCRYPT
algorithm. This algorithm is an adaptive hash function algorithm based on the Blowfish symmetric
block cipher cryptographic algorithm. It introduces a work factor, which defines how expensive / slow
the hash function will be. In this way, different work factors create different hash values in different
time spans. The BCRYPT algorithm is extremely resistant to brute force attacks. Each time computers
become more powerful, an increase on the work factor can balance it out. Towards this direction, the
“BCryptPasswordEncoder” Java class of the “org.springframework.security.crypto.bcrypt” package
will be used, in order to successfully encrypt the passwords stored in the database.

d. Data Transfer and Encryption: Data privacy and security are taken into consideration when
designing the COGNIFOG Front-end Dashboard. The Advanced Encryption Standard (AES) [27]
algorithm will be utilized for the purposes of encrypt/decrypt data where this is required. AES is one
of the best encryption protocols available, as it flawlessly combines speed and security, allowing
online activities without any disruption. Where required, data will be encrypted or anonymized prior
to storing.

3.5.1.2 Technology stack

The COGNIFOG Front-end Dashboard and its interfaces will be constructed using open-source standards and
involve utilizing a mixture of programming languages and technologies, organized into client-side and server-
side categories:

Client-Side languages/technologies:

Client-side refers to the execution of code on the user's device, typically within a web browser. Client-side
languages, such as HTML, CSS, and JavaScript, are responsible for the presentation, interactivity, and user
experience of a website or web application. When a user accesses a web page, the client-side code is
downloaded and executed on their device.

The purpose of client-side languages is to create an interactive and visually appealing interface for
users. HTML defines the structure of the webpage, CSS handles the visual styling, and JavaScript adds
interactivity and functionality to the page. Client-side code is primarily concerned with rendering the
user interface, handling user interactions, and making asynchronous requests to the server for data.
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Here is a list of the client-side languages and technologies as referenced in the aforementioned
architecture:

1.

HTML (Hypertext Markup Language): HTML is the standard markup language used to structure
and present content on the web. It provides a set of tags that define the elements and layout of a
webpage. HTML is used for creating the structure and content of web pages, defining headings,
paragraphs, links, images, tables, and other elements.

CSS (Cascading Style Sheets): CSS is a style sheet language used to describe the presentation and
visual appearance of HTML documents. It defines the layout, colours, fonts, and other visual
aspects of a webpage enhancing the look and feel of HTML elements, control their positioning
and styling, and create responsive layouts.

AJAX (Asynchronous JavaScript and XML): AJAX is a set of web development techniques that
enables asynchronous communication between the browser and the server without requiring a
page reload. It uses JavaScript and XML (Extensible Markup Language) or JSON (JavaScript
Object Notation) to exchange data with the server. This allows for dynamic updates on webpages,
making them more interactive and responsive by fetching and displaying data without refreshing
the entire page.

jQuery Framework: jQuery is a fast and concise JavaScript library that simplifies HTML
document traversal, event handling, and animation. It provides a collection of reusable functions
and utilities to streamline JavaScript development. jQuery simplifies common JavaScript tasks,
such as manipulating HTML elements, handling events, making AJAX requests, and creating
animations, resulting in more efficient and concise code.

Additional 3 party solutions for Ul purposes:

a. Zingchart Tool: ZingChart is a versatile JavaScript charting library that empowers
developers to build engaging and interactive data visualizations for web applications.
With its extensive chart types, customizable options, and rich feature set, ZingChart
enables developers to present complex data in visually compelling ways. It offers a wide
range of customization options for styling, animation, tooltips, and interactivity, allowing
developers to fine-tune every aspect of their charts. ZingChart supports real-time updates
and integration with external data sources, making it suitable for dynamic and data-driven
applications. With cross-browser compatibility and seamless integration with popular
frameworks, ZingChart provides developers with the flexibility and ease of use to create
stunning data visualizations.

b. CanvasJS: CanvaslS is a JavaScript charting library that simplifies the creation of
dynamic and visually appealing charts for web applications. With a user-friendly APl and
comprehensive set of features, CanvasJS offers a wide range of chart types, customization
options, and data handling capabilities. It supports responsive design, ensuring consistent
chart rendering across devices, and provides advanced features like drill-down
functionality and real-time data updates. CanvasJS is compatible with all modern
browsers and offers extensive documentation and support, making it a valuable tool for
developers looking to create interactive and professional-looking charts.

Server-Side lanquages/ technologies:

Server-side refers to the execution of code on the web server hosting the website or application.
Server-side languages, such as Python, Java, PHP, or ASP.NET, handle the processing of requests,
data storage, and business logic behind the scenes. When a user interacts with a webpage, their actions
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are sent to the server, which processes the requests and generates a response to be sent back to the
client.

The purpose of server-side languages is to handle data management, perform calculations, interact
with databases, and execute the server-side logic of an application. Server-side code manages user
authentication, database operations, and business rules, ensuring data integrity and security. It
generates dynamic content, such as personalized pages, and processes data submitted by users.

Here is a list of the server-side languages and technologies as referenced in the aforementioned
architecture:

1. ASP.NET Core: Is an open-source, cross-platform framework for building modern web
applications. It provides a unified development model and a set of tools for creating web APIs,
MVC applications, and real-time applications. ASP.NET Core enables developers to build robust
and scalable web applications with features like routing, middleware, authentication, and data
access. It supports server-side rendering and handles the server-side logic of web applications.

2. MySQL (database): MySQL is an open-source relational database management system
(RDBMS). It provides a scalable and efficient way to store, manage, and retrieve structured
data. MySQL is used for creating, managing, and querying databases. It is commonly used in web
development to store and retrieve data from server-side applications.

In summary, client-side technologies are primarily concerned with the user interface and interaction, executing
on the user's device, while server-side technologies handle data processing, business logic, and database
operations on the server. Together, they work in tandem to create dynamic and interactive web applications.
The COGNIFOG Front-end Dashboard will be implemented using the aforementioned programming
languages and technologies. However, the possibility of utilizing additional programming or development
tools or languages remains open for consideration if it can demonstrate improved outcomes.

3.5.1.3 Deployment

The COGNIFOG Front-end Dashboard will be deployed on the cloud in the form of a Linux Docker. Docker
is a widely adopted containerization platform that allows applications and their dependencies to be packaged
into standardized, isolated units called containers. These containers provide a consistent and portable
environment for running software across different computing environments.

Docker is important for several reasons. Firstly, it promotes consistency and reproducibility by encapsulating
the application and all its dependencies into a single container. Secondly, Docker enables efficient resource
utilization and scalability. Moreover, Docker simplifies the deployment process since containers can be built,
tested, and deployed as immutable units, reducing the risk of configuration errors or incompatibilities.
Additionally, Docker supports a vast ecosystem of pre-built images and containers from public registries,
which can be readily used to deploy popular software components or services. Overall, Docker provides a
powerful and flexible platform for packaging, distributing, and running applications.

3.5.2 Multi-cluster Orchestrator

The ever-evolving landscape of modern computing has shifted in the last few years into an efficient
deployment and management of applications across diverse environments across cloud, edge and 10T devices.
The appearance of cloud computing, microservices architecture, and containerization technologies has
introduced unparalleled flexibility and scalability. However, with these newfound capabilities also comes the
challenge of orchestrating applications effectively.

As organizations increasingly adopt cloud-native technologies and architectures, they face intricate challenges
in ensuring application portability, scalability, and resilience. Achieving these goals calls for a sophisticated
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orchestration solutions that can span across geographically distributed clusters, adapt to dynamic workloads,
and seamlessly integrate with diverse infrastructure components ranging from cloud servers, edge devices, far-
edge devices or 10T sensors/actuators.

Mutli-cluster orchestration, on the other hand, extends this paradigm to manage applications and services
across multiple clusters, spanning on-premises, hybrid, and multi-cloud environments while mitigating
complexity, enhancing scalability, ensuring resilience, and bolstering security and compliance.
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Figure 23: Multicluster Orchestrator Architecture

ATOS Multi-cluster Orchestrator is composed of two main parts that communicate with each other to exchange
deployment information about the desired and the current status of the applications workload across the cloud-
edge continuum. Those components are:

e Multi-cluster Orchestrator Manager: this service has the responsibility of deploying the required
application resources across the clusters that have been on-boarded to the COGNIFOG platform.
Information related to the application description and deployment requirements will be received from
the COGNIFOG Dashboard and the COGNIFOG Intelligent Engine (matchmaking service).

e Multi-cluster Orchestrator Agent: this component is running on every cluster manager that has been
on-boarded to the COGNIFOG platform, it receives the application description and deployment
requirements dictated by the Multi-cluster Orchestrator Manager and has the responsibility of
allocating those resources across its managed nodes (cloud, edge or far-edge).

3.5.3 Policy Manager

Applications deployed across the COGNIFOG platform may have attached to them specific execution policies
that will be evaluated before deployment and during runtime execution. The objective of the Policy Manager
is to detect, register and take action over these policies to adhere to the application requirements and optimize
its performance.
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A constant feedback loop will be executed over the monitored data taking in account the policies specified by
the application manifest. COGNIFOG’s intelligent components may feed predictive monitoring data to the
Policy Manager so it can take not only reactive corrections but also proactive actions over the platform’s
deployed workloads. Actions may vary from workload offloading, relocation, scaling and migration over the
cloud-edge continuum.

Policy Agents are located across the on-boarded clusters to detect, register and take action over the policies
applied to the running application of its nodes. Information about these policies are received from the Policy
Manager, located at the COGNIFOG management servers.

3.6 TRL Assessment for COGNIFOG components

The following table provides an overview of the current and target Technology Readiness Level (TRL) of the
components described in the previous section.

Table 2: Current and expected TRL for COGNIFOG components

Component Current TRL and justification Target TRL and justification

Current TRL: 2 Target TRL: 4

Conceptualization of a physical platform | Deployment of services onto a physical platform
10T edge o . o 4
gateway that facilitates heterogeneous networking | within a laboratory/controlled environment,

in diverse 10T scenarios, thus enabling ensuring both data acquisition from far edge

flexible and seamless interaction among | devices and integration with the COGNIFOG stack.
different device types and technologies.
Current TRL: 4 Target TRL: 5

Initial development done with promising | The slice manager will be i) enhanced by adding an
early testing and risk reduction intelligent module capable of dynamic
orchestration ii) validated in the practical
environment of a COGNIFOG use case.

Slice manager

Current TRL: 4 Target TRL: 5
RAN controller Initial development done with promising | No further innovation is planned, but will be
early testing and risk reduction validated in a practical environment of a
COGNIFOG use case.
Current TRL: 9 Target TRL: 9
ARCA Trusted OS is a viable product The orchestration layer of ARCA Trusted OS will
ARCA Trusted - . : - : :
commercially available and deployed be tailored to be compatible with the project
OS x86 . . . .
since 2020. requirements. However, this work is not expected
to impact the product’s TRL.
Current TRL: 5 Target TRL: 6/7
ARCA ARCA Embedded beta version is ARCA Embedded will be tailored to meet the
Embedded finalized and being tested in a Lab project requirements and will be deployed and
environment. tested in relevant environments (Trials)
Current TRL: 5 Target TRL: 6/7
CYSEC KMS CYSEC KMS beta version is finalized The API of CYSEC KMS will be tailored to fulfil
and being tested in a Lab environment. the project requirements. and will be deployed and
tested in relevant environments (Trials).
Monitoring Current TRL: 4 Current TRL: 5

Stack
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Monitoring Stack based on CNCF
observability tools to monitor
performance metrics.

Within the COGNIFOG project we will extend the
Monitoring Stack to integrate eco-efficiency and to
monitor complex infrastructure.

Multi-cluster
Orchestrator

Current TRL: 3

Multi-cluster orchestration framework
(based on CNCF technologies such as
OCM/K8S) composed services lifecycle
in the continuum, from the edge to the
cloud, orchestrating containerized
applications.

Current TRL: 5

Within the COGNIFOG project we will extend the
Multi-cluster Orchestrator with the objective of
taking remedial actions and resource allocations
during application runtime in the cloud-edge
continuum.

Policy Manager

Current TRL: 3

Basic policy manager service to set up
performance and eco-efficiency static
policies.

Current TRL: 5

Within the COGNIFOG project we will extend the
Policy Manager with cognitive capabilities to
enforce policies based on predictive metrics.

Current TRL: 3

CEA provides a Model of Computation

Target TRL: 5

COGNIFOG project will extend the MoCC

The utilisation of the models allows us to
start early research and development on
the Al-based algorithm for the
generation of assignment plans for the
k8s scheduler.

Polygraph and Communication (MOCC) for monitoring of the data on an edge to cloud
modelling, analysing, deploying and heterogeneous systems. CEA will adapt Polygraph
monitoring hyper distributed and modelling and analysing tools to match the
heterogeneous applications COGNIFOG stack
Current TRL: 3 Target TRL: 5
CEA will provide XanthOS a framework | COGNIFOG project will allow the development of

XanthOS for building secure, performant and a minimal Operating System running securely the
custom system software (e.g. Operating monitors generated by Polygraph.

Systems, hypervisors) from the

application requirements at reasonable

costs

Current TRL: 1 Target TRL: 3

Siemens borrows currently developed Application and validation of different Al
and to-be open-sourced scheduler algorithms that could enrich existing k8s

Intelligent extension mec_hanism f_rqm the _ scheduling mechanisms.

Engine COD_EC_O prolec_t to utilise predefined

(SIEMENS) applications and infrastructure models.

Kentyou Data
Hub

Current TRL: 4

Kentyou Data Hub has currently a TRL
of 4 and has been validated in relevant to
COGNIFOG environments.

Target TRL: 6

With the developments planned during the
COGNIFOG project, Kentyou Data Hub
incorporating eclipse sensiNact, will reach a TRL 6
and will create a prototype demonstration. With a
TRL 6, it will be able to mirror the physical world,
operate at the edge and cloud, aggregate data
gathered from sensors, 10T platforms or/and
devices, and real-world measurements. Moreover,
it will be able to help in real-time monitoring,
acting on the conditions of the physical world,
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alerting for abnormal situations and supporting
decision-making.

Kentyou Eye

Current TRL: 3

Kentyou Eye has currently a TRL of 3
and has a demonstrated proof of concept
in simulated environments. The core
concepts have been tested on a small
scale.

Target TRL: 5

After Cognifog, the Kentyou Eye will reach a TRL
of 5 and will be demonstrated within Cognifog
environment. Kentyou Eye will be able to embed
Al processing, visualize real-time data, forecasts
and analytical results on historical data. The Ul will
be customizable to the needs of each pilot site.

Dashboard

Current TRL4:

EBOS WiseBOS Rapid Application
Development platform is currently used
for intuitive user interaction, as well as
application APIs to enable the
interfacing and onboarding of 3rd party
applications in a user-friendly manner.

Target TRL: 5

Through COGNIFOG, eBOS will develop a front-
end dashboard for intuitive user interaction with the
Cognitive-Fog and define API calls with a high
granularity, which simplify the logic required to
provision complex services, thus providing
interoperability between their applications and the
COGNIFOG platform. The dashboard will allow
users to monitor system deployment, make service
requests, visualise sensor data from the digital twin,
monitor performance metrics, and visualise
application deployment models.
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4 Trials Scenarios

Most information in this section is based on deliverables D2.1 and D2.5, updated to reflect the progress and
changes made since their publication and provide a context for the architecture.

41 Triall

Mission coordination in urban area, provided by THALES France.

411

Scenario Description

To effectively coordinate rescue operations during floods, data from various deployed sensors is harnessed.
Drones, outfitted with advanced cameras and sensors, are launched via cloud applications to identify
individuals requiring immediate help. These cloud platforms, along with 10T resources, centralize the storage
and sharing of essential information like maps, location data, and communication protocols. On the ground,
rescue teams have access and exchange critical updates, such as location statuses and emergency alerts, using
mobile devices. In essence, this approach seamlessly integrates drones' advanced sensing capabilities with
cloud technology and loT resources, ensuring efficient communication and timely delivery of essentials to

flood victims.
4.1.2 Trial Requirements
The requirements associated to Trial 1 are listed below:
e REQ-T1-01: The stack shall provide compatibility with various mobile devices for real-time data
access and interaction.
e REQ-T1-02: The stack shall have Edge processing capabilities to minimize latency and maximize
responsiveness in the field.
e REQ-T1-03: The stack shall provide a secure two-way data communication along the cloud to edge
to loT continuum
e REQ-T1-04: The stack shall support real-time communication protocols for instantaneous data relay
and actions.
e REQ-T1-05: The stack shall feature an efficient UX design, enabling quick decision-making and
responsiveness during emergencies.
4.1.3 Tailored Architecture Deployment
In this Trial, the data workflow is orchestrated as follows:
e Data Collection and Centralization (from things and edge to the cloud):
o Various sensors deployed in potential flood zones relay their readings to a centralized cloud
system.
o This cloud hub aggregates and stores vital information such as maps, individual locations, and
communication channels.
e Drone Deployment and Real-time Analysis (from things/loT level to cloud and vice versa):
o Via cloud-based applications, drones equipped with cameras and other advanced sensors like
magnetometers and accelerometers are activated.
o Once launched, these drones scout for individuals requiring assistance. Their data feeds,
including visuals and sensor readings, stream back to the cloud for analysis.
e Edge Data Interaction and Rescue Coordination (from end user to cloud and vice versa):

o Rescue teams in the field access the cloud's processed data using mobile devices, like phones
and tablets.
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o These devices receive real-time updates, including the precise locations of those in need, status
of the operation, and emergency alerts.

o The teams on the ground, using their devices, can also send back updates or new information
to the cloud, ensuring a two-way data flow.

e Supply Coordination using 10T Resources (joint action of cloud, edge, far edge, and things/loT
level):

o In tandem with the rescue operations, cloud applications, and loT systems, work cohesively
to organize the delivery of essential supplies such as food, water, and medical equipment.

o loT-enabled supply vehicles or storage units may communicate stock levels, location, and
delivery statuses back to the cloud, ensuring a well-coordinated relief effort.

Based on this data flow, we propose the COGNIFOG stack for Trial 1 as per Figure 24.
4.2 Trial 2

A decentralized e-health service connecting patients, medical 10T, doctors and paramedical staff, provided by
TMA.

4.2.1 Scenario Description

The challenge is to simplify integration of multiple medical devices (specifically multiple Neighbourhood
Outreach Access to Health (NoAH) telemedicine stations and in the future, other devices or 3" party solutions),
overcome harsh network conditions, provide a first level diagnosis and securely store and share medical data.

The architecture includes medical-10T devices (portable tele-medicine systems) that allow creation of patient
medical cases and enable video communication to connect to local edge e-Pokratis telemedicine platforms,
creating a cluster of e-health services, all federated and monitored through a central cloud.

The web-based patient record system designed specifically for the needs of reviewing patient medical cases,
measurements and video consultations. It provides a complete and accurate summary of an individual's medical
history, accessible online by the patient and by the authorized medical personnel.

The orchestrator backend will run on a central cloud and will be developed to provision and update the various
edge servers running the backend and provisioning and updating the medical stations. This is required to
manage customers using the hardware and software negotiated in SLAs and for verification of overall
topology, connections and energy consumption.

4.2.2 Requirements
The requirements associated to Trial 2 are listed below:

e REQ-T2-01: Seamless integration capabilities for multiple medical devices, especially NoAH
telemedicine stations and future third-party solutions.
e REQ-T2-02: Standardized API interfaces to ensure interoperability across diverse devices and

platforms.

e REQ-T2-03: The architecture should be scalable to handle an increasing number of devices, patients,
and data.

e REQ-T2-04: Adaptive communication protocols to ensure connectivity under varying network
conditions.

REQ-T2-05: Al-driven analysis tools to assist in generating preliminary medical insights.
REQ-T2-06: Robust encryption protocols for data at rest and in transit.
REQ-T2-07: Role-based access controls to ensure only authorized personnel can access specific
patient data.

e REQ-T2-08: Intuitive user interface to review medical cases, measurements, and video consultations.
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4.2.3 Tailored Architecture Deployment

The data flow within the described scenario can be highlighted as follows:

e Cloud to Edge:
o The orchestrator backend, located on the central cloud, oversees the provisioning and updating
of various edge servers. It also manages the provisioning and updating of medical stations.
o The central cloud serves as the primary hub, federating and monitoring the entire cluster of e-
health services.
e Edge to Medical Devices:
o Local edge platforms, specifically e-Pokratis telemedicine systems, connect with medical-1oT
devices, like the NoAH telemedicine stations. These platforms facilitate the creation of patient
medical cases and enable video communication between devices.

o The edge platform allows logged-in medical staff to view authorized medical cases and
measurements. Patients using the medical devices may initiate video consultations with the
medical staff online on the edge servers.

e Medical Devices to Edge to Cloud:
Cloud platform orchestrates the edge clusters and monitor use and SLA. Edge servers also provide to
the cloud non-reversible anonymized patient data for usage statistics.

e Edge to Authorised Users:
Patients and authorized medical staff access individual medical histories via the web-based patient
record system, which retrieves the data stored in the edge server.

The COGNIFOG stack of Figure 25 is consequently proposed for Trial 2.
4.3 Trial 3

Automated Edge-Device continuum for smart manufacturing, provided by LSM

4.3.1 Scenario Description

The main goal of Trial 3 is to create a dynamic and adaptable manufacturing environment in shop floors using
industrial robots, maximizing flexibility and productivity, while minimizing setup time and ensuring real-time
response.

Two specific processes from a bus manufacturing line exemplify this: the gluing of aluminium profiles, where
humans and robots collaborate closely with the aid of AR glasses and safety scanners, and the window
assembly onto bus panels, wherein robots handle the window panels and utilize vision systems for precise
placement. Both scenarios employ simulation tools and a digital twin to optimize planning, monitor real-time
operations, and enhance adaptability in the manufacturing workflow.

For this Trial, the main focus will be on the Edge level and how to optimize the interactions between the Edge
processing nodes and the deployed robots. However, the architecture will be designed in a way that future
scalability to the cloud would be straight-froward.

4.3.2 Requirements

REQ-T3-01: Compatibility with ROS for real-time data access and interaction.

REQ-T3-02: Edge processing capabilities to minimize latency

REQ-T3-03: Standardized API interfaces to ensure interoperability

REQ-T3-04: Scalable architecture to handle any additional hardware/software/infrastructure and
potential cloud level
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e REQ-T3-05: Edge computing distributed control functionality for better resources utilization.
REQ-T3-06: Monitoring and analysis tools, regarding data, connectivity and utilization KPIs

4.3.3 Tailored Architecture Deployment
The data flow within Trial 3 can be described as follows:

e From the Robots to the Edge processing unit: Industrial robots generate real-time operational data,
which includes metrics from their tasks as well as input from additional devices like AR glasses, safety
scanners, and vision systems. This data is then transmitted to the Edge processing nodes. At the Edge
level, immediate data processing occurs which allows for real-time response, optimizing robot
operations, and ensuring efficient adaptability in the workflow.

e From the Edge processing unit to the robots: Once the data has been processed and actionable
insights or instructions are derived, this information is relayed back to the robots, guiding their
operations, and adjusting their tasks as needed.

The components of COGNIFOG that are relevant to Trial 3 are depicted in Figure 26.

4.4 COGNIFOG: Trials Advancement

The following table summarizes the advancements that COGNIFOG will bring to the three trials. Note that the
requirements of the three scenarios are being refined and that specific advancements and added values brought
by COGNIFOG will be further clarified.

Table 3: COGNIFOG’s added value to the three trials

COGNIFOG advancement

Current Infrastructure / Setup

Trial 1 Application deployment on Kubernetes-based orchestration with the
Edge and loT devices is multi-clustering capability will automate
currently done manually with and optimize the applications deployment
physical media like USB key and management along the continuum.
or hard drive. Multi-clustering will boost the scalability
Limited scalability because of and allow the addition of different types of
the heterogeneity of the Edge devices.
and loT devices. Automated Monitoring Agent will allow
Local independent monitoring automatic  two-ways transmission  of
for cloud and edge. monitoring data between the cloud and the
Currently there is no global edge.
reference time for distributed Al-based real time capabilities of
systems. Thus, it is difficult to COGNIFOG will allow several hard real-
meet time constraints. time classes.

No energy and bandwidth ) ) .
optimization for distributed Energy-aware orf:hestratlon will optm_nze
computing between the cloud the edge f:omputmg power and bandwidth
and the edge. consumption.

Trial 2 Limited scalability without the Scalability and higher resilience will be
Edge infrastructure brought with Edge deployment, permitting
Single point of failure (cloud) the medical devices to continue to work
Privacy and security issues even when they are disconnected from the
(patient data) cloud central hub.

Secure end-to-end data flow.
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manually via USB.

data processing.

e Currently, updates
telemedicine devices are done

e No compatibility with smart
cities and similar concepts
because of privacy and limited

Edge deployment will enable the local
processing of patients’ data
Kubernetes-based orchestration with the
multi-clustering capability will automate
and optimize the update deployment and
management along the continuum.
Anonymization and visual patients’ data
processing can be available on e-health
portals of smart cities

Trial 3 e No cloud computing

e No automation —
update of the robots.

e No process monitoring

By adopting cloud-native technologies,
COGNIFOG will prepare the floor for
seamless cloud expansion.
Kubernetes-based orchestration  will
automate and optimize the deployment of
updates from the Edge processing unit to the
robots belonging to the different stations.
COGNIFOG will add monitoring at both the
Edge and the device levels.
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5 Ethics

D2.3 was designated by the Ethics Advisor as one of the deliverables that should include an Ethics section in
relation to the development/use of Al technologies. The Al assets identified in the COGNIFOG architecture
were listed in the following table.

Table 4: Al assets of COGNIFOG

Al Assets Leader ‘ Description
Intelligent Siemens e The intelligent engine runs in parallel with the orchestrator and
Engine enables the orchestrator to make smart decisions on the

placement of the application/workloads on the available
infrastructure depending on many criteria, such as network
latency, data locality, attached hardware, node health, power
consumption, etc.

e The smart engine will apply the deep reinforcement learning by
using collected data from COGNIFOG framework in order to take
the optimization actions until optimal multi-criteria configuration
solution of the system is found.

e Atthis early stage, data that will be used by the intelligent engine
as well as the interaction of this one with the other assets have to
defined and refined.

Kentyou Al Kentyou Kentyou Al is a component which comes along with a number of
integrated Al Services allowing forecasts, optimizations, Al-based
decision making and supports new Al Services by plugging them into
its Al Service management mechanism.

Smart ATOS ATOS will bring its monitoring tools to the COGNIFOG Architecture
Placement based on state-of-the-Art technologies focused on decentralized
computing observability.

Monitored data is transformed into an infrastructure model, which will
be analysed by Al-driven optimization COGNIFOG components which
will support the smart decision making based on application
performance, node status, energy consumption and environment
footprint.

Dashboard eBOS Real-time identification of abnormal events

At this stage of work, the exact format of data that will be used by these Al assets as well as the detailed
workflow describing the use of these Al assets have to be refined. During the next period, in parallel of this
refinement work, the Ethics guidelines for trustworthy Al [22] will be applied as recommended by the Ethics
Advisor. A working session will be organised to reply the detailed assessment List [23]. According to the
recommendation, replying to the assessment list has to lead to identify requirements, evaluate solutions and
ensure improved outcomes throughout the Al system’s lifecycle as well as the use of the Al assets within the
trials. Once the requirements are identified, measures will be identified and applied. These measures could be
(as stated by the Ethics Adviser in D1.1):

e Measures taken to prevent, avoid and mitigate potential bias, discrimination and stigmatisation in input
data and algorithm design and outcomes;
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e Measures to ensure humans to maintain meaningful control over the most important aspects of
decision-making process;

e Procedure to inform the research participants and/or end-users about: (1) their interaction with an Al
system/technology; (2) the abilities, limitations, risks and benefits of the Al system /technique; (3) the
manner in which decisions are taken and the logic behind them (if relevant);

e The risk assessment and the mitigation plan related to the Al and the measures set in place to
prevent/mitigate any potential negative personal/social/environmental impacts during the research,
deployment and post-deployment phase;

The timeline of the next period is described in Figure 27.

Data Management
Plan

Definition of the

Ethics measures Ethics Advisor

and procedures

Assessment List consultation

update

Figure 27: Timeline of Ethics assessment of Al assets
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6 Conclusion

D2.3 offers an in-depth exploration of the COGNIFOG initial architecture, highlighting its innovative
approach of combining cognitive capabilities with the dynamism of fog computing within an open, modular,
adaptable and secure framework. This approach not only assures flexibility and scalability but also guarantees
compatibility across diverse systems and future technological advancements.

The document presents COGNIFOG's vision and features, illustrating advancements in current state-of-the-art
technology. It describes the stack’s architecture, outlining its components and data workflow and providing a
detailed understanding of the stack.

Furthermore, the trials will provide tangible demonstrations of COGNIFOG's applicability in real-world
scenarios. They will validate the system's current capabilities and also offer insights for further refinement,
ensuring that the architecture remains responsive to evolving needs.

Looking ahead, there are several key steps to be done. User requirements will undergo further refinement to
resonate more deeply with the dynamic landscape of technology and user needs. The architecture, too, will see
iterations based on these evolving requirements and feedback from the trials. A clear data flow, grounded in
user experience, will be identified, ensuring that COGNIFOG fulfils the project’s objectives and KPIs.

The results of this ongoing work will be mainly included in D3.1 detailing the final system components and
their interactions and D2.5, the final version of the current deliverable (D2.3).

Grant Agreement: 101092968 35



D2.3: Cognitive-Fog architecture initial design *COGNlFOG

References

[y

O© oo NOo o1~

11
12
13

14

15

16
17
18
19
20
21
22

23

"The Cloud Native Computing Foundation (CNCF) Interactive Catalog.", 2023, https://landscape.cncf.io/
LF Edge. "LF Edge - Open Source Edge Computing Projects." Linux Foundation. URL:
https://www.lfedge.org/. Accessed October 2023.

Adame Vazquez, T., Barrachina-Mufioz, S., Bellalta, B., & Bel, A. (2018). HARE: Supporting efficient
uplink multi-hop communications in self-organizing LPWANS. Sensors, 18(1), 115.

Open Connectivity Foundation (OCF). URL.: https://openconnectivity.org/. Accessed on October 2023.
Message Queuing Telemetry Transport (MQTT). URL.: https://mqtt.org/ . Accessed on October 2023.
MATTER Protocol. URL: https://csa-iot.org/all-solutions/matter/. Accessed on October 2023.

Rancher Fleet. URL: https://fleet.rancher.io/. Accessed on October 2023.

Open Cluster Management. URL.: https://open-cluster-management.io/. Accessed on October 2023.

Red Hat Openshift. URL: https://www.redhat.com/en/technologies/cloud-computing/openshift. Accessed
on October 2023.

Tableau Business Intelligence tool. URL.: https://www.tableau.com/resource/business-intelligence
Microsoft, Power Bl, URL: https://powerbi.microsoft.com/en-us/business-intelligence-tools/

Qlik Bl tool. URL.: https://www.qlik.com/us/

R. Sherwood, et al., Carving research slices out of your production networks with OpenFlow, SIGCOMM
Comput. Commun. Rev. 40 (1) (2010) 129-130, http://dx.doi.org/10.1145/1672308.1672333.
FERNANDEZ-FERNANDEZ, Adriana, et al. Validating a 5G-enabled neutral host framework in city-
wide deployments. Sensors, 2021, vol. 21, no 23, p. 8103.

Full specifications of Raspberry Pi 4 Model B: https://www.raspberrypi.com/products/raspberry-pi-4-
model-b/specifications/

Yocto project. URL.: https://www.yoctoproject.org/, Accessed on October 2023

Integrations supported by Home Assistant: https://www.home-assistant.io/integrations/

MATTER protocol main website: https://csa-iot.org/all-solutions/matter/. Accessed on October 2023
Connectivity Standards Alliance (CSA) main website: https://csa-iot.org/. Accessed on October 2023
Espressif ESP32 main website: https://www.espressif.com/en/products/socs/esp32

Tasmota main website: https://tasmota.qgithub.io/docs/

Ethics guidelines for trustworthy Al, European Comission, URL :https://digital-
strategy.ec.europa.eu/en/library/ethics-guidelines-trustworthy-ai, Accessed on October 2023
INDEPENDENT HIGH-LEVEL EXPERT GROUP ON ARTIFICIAL INTELLIGENCE, European
Commission, URL: https://ec.europa.eu/newsroom/dae/document.cfm?doc id=68342. Accessed on
October 2023.

Grant Agreement: 101092968 36


https://landscape.cncf.io/
https://www.lfedge.org/
https://openconnectivity.org/
https://csa-iot.org/all-solutions/matter/
https://fleet.rancher.io/
https://open-cluster-management.io/
https://www.redhat.com/en/technologies/cloud-computing/openshift.%20Accessed%20on%20October%202023
https://www.redhat.com/en/technologies/cloud-computing/openshift.%20Accessed%20on%20October%202023
http://dx.doi.org/10.1145/1672308.1672333
https://www.raspberrypi.com/products/raspberry-pi-4-model-b/specifications/
https://www.raspberrypi.com/products/raspberry-pi-4-model-b/specifications/
https://www.yoctoproject.org/
https://csa-iot.org/all-solutions/matter/
https://csa-iot.org/
https://www.espressif.com/en/products/socs/esp32
https://tasmota.github.io/docs/
https://digital-strategy.ec.europa.eu/en/library/ethics-guidelines-trustworthy-ai
https://digital-strategy.ec.europa.eu/en/library/ethics-guidelines-trustworthy-ai
https://ec.europa.eu/newsroom/dae/document.cfm?doc_id=68342

D2.3: Cognitive-Fog architecture initial design

KXCOGNIFOG

Annex I: COGNIFOG CNCF Tools

Logo Tool Name Description
Open-source system for automating deployment, scaling, and
‘@' kubernetes | Kubernetes management of containerized applications
Aﬁ" . . . Versatile container management platform that simplifying secure
) portainer.io | Portainer adoption of containers
° . Platform and cloud-based service for software development and
O GltHUb GitHub version control using Git
. . GitLab is a web-based platform for version control and software
M GItLab Gitl.ab development, offering code hosting, CI/CD, and collaboration tools
Q‘._. KeyCloak Open-source software product to allow single sign-on with identity
and access management aimed at modern applications and services
OAK
@ . Open-source automation server that helps automate the parts of
S Jenk"‘]S Jenkins software development related to building, testing, and deploying,
\J facilitating continuous integration and continuous delivery
e Docker Set of platform as a service products that use OS-level virtualization
ddOCker to deliver software in packages called containers.
. Open-source registry that secures artifacts with policies and role-
i=; HARBOR | Harbor based access control, ensures images are scanned and free from
vulnerabilities, and signs images as trusted
<) Linux distribution built using the P k
&/ Gentoo Linux inux distribution built using the Portage package management
i system
gentoo linux"
@k . Kata Open-source container runtime, building lightweight virtual
atacontainers . . . :
containers machines that seamlessly plug into the container ecosystem
L openstack Openstack Open-source cloud computing infrastructure software
)’OCtO” Yocto Open-source collaboration project that helps developers create
PROJECT custom Linux-based systems regardless of the hardware architecture
e
Open-source system for extending native containerized application
KubeEdge KubeEdge orchestration capabilities to hosts at Edge
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Open Cluster | community-driven project focused on multicluster and multicloud
Management scenarios for Kubernetes apps

o
< RPC Cross-platform open-source high performance remote procedure call
g (RPC) framework
B Open source, highly available Prometheus setup with long term
' T h dnos Thanos storage capabilities

9 Promethe Prometheus Free software application used for event monitoring and alerting

R The MATTER protocol is an open-source universal IPv6-based
AR Mdad tter Matter communication standard designed to enable seamless connectivity
and interoperability among smart devices in a local 10T ecosystem.

MQTT (Message Queuing Telemetry Transport) is a lightweight
- messaging protocol designed for efficient communication between
a MQTT MQTT devices in loT environments. It follows a publish-subscribe model,
allowing devices to send and receive messages through a central

broker.

. Open-source message broker that implements the MQT Tprotocol. It
(((tp’ﬁ) mosauitto | Mosquitto serves as a lightweight and efficient messaging system for the
exchange of data between devices and applications.

m NATS Open-source messaging system allowing easy communication
between applications by sending and receiving messages

@ . Lightweight communication protocol for unmanned systems,

MMMA!{L“",\,,'!S MAVlink enabling data exchange between vehicles and ground control stations

6 Grofana Grafana Open-source analytics and visualization platform used to create,

monitor, and analyse metrics from various data sources.

Container management platform that simplifies the deployment and
/ B Rancher operation of Kubernetes clusters for efficient containerized
h\\ v |

application management

Desktop virtualization software that enables users to run multiple
operating systems on a single computer for development, testing, and
isolation purposes

VMware
workstation

. Open-source virtualization technology that enables running multiple
. Linux KVM ; - -
KV virtual machines on a Linux host system

&'y Triv Open-source vulnerability scanner for containers and software
y packages, helping to identify security issues in applications
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—_ Framework for building and running Windows applications, web
= Microsoft Microsoft .net | services, and other software, supporting various programming
languages

Communication ~ protocol  enabling  real-time,  two-way
'\h Websocket | \\ebSocket communication between a client (e.g., web browser) and a server,
enhancing interactive web applications

Pre-integrated “ready-to-use” software factory offering a full CI/CD
red peSk redpesk platform dedicated to embedded industrial systems as well as

proposing a set of basic “ready-t0-use” platform components

Home Open-source automation platform that allows users to control and

ﬁ T A Assistant automate smart devices and services
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