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Executive summary 

This document presents the initial release of the deliverable "Data Management Tools and Secured Cloud-to-

Edge Continuum Orchestration", as part of the COGNIFOG project. The primary objective of this deliverable 

is to outline the foundational components and principles shaping a resilient, secure, and privacy-focused 

computing continuum. 

The document addresses the imperative need for an intelligent orchestration system spanning from cloud to 

edge domains, emphasizing data management and security in the context of self-aware cognitive computing 

environments. The purpose is to provide a comprehensive overview of the initial version of data management 

tools and a secured continuum orchestrator being developed as part of Work Package 3. 

The structure is divided into two major sections: "Data Management and AI" and "Secured Continuum 

Management". The former delves into the intricacies of application, infrastructure, deployment models, data 

harvesting, querying, and AI-supported application allocation. The latter section focuses on continuum 

orchestration, monitoring, network management interfaces, as well as security and privacy management. 

As the inaugural version, this document sets the stage for iterative refinements and advancements. It propels 

COGNIFOG towards the ultimate goal of achieving intelligent, secure, and privacy-centric orchestration 

across the cloud-to-edge continuum. The findings presented here provide a roadmap for ongoing development, 

ensuring that subsequent iterations build upon the current achievements. 

In summary, this document serves as a snapshot of the current state of the COGNIFOG project, but also 

outlines the trajectory for future enhancements. The technologies introduced herein lay the groundwork for a 

sophisticated and adaptive computing continuum, embodying the principles of intelligence, security, and 

privacy. 



D3.3: Data management tools and Secured cloud to edge continuum orchestration 

initial version  
 

 Grant Agreement: 101092968 -8- 

 

Table of Contents 

Document information ....................................................................................................................................... 2 

Document history .............................................................................................................................................. 3 

Consortium ........................................................................................................................................................ 4 

List of abbreviations .......................................................................................................................................... 5 

Executive summary ........................................................................................................................................... 7 

Table of Contents .............................................................................................................................................. 8 

List of Figures.................................................................................................................................................... 9 

List of Tables ................................................................................................................................................... 10 

1 Introduction .................................................................................................................................................. 11 

1.1 Mapping Projects’ Outputs .............................................................................................................. 11 

2 Data management and AI ............................................................................................................................. 13 

2.1 Application Model ................................................................................................................................. 13 

2.2 Deployment Model ................................................................................................................................ 13 

2.3 Infrastructure Model .............................................................................................................................. 13 

2.4 Data harvesting, querying and analysis ................................................................................................. 14 

2.4.1 Kentyou Data Hub .......................................................................................................................... 14 

2.4.2 Kentyou Eye ................................................................................................................................... 15 

2.5 AI Support for Application Allocation .................................................................................................. 16 

2.5.1 Definition of the interfaces ............................................................................................................. 16 

2.5.2 Workflow and Interaction ............................................................................................................... 17 

3 Secured Continuum Management ................................................................................................................ 18 

3.1 Continuum Management ....................................................................................................................... 18 

3.1.1 Continuum Orchestrator ................................................................................................................. 18 

3.1.2 Monitoring ...................................................................................................................................... 19 

3.1.3 Network Management Interfaces .................................................................................................... 20 

3.2 Security and Privacy Management ........................................................................................................ 21 

3.2.1 Security Approach .......................................................................................................................... 22 

3.2.2 Access Control ................................................................................................................................ 23 

3.2.3 Trusted Execution Environments ................................................................................................... 25 

3.2.4 Cryptographic services ................................................................................................................... 27 

3.2.5 Security and Trustfulness of the orchestration ............................................................................... 28 

4 Associated source code ................................................................................................................................. 30 

5 Conclusions .................................................................................................................................................. 31 

References ....................................................................................................................................................... 32 

 



D3.3: Data management tools and Secured cloud to edge continuum orchestration 

initial version  
 

 Grant Agreement: 101092968 -9- 

 

List of Figures 

Figure 1. Overview of smart allocator reference architecture. ........................................................................ 16 
Figure 2. Access control model architecture. .................................................................................................. 24 
Figure 3. ARCA Trusted OS overview. .......................................................................................................... 26 
Figure 4. Overview of the secure boot chain of ARCA Trusted OS. .............................................................. 26 
Figure 5. Overview of the memory layout of the ARCA Embedded. ............................................................. 27 
Figure 6. Overview of the cryptographic algorithms supported by the Cysec cryptographic API. ................. 28 
  



D3.3: Data management tools and Secured cloud to edge continuum orchestration 

initial version  
 

 Grant Agreement: 101092968 -10- 

 

List of Tables 

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions. ............................................. 11 
Table 2: Kentyou Data Hub GET endpoints.................................................................................................... 14 
Table 3: Kentyou Data Hub POST endpoints.................................................................................................. 15 
Table 4: Orchestrator Scheduler API endpoints. ............................................................................................. 18 
Table 5: Orchestrator Agent API endpoints. ................................................................................................... 19 
Table 6: Slice Manager API endpoints. ........................................................................................................... 20 
Table 7: Security requirements provided by the trials. .................................................................................... 22 
Table 8: Access control services and functionalities. ...................................................................................... 24 
Table 9. Link to the associated code of COGNIFOG components. ................................................................ 30 
  



D3.3: Data management tools and Secured cloud to edge continuum orchestration 

initial version  
 

 Grant Agreement: 101092968 -11- 

 

1 Introduction 

The present document outlines the first version of the developed technologies and its integration from Task 

3.3, Task 3.4, and Task 3.5 from Work Package 3 of the COGNIFOG project, an AI-empowered edge to cloud 

continuum for self-aware cognitive computing environments. The main objective of these tasks is to develop 

an orchestrator for the continuum, following narrow security and privacy strategy principles, empowered by 

artificial intelligence data management tools. To accomplish these tasks, dedicated technology provider groups 

were formed with the objective of defining the tools to be used, developed, and integrated as part of the 

COGNIFOG Kernel components and the continuum orchestrator itself. 

The outcomes of these activities are presented in this document in the form of technology descriptions, 

features, interfaces, and source code. This defines an initial version of the components that will enable 

COGNIFOG to orchestrate heterogeneous resources, over a decentralized computing continuum with cognitive 

analytical capabilities improving security and privacy. 

1.1 Mapping Projects’ Outputs 

The deliverable D3.3 “Data management tools and Secured cloud to edge continuum orchestration initial 

version” outlines the activities that have been undertaken as part of Work Package 3 in the COGNIFOG 

project. Table 1 presents the tasks related to this deliverable.  

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions. 

COGNIFOG Task 

Respective 

document 

chapter(s) 

Justification 

T3.3: AI-empowered data management modules 

Task 3.3 will focus on the design and delivery of 

specific methods, functions and features which are 

relevant to the data management layer that shall be 

provided by COGNIFOG to the different applications. 

In this context, ATOS will design an extendable 

Cognitive-Fog meta model to accommodate the needs 

of the system and promote interoperability, building 

the necessary data conventions. This will be used for 

different applications to utilize COGNIFOG and allow 

the flawless and trusted exchange of data. Moreover, 

KENT will build a flexible data harvesting, 

querying and analysis infrastructure to allow the 

execution of data relevant operations (including 

collection, analysis and AI, using both custom as well 

as pre-trained models) on the different locations of the 

cloud continuum (from far-edge to edge and to the 

cloud), based on intelligent operations that will decide 

the optimal execution points of each operation. 

Furthermore, data access policy and encryption 

methods will be embedded in the overall design, so 

that operators can freely choose the degree of security 

and data privacy they need in their applications. 

Various architecture designs combining blockchain 

with AI will be evaluated by SIEMENS to provide a 

higher level of trust and decentralization. 

Section 2 

Respective sections outline the 

interaction between components 

of the same task, different tasks 

and different work packages of 

the project, and a link to its 

source code. 

T3.4: Security and safety tools 

This task aims at analysing the security and safety 

requirements collected in WP2 and identifying the 

corresponding tools and modules that need to be 

Section 3.2 

Respective sections outline the 

interaction between components 

of the same task, different tasks 

and different work packages of 
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implemented in COGNIFOG. I2CAT will conduct 

continuous security and safety assessment will be 

conducted hand in hand with the system design activity 

in order to limit the possible cyber-threats and safety-

incidents resulting of a design flaw. The building 

blocks provided by the partners will be also evaluated 

and patched before being integrated within the 

different layers. I2CAT will consider the network and 

interconnections security from a cyber-security point 

of view and security mechanisms such as access 

control, encryption and identity verification will be 

implemented wherever required. The security 

assessment expertise will be mainly provided by 

CYSEC which will also provide building blocks such 

as ARCA Confidential Container, a Trusted Execution 

Environments (TEE) for sensitive code and CYSEC 

cryptographic service which will perform all 

the cryptographic operations (key generation, 

encryption, authentication...) on behalf of the different 

services available within COGNIFOG. Finally, CEA 

will bring a secure and performant operating system 

for the edge level, based on XanthOS developed in 

RUST language. 

the project, and a link to its 

source code. 

T3.5: Self-adaptive edge to cloud continuum 

orchestration 

This task will build an orchestration mechanism for 

decentralized distributed computing nodes over the 

edge to cloud continuum. It will orchestrate different 

kind of workloads for containerized applications and 

services. It will also assess smart and autonomous 

strategies for workload 

offloading/migration/placement and scaling 

monitoringworkload or infrastructures behavior from-

to IoT devices to edge/cloud tiers (runtime self-

adaptations) considering different metrics like cost, 

energy efficiency, availability, performance, resource 

limits, etc. The task will start with ATOS’ Continuum 

Orchestrator asset for managing composed services 

(workloads) across the lifecycle of all the tiers of the 

continuum. CYSEC will ensure the security and 

trustfulness of the orchestration, while I2CAT will take 

in charge the orchestration from the self-adaptive 

connectivity perspective by providing Network Slice 

Manager. In addition, SIEMENS will bring its secure 

and safe DevOps for intelligent systems and contribute 

with Distributed Pipelines for Cloud to Edge 

Continuum. 

Section 3.1 

Respective sections outline the 

interaction between components 

of the same task, different tasks 

and different work packages of 

the project, and a link to its 

source code. 
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2 Data management and AI 

This section covers the data structures and AI tools that are implemented in the first version of the project’s 

framework. Data structures are divided into three data models that are used to manage, represent and exchange 

information between components of the framework. On the other hand, AI data is managed in two different 

ways with the intelligent application allocation and use case data analysis components.  

2.1 Application Model 

Data structures representing application components and its requirements for the correct operation of its 

workload on the COGNIFOG platform may be defined as a combination of the application metadata together 

with the software components description and its hardware requirements. 

The application metadata includes an identifier following the Universally Unique Identifier standard (UUID) 

[1] which will help the COGNIFOG Kernel uniquely identify the application across its components during 

runtime. It also includes a Type where the API function call is represented (it may be a create, get, or delete 

function). Metadata also includes a State which represents the application state on the platform (created, 

progressing, available, or degraded). 

The software components description that are part of the represented application are included in a Manifest 

file. Specifically, a Kubernetes Manifest [2] is provided in YAML format which describes the resources that 

should be deployed in a COGNIFOG Kubernetes cluster including the resource metadata, container image 

location, name and version, container ports and any other specification following the Kubernetes Manifest 

structure. 

A Locker field is also provided to be used by the Orchestrator Scheduler in order to manage the applications 

deployment queue. UpdatedAt provides the last modification date of the application description. The Online 

GitHub repository of the Application Model can be found at [3]. 

2.2 Deployment Model 

Following the onboarding of the Application Model into the COGNIFOG platform, the next step in the 

deployment process involves a cognitive analysis by the Application Allocation component, considering the 

application’s requirements such as computational needs, data storage and communication patterns. The 

outcome of this analysis is a crafted placement decision, which serves as a blueprint for the subsequent 

deployment phase, providing a clear roadmap for optimal resource utilization and performance efficiency. 

The resultant placement decision functions as a dynamic reference point for the entire deployment lifecycle. It 

encapsulates vital information that includes a reference to the application to be deployed and a curated set of 

platform nodes selected to execute the requested workload. 

As the deployment unfolds, this model guides the coordinated interaction between the application and the 

designated nodes, dictating how computational tasks are distributed, data is processed, and communication is 

facilitated. The ongoing monitoring and feedback loop integrated into the deployment process leverage this 

decision as a benchmark for assessing the health and performance of the deployed system. Any deviations or 

anomalies trigger adaptive measures that will be updated in the deployment’s model, maintaining the system’s 

integrity and ensuring continuous optimization.  

Following the Application Model philosophy, the application deployment will have the application metadata 

including the UUID, Type of deployment and State of the application. Attached to these metadata will be the 

set of Targets that present the nodes where the application will be deployed, here the Cluster_Name, 

Node_Name and node ID will be defined for the Orchestrator Scheduler to identify the target of the application 

that will be deployed. Locker and UpdatedAt fields will also be present as in the Application Model. The 

Online GitHub repository of the Deployment Model can be found at [4]. 

2.3 Infrastructure Model 

Within the context of the deployment and allocation process, a comprehensive understanding of the existing 

infrastructure forms a crucial aspect of efficient management. This understanding is encapsulated in a snapshot, 
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which is effectively represented in the Infrastructure Model. This model serves as a dynamic repository, 

continually evolving to reflect the real-time status and configuration of the underlying infrastructure. It is an 

intricately designed data structure defined within the Smart Allocator protocol buffer file, which includes 

specifications of each platform node, their computational capacities, memory resources, and network 

capabilities. 

The Smart Allocator leverages rich information embedded in the Infrastructure Model to make informed 

decisions, aligning the unique requirements of each application with the capabilities of the available platform 

nodes. 

A more detailed description of this data model may be found on the Definition of the interfaces of the AI 

support for application allocation section in this document. 

2.4 Data harvesting, querying and analysis 

Kentyou Assets are part of the COGNIFOG Kernel. The main objective of these assets is to enable the 

collection of data, analysis and AI on the different locations of the cloud continuum (from far-edge to edge 

and to the cloud). The pilot sites will be able to select the Kentyou assets (for instance the most appropriate 

connectors and services) in order to sense on IoT devices, analyse their data and come up with actionable 

insights. 

In this section we describe the main functionalities of the two assets brought by Kentyou; Kentyou Data Hub 

and Kentyou Eye. 

2.4.1 Kentyou Data Hub 

The Kentyou Data Hub enables users to easily make use of their digital data for monitoring, analysis and to 

react dynamically to changes in their environment. 

All users of the Kentyou Data Hub platform have: 

 Simple access to real-time data from a wide variety of devices and data sources. 

 Lightweight runtime suitable for running at the edge or in the cloud. 

 Historical data access for selected devices. 

 Type-safe digital twin with automatic creation of data models for new/unknown devices. 

 Push Notification of data changes or data out of range. 

 Filtering of data by value or geospatial constraints. 

 Actuation for devices with output capabilities. 

The Kentyou Data Hub is built on the Eclipse sensiNact™ Gateway [6]. 

2.4.1.1 Kentyou Data Hub APIs 

Kentyou Data Hub provides the northbound API of Eclipse sensiNact gateway. This API refers to the parts of 

the gateway which interface with users and/or machines to provide access to the digital twin. This is typically 

using a specific protocol over a more generic transport (e.g., REST/HTTP).  

The table below summarizes the available GET resources of Kentyou Data Hub REST API:  

Table 2: Kentyou Data Hub GET endpoints. 

HTTP Request Description 

/sensinact 
The root of the REST interface returns rich details of all available providers 

in the system 

/sensinact/providers/ Returns an array containing the names of all providers in the system 
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/sensinact/providers/{id} Returns rich details of the provider with identifier id 

/sensinact/providers/{id}/ser

vices 

Returns an array containing the names of all services for the provider with 

identifier id 

/sensinact/providers/{provide

r}/services/{id} 
Returns rich details of the service with identifier id in provider provider 

/sensinact/providers/{provide

r}/services/{id}/resources  

Returns an array containing the names of all resources for the service with 

identifier id in provider provider 

/sensinact/providers/{provide

r}/services/{service}/resourc

es/{id} 

Returns rich details of the resource with identifier id in service service with 

provider provider 

/sensinact/providers/{provide

r}/services/{id}/resources/{i

d}/GET 

Gets the value of a resource 

/sensinact/providers/{provide

r}/services/{id}/resources/{i

d}/SUBSCRIBE 

Gets a Server Sent Event Stream which is notified for each change to the 

value of a resource 

 

 

The table below summarizes the available POST resources of Kentyou Data Hub REST API: 

Table 3: Kentyou Data Hub POST endpoints. 

HTTP Request Description 

/sensinact/providers/{provide

r}/services/{id}/resources/{i

d}/SET  

Sets the value of a resource 

/sensinact/providers/{provide

r}/services/{id}/resources/{i

d}/ACT 

Acts on an action resource 

 

The URLs below provide access to the documentation and GIT repository of Eclipse sensiNact. Access to the 

Kentyou Eye will become available in the next months of the project. The Online sensiNact Documentation 

can be found at [5] and the Online GitHub repository of the sensiNact platform can be found at [6]. 

2.4.2 Kentyou Eye 

The Kentyou Eye is a human-centric portal for discovering, harvesting, accessing, aggregating, querying, 

analysing, and viewing data. A Kentyou Eye server has: 

 Connection to multiple Eclipse sensiNact gateway instances. 

 Simple browser-based UI. 

 Key metric widgets to spot data trends across large areas and numbers of devices. 

 Live maps to view and interact with Geospatial data. 

 “Rewind” time to view your environment as it was in the past, and then “play back” history in real-time. 

 Integration with Kentyou AI services to provide data predictions and decision support. 

 Flexible authentication through external identity providers such as Open ID Connect. 

The Kentyou Eye is available to use either as an “on premise” solution or a “hosted” solution. On premise 

users provide their own hardware, while hosted users have access to a Kentyou Eye instance run. 
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2.5 AI Support for Application Allocation 

To build smart allocator we rely on 2 to-be open-sourced components: QoS scheduler and QoS solver. 

 

Figure 1. Overview of smart allocator reference architecture. 

The QoS scheduler is an extension of the Kubernetes scheduler that implements an extended model for 

describing enhanced application requirements and infrastructure capabilities. 

The QoS scheduler considers the extended application QoS requirements when placing application 

components (further called workloads) to compute nodes in the K8s cluster. The main enhancements beyond 

the existing K8s scheduler are: 

 schedule multiple workloads (K8s Pods) at once, considering dependencies between these workloads 

 network aware scheduling: make K8s aware of the network topology, connectivity, and resource 

availability between worker nodes, and consider this in the scheduling decision (according to the 

communication requirements of the application) 

To introduce further enhancements the QoS scheduler must be extended to be able to operate with additional 

application requirements and additional infrastructure capabilities. 

QoS solver component is a `simple` solver for the QoS scheduler. The solver finds an assignment for a set of 

applications that respects all quality-of-service constraints. If the solver finds an assignment, it is guaranteed 

to respect all requirements, but it may not be the “best” assignment of the pods. The solver has no cost function 

for the solution it finds. The solver stops once the first viable solution is found. If the solver cannot find a 

solution, it takes considerable amount of time to inform scheduler that there is no possible solution.  

The existing QoS solver is not relying on any AI algorithms, and used to demo how placement can be done by 

using smart allocator component. QoS solver and in particular its API can be used later by replacing simple 

solver algorithm with best suited AI algorithm for finding optimal placement strategy (as specified in the 

Figure 1, for example, deep reinforcement learning algorithm can be used). By now we mainly focus on 

analysis of existing API and QoS components available, so that in the future we can rely on the same or 

extended specification while training and validating AI algorithms for smart allocator. 

2.5.1 Definition of the interfaces 

2.5.1.1 Overview 

The QoS solver API is designed to address complex challenges in workload and channel placement within 

distributed systems. It enables efficient allocation of compute resources, network links, and paths for optimal 

performance while considering resource constraints and QoS requirements. 
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2.5.1.2 Proto3 Definition 

The API leverages Protocol Buffers (Proto3) and comprises several key message types: 

ComputeResources 

Describes computing resources, including milli-CPU and memory in bytes. 

Extensible to accommodate other resource types like GPU, real-time CPU, or storage. 

InfrastructureModel 

Represents the infrastructure topology, including nodes, links, and paths. 

Nodes can be compute or network nodes, with associated resources, available resources, and labels. 

Links define unidirectional network links with latency, bandwidth, and network type information. 

Paths define end-to-end paths in the network topology, with attributes derived from the constituent links. 

ApplicationModel 

Models of applications, workloads, and channels. 

Workloads specify requested resources and placement constraints using forbidden and required labels. 

Applications group multiple workloads, and channels define communication requirements. 

Network_label in channels specifies the infrastructure type for the requested channel. 

QoSModel 

Combines InfrastructureModel and ApplicationModel to create a comprehensive QoS placement model. 

Includes a time limit, gap limit, and verbosity for solver configuration. 

QoSAssignment 

Represents the result of the QoS solver. 

Contains workload assignments to compute nodes and path assignments for channels. 

Reply 

Represents the response from the QoS Solver. 

Includes a QoSAssignment, error messages, gap to the theoretical optimum, and a feasibility indicator. 

2.5.2 Workflow and Interaction 

The systematic flow from client input to solver-generated responses within the QoS framework is divided into 

three steps: 

Input Configuration: Clients provide QoSModel instances with infrastructure and application details. 

Solver Execution: The QoS solver processes the input, optimizing workload and channel assignments. 

Output Response: The solver returns a Reply containing the assignment results or error messages. 

The QoS solver API is a powerful tool for optimizing the placement of workloads and channels in distributed 

systems. Eventually, it should be used by smart allocator to facilitate efficient resource allocation while 

considering diverse constraints, ensuring optimal performance and adherence to QoS requirements. Online 

GitHub repository of the QoS Scheduler can be found at [7] and Online GitHub repository of the QoS Solver 

can be found at [8]. 
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3 Secured Continuum Management 

3.1 Continuum Management 

3.1.1 Continuum Orchestrator 

Workload orchestration across the continuum of the COGNIFOG platform is divided into two main 

components. These two components will work closely together with the objective of managing the deployment 

of application across the multiple clusters that are part of the platform.  

3.1.1.1 Orchestrator Scheduler 

Applications that have been designed, analysed, and uploaded to the COGNIFOG Dashboard will be forwarded 

to the Orchestrator Scheduler where they will be deployed in the platform. Information regarding the 

application will be represented by the Application Model, here the application manifest files will be found next 

to its metadata, requirements, etc. This model will be received in a JSON format by the HTTP API served by 

the Orchestrator Scheduler in the /jobmanager/jobs/create endpoint with a POST method. 

When a decision has been made regarding the target nodes that will be executing the requested workloads, the 

application deployment is saved to the Orchestrator Scheduler database following the Application Deployment 

Model. The information about the specific workload including its requirements, target nodes and deployment 

status is stored so it can be later retrieved via the GET method on the /jobmanager/jobs API endpoint. Online 

GitHub repository of the Orchestrator Scheduler can be found at [9]. 

 

The API interfaces served by the Orchestrator Scheduler are the following: 

Table 4: Orchestrator Scheduler API endpoints.  

HTTP Request Description 

GET /jobmanager API Welcome Home  

GET /jobmanager/healthz Orchestrator Scheduler health check 

POST /jobmanager/jobs/create Create new application deployment 

GET /jobmanager/jobs Request list of current application deployments 

GET /jobmanager/jobs/executable Request list of application deployments to be deployed 

GET /jobmanager/jobs/{id} Get application deployment info by its ID 

PUT /jobmanager/jobs/{id} Update application deployment by its ID 

DELETE /jobmanager/jobs/{id} Delete specific application deployment by its ID 

3.1.1.2 Orchestrator Agent 

Part of the multi-cluster management tasks of the Orchestrator Agent are based on the Open Cluster 

Management stack [10], where a Hub Cluster manages the clusters that are onboarded on the COGNIFG 

platform, known as the Managed Clusters. This architecture enables the deployment and management of 

Kubernetes resources across the onboarded clusters by applying the ManifestWork [11] model to the Hub 

Cluster, where the manifest files including these resources are forwarded to the underlying clusters. 
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Every managed cluster has a running instance of the Open Cluster Management klusterlet, a set of agent 

controllers that manage the cluster registration on the hub and the resources deployments assigned to it. New 

resources requests are pulled from the hub and applied to the cluster following the specified ManifestWork 

definitions. 

The Orchestrator Agent is also comprised of a service that pulls the pending application deployments from the 

Orchestrator Scheduler via the GET method on the /jobmanager/jobs/executable API endpoint. These 

application deployments are then applied to the hub cluster as a ManifestWork with the specific Kubernetes 

manifest files, application requirements and target cluster. Online GitHub repository of the Orchestrator Agent 

can be found at [12]. 

 Table 5: Orchestrator Agent API endpoints.  

HTTP Request Description 

GET /deploy-manager API Welcome Home  

GET /deploy-manager/healthz Orchestrator Agent health check 

GET /deploy-manager/execute Request a pull of available application deployments 

 

3.1.2 Monitoring 

Observed telemetry data collected by the Monitoring Agents deployed across the multi-cluster continuum will 

include node’s available resources, current performance, and energy consumption. This information will be 

aggregated and stored by the Monitoring Manager. Relevant metadata information such as the node and cluster 

identification will be compiled together with these metrics for them to be modelled and served to the Smart 

Allocator. 

3.1.2.1 Monitoring Manager 

The main tool used as a time-series data server for the infrastructure telemetry data is Thanos [13], a highly 

available Prometheus compatible long term data store. The Thanos Receiver endpoint, an implementation of 

the Prometheus Remote Write API, will be exposed for the Monitoring Agents to push their metrics in the 

Prometheus data format. 

The Thanos Object Storage module will be configured to retain long term data in form of metrics and its 

metadata. This module is compatible with most of today’s cloud data storage solutions: Google Cloud Storage, 

Amazon AWS S3 or Azure Storage. 

In the matter of serving infrastructure data to the Smart Allocator, the Aggregator will be implemented as a 

microservice which queries the Thanos server on its Querier module, which implements the Prometheus HTTP 

v1 API and serves stored metrics in the Prometheus data model [14]. Instantaneous infrastructure metrics will 

be requested to Thanos, remodelled, and served by the Aggregator following the COGNIFOG Infrastructure 

Data Model and the Protocol Buffers [15] data format for communicating with the Smart Allocator. Online 

GitHub repository of the Monitoring Aggregator can be found at [16] and the Online GitHub repository of the 

Monitoring Manager can be found at [17]. 

3.1.2.2 Monitoring Agent 

Each working cluster that forms part of the COGNIFOG platform will have a running Monitoring Agent 

instance with the aim of collecting telemetry data related to the available resources and performance of the 

nodes that are part of the cluster. Metrics and its metadata will be temporarily stored on a Prometheus server 

running on the cluster, from this point metrics will be pushed to the Monitoring Manager receiver endpoint. 

The agent is divided into the following components: 
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 Prometheus Operator [18]: Provides a Kubernetes operator that manages and deploys Prometheus 

components across the managed cluster. 

 Prometheus Server [19]: Temporarily stores scraped data from the Prometheus exporters running on the 

cluster and forwards them to the Monitoring Manager using the Remote Write API [20]. 

 Kube State Metrics [21]: Prometheus exporter for the Kubernetes cluster metrics. 

 Blackbox Exporter [22]: Prometheus exporter that allows blackbox probing of HTTP, HTTPS, DNS, 

TCP, ICMP and gRPC endpoints exposed on the cluster. 

 Node Exporter [23]: Prometheus exporter for metrics related to node hardware and OS status. Runs on 

every node of the managed cluster. 

(Online GitHub repository of the Monitoring Agent can be found at [24]) 

 

3.1.3 Network Management Interfaces 

The seamless interconnection of Slice Manager faculties represents a pivotal element in orchestrating and 

managing network slices effectively across the COGNIFOG stack. The integration is achieved through the 

utilization of RESTful API interfaces, fostering communication channels between the orchestrator, slice 

manager, and the virtualization entities, notably Kubernetes. This intricate network of API interactions forms 

the backbone of slicing network functionalities, enabling the orchestration platform to communicate efficiently 

with the slice manager. Furthermore, the interplay between the slice manager and virtualization entities, 

particularly within the Kubernetes ecosystem, establishes a robust framework for managing and coordinating 

network resources, facilitating the dynamic creation and management of network slices. 

At the core of orchestrating network slices lies the multifaceted role of the slice manager, which orchestrates 

four pivotal operational flows. Firstly, the management of infrastructure resources stands as a foundational 

pillar, ensuring optimal utilization and allocation of network resources. Secondly, the oversight of 

infrastructure partitions, or “chunks”, streamlines the segmentation and allocation of resources, fostering 

efficient resource management. Complementing these functions, the management of network slices and radio 

services underscores the slice manager's ability to dynamically configure and regulate specialized network 

segments, catering to diverse service requirements. Additionally, the slice manager's role extends to the 

management of vertical services, intertwining various industries' specific demands into the network fabric. 

These operational flows, orchestrated through RESTful API interfaces, fortify the slice manager's pivotal 

position in orchestrating and managing network slices, while fostering an agile and adaptive networking 

environment. 

These big four operational flows can be seen in the following table, where some of the most important API 

actions are described:  

Table 6: Slice Manager API endpoints. 

HTTP Request Description 

GET /ran_infrastructure 
Provides the access point to the active Radio Access Network 

infrastructure. 

GET /compute Provides the access point to the current compute capacity available. 

GET /compute_chunk 

Provides the handling of the current chunk capacity based on the 

previously defined compute capacity available. 

 

GET /physical_network 

Provides the access point to the active physical network 

infrastructure. 
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GET /network_chunk 

Provides the access point to the chunk networking interconnection 

capacities. 

 

GET /ran_infrastructure/ 

{ran_infrastructure_id} 

/radio_chunk 

Provides the access point to the radio chunks selected under a 

specific RAN infrastructure ID. 

3.2 Security and Privacy Management 

The COGNIFOG stack, while presenting a cutting-edge solution for cognitive orchestration across a 

distributed computing environment, inherently faces several security challenges. These challenges and threats 

can be mapped to the main features of the stack as following: 

a. Modular and adaptable framework: 

  Integration Complexity: Merging multiple loosely-coupled tools across the edge-cloud 

continuum could introduce vulnerabilities or compatibility issues. Different tools and services may 

have different security protocols, authentication mechanisms, and configurations. When 

integrated, discrepancies might inadvertently open backdoors or security lapses. 

 API Vulnerabilities: The generic APIs, meant for interoperability, can become potential attack 

vectors if not sufficiently secured. For instance, an exposed API without rate limiting can be 

inundated with traffic (Distributed Denial of Service (DDoS) attack) crippling the system. 

 Data Transmission and Storage: Transmitting data across different nodes and storing them 

across this continuum requires stringent encryption and secure storage policies. 

 Endpoint Management: Securely updating multiple devices, especially in an IoT setting, is a 

complex challenge that can introduce vulnerabilities. 

 External Dependencies: Relying on third-party solutions increases the "trust surface". If their 

solutions are compromised, it can cascade to COGNIFOG stack. 

  

b. Multi interoperability: 

 Multi-Level Interoperability: Balancing between making systems interoperable and maintaining 

security can be tricky. Some interoperability solutions might bypass security checks for the sake 

of ease. An IoT device using a legacy communication protocol might be allowed to transmit data 

without modern encryption for compatibility reasons, leading to data leaks. 

 Data Privacy Across Continuum: Different countries or regions have varying data privacy 

regulations. Data transmission across boundaries can lead to non-compliance. An IoT device in 

Europe transmitting user data to a cloud server in the U.S. might violate GDPR if not handled 

correctly. 

  

c. Multi-cluster orchestration: 

 Dynamic Orchestration: Continuously shifting configurations and services can introduce 

inconsistencies in security postures. A workload moved to a new cluster might not inherit the same 

firewall rules as its original location. 

 Scalability vs. Security Trade-off: Rapidly scaling up services for demand might bypass certain 

security checks for the sake of availability. To handle a spike in demand, new instances of a service 

could be spawned without undergoing complete security vetting. 

  

d. Real-time scalable AI-based monitoring and analytical capabilities 

 AI and Machine Learning Vulnerabilities: Models, especially those exposed for predictions, 

can be corrupted or fed misleading data, causing it to make incorrect predictions or analyses. 

 Real-time Monitoring: The need for immediacy can sometimes lead to false positives or 

overlooked threats. For instance, rapidly changing data patterns might be mistaken for an attack 

when it's a legitimate spike in user activity. 
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 Decentralized Observability: Gathering data from various sources can lead to a fragmented 

security view. For example, an edge device might report a minor anomaly that, in isolation, seems 

benign but is part of a larger coordinated attack across multiple devices. 

3.2.1 Security Approach 

To face these security challenges, COGNIFOG builds its security strategy upon two foundational axioms: 

"Security by Design" and "End-to-End Security". Both principles emphasise that security is integral to the 

architecture, not just an afterthought. 

a. Security by Design 

COGNIFOG enforces a "Security by Design" approach; this is not about applying patches to existing 

vulnerabilities; it is a proactive stance, ensuring that security is an inherent element of the system from its 

initial design phase. 

To implement this principle, we have engaged directly with the architecture's development, ensuring that the 

security requirements provided by the trials (Table 7) are well understood and taken into account within the 

system design. These requirements are being refined as part of D2.2 (WP2). 

Table 7: Security requirements provided by the trials. 

Req ID Requirement Description Criticality  

REQ-SEC-01 Data Encryption: All data in transit, including video data, shall be end-to-

end encrypted using secure protocols (e.g., RTSPS and HTTPS). 

HIGH 

REQ-SEC-02 Data Integrity: Preventing sensor data manipulation and disruptions shall 

be ensured. 

HIGH 

REQ-SEC-03 Access Control: Role-based access control shall be implemented to restrict 

user privileges. 

HIGH 

REQ-SEC-04 User Authentication: Secure user authentication shall be enforced for 

access to services. 

HIGH 

REQ-SEC-05 Password Policy: Strong password enforcement shall be utilized for user 

accounts. 

HIGH 

REQ-SEC-06 API Service Security: API services on both cloud and edge servers shall 

operate exclusively over secure HTTPS channels. 

HIGH 

REQ-SEC-07 IoT Device Connectivity: Secure WebSocket connections shall be 

established for IoT devices to edge servers (utilizing HTTPS). 

HIGH 

REQ-SEC-08 API Authentication: All API services shall authenticate using OAuth2 

bearer authentication. 

HIGH 

REQ-SEC-09 Database Backup: Databases shall be backed up regularly (at least every 

24 hours). 

HIGH 

REQ-SEC-10 Network Security: Protection shall be provided to the network from 

unauthorized access. 

HIGH 

REQ-SEC-11 DDoS Mitigation: Measures shall be deployed to mitigate DDoS attacks 

on public-facing servers. 

MEDIUM 

REQ-SEC-12 Container Image Security: Container images must be signed before 

execution on cluster nodes. 

MEDIUM 

 

REQ-SEC-13 

 

Access Auditing and Logs: Access auditing and security logs shall be 

supported. 

MEDIUM 

REQ-SEC-14 Anomaly Detection: Detection and response to anomalies and suspicious 

behaviours shall be facilitated through continuous monitoring. 

LOW 

REQ-SEC-15 Server Security: An OS with encrypted storage devices shall be used on 

any bare-metal edge servers to prevent physical tampering. 

LOW 

REQ-SEC-16 Vulnerability Mitigation: Measures shall be implemented to mitigate 

vulnerabilities in third-party libraries or components. 

LOW 

REQ-SEC-17 Automatic Updates: Automatic updates shall be enabled to address 

security vulnerabilities. 

LOW 
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REQ-SEC-18 Secure boot: Each node shall implement secure boot. LOW 
 

This hands-on approach extends by conducting an iterative threat model of the architecture, allowing to detect 

potential vulnerabilities and threats at the earliest stage. The results of this threat modelling activity, combined 

with the security expertise of CYSEC, I2CAT and eBOS will provide the partners with a series of best practices 

and security recommendations, tailored to improve the resilience of their components. Note that the threat 

analysis activity did not start yet as we are waiting for a more advanced version of the stack’s architecture.  

b. End-to-End Security 

While "Security by Design" aims at building a secure foundation, "End-to-End Security" ensures that this 

robustness is consistent across every touchpoint in the system. In practical terms, this translates to 

implementing distributed authentication and authorization mechanisms. Such mechanisms will be tailored to 

user profiles and end-point devices, ensuring that access control policies resonate with the type of user 

interacting with the system. Whether it's an admin with high-level access or a guest with limited permissions, 

the system will be designed to discern and grant appropriate access levels.  

Furthermore, COGNIFOG will also ensure the protection of data in use, by deploying Trusted Execution 

Environments (TEEs) throughout the continuum. These TEEs, will serve as isolated computational realms 

within the system, safeguarding critical code and data during processing. The TEEs come with embedded 

cryptographic capabilities available via a user-friendly API. Expanding the same approach to specific 

monitors, Xanthos OS, provided by CEA, will be used as a guest OS to protect the deployment and execution 

of critical monitors. More details about the security measures are provided in the following subsections. 

3.2.2 Access Control 

Access control is a critical security measure in the network continuum, covering cloud, edge, far edge, and IoT 

environments. Functioning as a digital gatekeeper, access control is a system that manages and restricts user 

or device entry to specific resources or areas within a network. Its primary purpose is to ensure that only 

authorized entities can access sensitive data, applications, or system functionalities. The significance of access 

control is evident in its role in preventing unauthorized access and mitigating potential security breaches, data 

leaks, and unauthorized system manipulations. In the dynamic landscape of interconnected cloud services, 

edge computing, far-edge devices, and the IoT, robust access control is essential. It forms a foundational layer 

of defence against cyber threats, safeguarding the integrity and confidentiality of network assets. 

Utilizing our advanced access control solution, fortified with a customized keylock system, offers an enhanced 

level of security and tailored functionality. This specialized keylock solution goes beyond conventional access 

control measures, providing a finely tuned and adaptive approach to securing network access. With features 

designed to meet the specific needs of modern networks, our solution ensures not only robust user 

authentication and authorization but also a flexible and scalable framework that aligns seamlessly with the 

dynamic requirements of your organization. 

Functionalities: 

Our access control solution provides a range of services and functionalities designed to ensure secure and 

controlled access within a network. Key components and features include: 

Authorization Policies: 

 Establish granular user permissions through 

policies. 

 Utilize role-based access control (RBAC) 

for specific module privileges. 

Resource Access Rules: 

 Enforce rules dictating access to specific 

resources or areas within the network. 

 Enable fine-grained access rules for 

customizable permissions. 

Scalability and Flexibility: 

 Ensure scalability to accommodate evolving 

network needs. 

 Offer configuration flexibility based on 

organizational module requirements. 

Encryption and Secure Communication: 

 Encrypt all communication to safeguard data 

during transit. 

 Implement secure protocols for 

confidentiality and integrity. 
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Table 8: Access control services and functionalities.  

Implementation: 

In its simplest form, access control involves two core technical elements: authentication and authorization. 

Authentication ensures the verification of credentials, such as passwords or device-generated keys, while 

authorization dictates the specific actions or resources a user or device can access based on the provided 

credentials. Architecturally, the implementation often involves dedicated servers for authentication and 

authorization processes. These servers may be deployed as Virtual Machines (VMs) or as cloud-based services, 

depending on the organization's infrastructure preferences. Through the establishment of this custom and 

effective access control mechanism, the aim is to safeguard network resources by verifying and regulating 

access in a straightforward manner. 

Access control placement in COGNIFOG architecture: 

The COGNIFOG architecture is a layered and scalable framework designed to efficiently regulate and manage 

network operations across cloud, edge, and IoT domains. Enhancing system security, an advanced access 

control module tailored for network components serves as a centralized hub for entity access management and 

authentication in a cloud-native environment. As shown on Figure 2, positioned between the RAN Controller 

and I2CAT Slice Manager, this module safeguards critical operations like resource allocation and traffic 

control. Similarly, at the interface between the ATOS Orchestrator and Slice Manager, it protects orchestration 

processes and service life-cycle management. This deliberate positioning fortifies both locations, strengthening 

the overall security framework. The deployment of role-specific access protocols is pivotal for establishing a 

robust and interconnected network environment, ensuring the smooth functioning and security of the entire 

COGNIFOG system architecture. 

In order to enhance COGNIFOG architecture security, a meticulously crafted access control module takes 

centre stage. Characterized by features aimed at augmenting security, it implements a comprehensive 

mechanism to precisely define permissible activities for diverse entities with distinct roles. 

To seamlessly integrate the access control module, the following actions are recommended: 

 Role-Specific Access: The module establishes roles and permissions, restricting entities to permitted 

information and actions based on their roles. 

 Module Configuration: Customizing the module aligns it with infrastructure security demands, 

generating distinct scenarios and access protocols. 

 Endpoint Security Measures: Implementation of a module to validate requests at API endpoints 

restricts interactions to allowed actions, enhancing overall security. 

 Internal Service Authentication: Utilizing a module for in-house service communication generates 

tokens that validate and approve transactions between services, ensuring secure internal 

communication. 

Access control flow: 

 
Figure 2. Access control model architecture. 
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Authentication sub-model verifies the identity of devices or entities using unique credentials or secure 

protocols, ensuring authorized access. 

The authorization sub-model is the organized process granting entities permission to access specific 

resources and perform designated operations or tasks. 

The Token Service sub-model Process generates and manages security tokens for verified entities, promoting 

secure data exchange and communication within the Internet of Things (IoT) network. 

The Adapter Agent sub-model securely integrates IoT devices, controlling ecosystem access and 

authentication. 

Security threat detection:  

The AI/ML algorithms developed by EBOS will be enhancing the access control module with real-time 

identification of abnormal events related to data security threats. By analysing patterns of user behaviour, 

device interactions, and data access, the algorithms can identify anomalies within the network. This provides 

the COGNIFOG system with insights into normal patterns of interaction with the system and deviations from 

normal behaviour. To achieve this, comprehensive datasets, such as network logs, system logs, user activity 

data, and any other relevant sources of information will be processed. These data will be representative of real-

world scenarios and anonymised to protect sensitive information thus whilst still allowing the simulation of 

threat intelligence feeds and identifying emerging security threats.  

This information can be fed into the access control module to trigger alerts or adjust access permissions in 

real-time when abnormal activities are detected. The access control module can use this information to create 

accurate and dynamic access control policies based on user roles, historical behaviour, and contextual 

information. This can provide an additional layer of security beyond traditional authentication methods by 

enhancing its ability to recognize and respond to new and evolving threats.  

Since the access control component is used for managing and regulating access to network resources the 

AI/ML Algorithms can be positioned as an intermediate layer between the access control module and other 

components. Potential integration points between the AI/ML threat detection algorithms and the access control 

module will be used to enhance, fine tune and complement the access control measures. As such these 

algorithms will analyse patterns, behaviours, and anomalies within the network benefiting the downstream 

components with optimize security and performance of the overall COGNIFOG system.  

3.2.3 Trusted Execution Environments 

TEEs play an important role in safeguarding sensitive data and workloads in modern computing. They provide 

a secure area within a main processor to protect against unauthorized access and tampering, maintaining the 

integrity and confidentiality of sensitive information. By isolating sensitive operations from the main operating 

system, TEEs offer robust protection against both software and hardware attacks, ensuring a secure execution 

environment for critical applications. This level of security is essential for compliance with data protection 

regulations and also for building trust in services potentially handling sensitive user data, like COGNIFOG 

platform.  

ARCA Trusted OS, a hardened Linux-based micro-distribution, is a TEE which provides robust protection 

against system intrusions and prevents data compromise within containers deployed on-premises, on the cloud, 

and at the edge. At its core, ARCA Trusted OS combines the strength of a hardened operating system with a 

secure Kubernetes orchestrator, ensuring security and isolation of infrastructure’s critical components, and 

minimizing the risk of unauthorized access or tampering. By leveraging Confidential computing technologies 

(AMD – Secure Encrypted Virtualisation (SEV), ARM Trustzone) and hardware-based security features, 

ARCA Trusted OS enables applications and workloads to operate in secure enclaves, ensuring that sensitive 

data remains protected even from the underlying infrastructure. The stack of ARCA Trusted OS is detailed on 

Figure 3. 



D3.3: Data management tools and Secured cloud to edge continuum orchestration 

initial version  
 

 Grant Agreement: 101092968 -26- 

 

Figure 3. ARCA Trusted OS overview. 

ARCA Trusted OS offers several security mechanisms, the most important ones are: 

 Secure boot Chain: In order to ensure the integrity of the boot-loader and OS files of the system, 

ARCA Trusted OS implements a secure boot chain. This means that, whenever a new part of the 

booting process is started, its authenticity is verified using the previous layer. When the authenticity 

cannot be verified, i.e., unauthorized modifications have been made, the booting process halts. This 

ensures that adversaries cannot tamper with the booting process to launch/execute their own 

(malicious) software on ARCA Trusted OS. Figure 4 presents an overview of the boot process. 

Figure 4. Overview of the secure boot chain of ARCA Trusted OS. 

 Immutable File System: The sections of the file system that are used for the operations and booting 

of the OS are made completely read-only (immutable), to ensure that attacker with access to the server 

cannot tamper with the OS settings and/or launch its own software on the system. Only the user-

specific folders are created to be readable and writable, so the user can update any configuration files 

within either folder. If additional updates are required (e.g., related to the boot procedure / system 

update), the seamless system updater, described in the next section, is utilized. 

 Seamless System Updater: In order to guarantee the highest uptime, a seamless A/B system updated 

scheme has been implemented. This means that we provide two immutable boot and root files, called 

A and B, which can be used to boot and run the device. Whenever an update of the system is required, 

the boot partition (A or B) that is not being used is updated, while the other one remains operational. 

Afterwards, as soon as the server/device is booted again, the newly updated boot partition is used. 
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 Hardware root-of-trust: A FIPS 104-2 Level 2 and CC certified Trusted Platform Module (TPM) is 

used by ARCA Trusted OS for the secure boot and the full-disk encryption to securely store the keys 

used in each of these processes.  

Note that ARCA Trusted OS prioritizes the use of the Rust programming language for its critical components 

due to Rust's inherent emphasis on memory safety. 

ARCA Embedded 

ARCA Embedded is the distribution of ARCA Trusted OS designed for ARM architecture. The distribution is 

based on the same security principle without the Kubernetes layer that becomes optional.  

Similar to ARCA Trusted OS, ARCA Embedded includes TPM-based secure boot, immutable file systems, 

and seamless system updater. ARCA Embedded leverage the use of ARM Trustzone whenever this hardware 

extension is available, providing a confidential computing environment for the sensitive cryptographic 

operations. 

An overview of the memory layout of the ARCA Embedded OS system is illustrated in Figure 5: 

 

Figure 5. Overview of the memory layout of the ARCA Embedded. 

From left to right and color-coded, the following partitions can be found within the ARCA Embedded memory 

layout: 

 Red: The SoC specific firmware and the u-boot bootloader partitions, which are used during the secure 

boot process of the embedded device. 

 Purple: The dual immutable boot files (A and B) used for the seamless system updates, as well as the 

default full-disk encryption key. During the first boot of the ARCA Embedded OS, the default full-

disk encryption key is used to decrypt the LUKS partition (blue). However, prior to the deployment, 

this key is replaced (and subsequently deleted from the memory) by a cryptographic key that is 

generated by and stored within the TPM. 

 Blue: The partition that is encrypted using the LUKS and decrypted by the default key (first boot only) 

or the TPM. Note that all data within this partition (i.e. the partitions in green) will be encrypted and 

inaccessible until the secure boot and full-disk decryption have been successfully performed. 

 Green: The dual immutable root filesystems (“/”) for both (A and B) booting partitions, as well as the 

readable and writable router-specific data storage. The memory stack has been developed in such a 

way that all partitions have a fixed, minimum size, whereas the data partition is configured to occupy 

the remaining memory on the SD card on which the OS is operational. This way, the OS is able to run 

on a wide range of different SD cards, each with different amounts of memory. 

ARCA Trusted OS will be available within the COGNIFOG framework to be deployed on sensitive nodes 

(mono-node or clusters) and provide a secure execution environment for the COGNIFOG stack. The stack, 

built on top of Kubernetes, will integrate seamlessly with the orchestration layer of ARCA Trusted OS. This 

integration is on-going with the available components of the COGNIFOG kernel (e.g., I2CAT IoT Gateway 

was deployed on k3s hosted by ARCA Embedded on a Raspberry Pi 4 board).  

3.2.4 Cryptographic services 

Besides the Keycloak system that will be integrated within the access control solution, a containerized Key 

Management System, ARCA KMS, will be available at the service of the users’ workloads deployed on 

COGNIFOG. 
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ARCA KMS provides access to cryptographic capabilities using different types of cryptographic backends like 

OpenSSL, HSMs, TPMs and Post-quantum crypto cores. The used backend is completely transparent to the 

user application who only interacts with the gRPC API. gRPC is a remote procedure call system developed at 

Google in 2015. The RPC requests are transported over HTTP2 and can be encoded in various ways, including 

protocol buffers. 

As shown on Figure 6, CYSEC crypto-service supports by design several encryptions, key generation and 

signing algorithms such as Advanced Encryption Standard (AES), Elliptic Curve (ECDSA) and hash functions 

(SHA). 

ARCA KMS consists out of several modules; the most important ones are: 

 Broker interface: The broker listens and authenticates incoming gRPC requests before forwarding 

them to the cryptographic interface. It is also responsible for communicating any errors or results back 

to the KMS API. 

 Crypto interface: The cryptographic interface translates the requests accepted by and received from 

the broker to specific cryptographic tasks. These tasks are then forwarded to the cryptographic backend 

configured within the deployment, which will execute the cryptographic operations. The crypto 

interface is also responsible for translating the responses from the backend, containing either the 

cryptographic material or an error code, which it forwards back to the broker. 

 Cryptographic backend: The cryptographic backend is the module responsible for executing the 

cryptographic operations received by the broker and translated by the crypto interface. In the case of 

embedded deployment, this backend is configured to be a Trusted Platform Module (TPM), whereas 

for server deployment (x86), a certified Hardware Security Module (HSM) is configured to take this 

role.  

 

 

Figure 6. Overview of the cryptographic algorithms supported by the Cysec cryptographic API. 

3.2.5 Security and Trustfulness of the orchestration 

In the context of COGNIFOG, secure orchestration will be considered to make sure the processed data is 

secure, whether in transit or at rest. To achieve this, we leverage the comprehensive security features and 

mechanisms provided by Kubernetes. 
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Kubernetes boasts an array of essential security capabilities that strengthen the security architecture of 

COGNIFOG. Notably, Role-Based Access Control (RBAC) is instrumental in enabling fine-grained access 

policies, allowing us to meticulously define and enforce user privileges and permissions within the system. 

This strategic approach ensures that only authorized entities can access and manipulate critical resources, 

thereby enhancing the overall security posture. 

Within Kubernetes, Network Policies play an important role in governing and regulating communication 

between pods. These policies empower us to define stringent rules that govern traffic flow, effectively 

mitigating the potential risk of unauthorized access and minimizing the attack surface. 

Pod Security Policies, another fundamental facet of Kubernetes security, allow us to establish rigorous security 

standards and requirements for the runtime behaviour of pods. By mandating the adherence to these policies, 

we can guarantee that all pods strictly adhere to predefined security guidelines, proactively mitigating potential 

vulnerabilities and security risks. 

Kubernetes further augments security through the provision of secure API authentication mechanisms, notably 

through the use of Service Account Tokens. These tokens are instrumental in facilitating secure authentication 

with the Kubernetes API server, ensuring that all interactions with the API adhere to stringent authentication 

and authorization requirements. This authentication mechanism effectively minimizes the risk of unauthorized 

access and potential data breaches. 

In parallel with Kubernetes security features, COGNIFOG places a big focus on security throughout the CI/CD 

pipeline where multiple security measures are seamlessly integrated, systematically scanning deployment 

artifacts to identify and mitigate vulnerabilities. This approach guarantees that only verified and secure code 

is deployed. 

Furthermore, COGNIFOG provides the possibility of using secure runtimes, such as gVisir and 

Katacontainers, within ARCA Trusted OS.  These secure runtimes provide isolated execution environments, 

ensuring the robust safeguarding of sensitive code and data during the execution process. Adhering to rigorous 

security standards and industry best practices, these runtimes represent an additional layer of security 

reinforcement within the entire system. By synergistically integrating the inherent security features of 

Kubernetes with trusted runtimes and a security-centric CI/CD pipeline, COGNIFOG establishes a highly 

secure orchestration framework. 
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4 Associated source code 

Offering transparency and accessibility to the building blocks that power the COGNIFOG platform, below is 

a comprehensive listing of the source code repositories corresponding to the aforementioned components, 

providing developers, contributors, and stakeholders with a clear roadmap to delve into the underlying 

implementation details. 

Table 9. Link to the associated code of COGNIFOG components. 

Module Link to associated code 

SensiNact Gateway https://github.com/eclipse/org.eclipse.sensinact.gateway 

QoS Scheduler https://gitlab.eclipse.org/eclipse-research-labs/codeco-

project/scheduling-and-workload-migration-swm/qos-scheduler 

QoS Solver https://gitlab.eclipse.org/eclipse-research-labs/codeco-

project/scheduling-and-workload-migration-swm/qos-solver 

Orchestrator Scheduler https://github.com/cognifog-eu/orchestrator-scheduler/tree/v0.1 

Orchestrator Agent https://github.com/cognifog-eu/orchestrator-agent/tree/v0.1 

Monitoring Aggregator https://github.com/cognifog-eu/monitoring-aggregator/tree/v0.1 

Monitoring Manager https://github.com/cognifog-eu/monitoring-manager/tree/v0.1 

Monitoring Agent https://github.com/cognifog-eu/monitoring-agent/tree/v0.1 

https://github.com/eclipse/org.eclipse.sensinact.gateway
https://gitlab.eclipse.org/eclipse-research-labs/codeco-project/scheduling-and-workload-migration-swm/qos-scheduler
https://gitlab.eclipse.org/eclipse-research-labs/codeco-project/scheduling-and-workload-migration-swm/qos-scheduler
https://gitlab.eclipse.org/eclipse-research-labs/codeco-project/scheduling-and-workload-migration-swm/qos-solver
https://gitlab.eclipse.org/eclipse-research-labs/codeco-project/scheduling-and-workload-migration-swm/qos-solver
https://github.com/cognifog-eu/orchestrator-scheduler/tree/v0.1
https://github.com/cognifog-eu/orchestrator-agent/tree/v0.1
https://github.com/cognifog-eu/monitoring-aggregator/tree/v0.1
https://github.com/cognifog-eu/monitoring-manager/tree/v0.1
https://github.com/cognifog-eu/monitoring-agent/tree/v0.1
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5 Conclusions 

The first iteration of the data management tools and secured cloud-to-edge continuum orchestrator, as detailed 

in this document, marks a significant milestone in the COGNIFOG project’s pursuit of a robust, secure, and 

privacy-focused computing continuum framework. The collaborative efforts invested in the tasks of Work 

Package 3 have borne fruit, showcasing the culmination of dedicated technology providers groups’ 

endeavours. 

The technologies outlined herein represent the initial strides toward realizing a cloud-to-edge continuum 

orchestrator fortified by strict security and privacy principles, further supported by the integration of AI tools. 

The managed continuum, interconnected between the COGNIFOG kernel elements, establishes the 

groundwork for the effortless orchestration of decentralized resources, enhanced with cognitive analytical 

capabilities. 

In the upcoming iteration, the focus will expand beyond the foundational technologies outlined in this version, 

delving into the integration readiness of the platform within real-world use cases, incorporating advanced 

features and refining existing components. 

As COGNIFOG progresses through subsequent iterations, the aim is to evolve into an intelligent, secure, and 

privacy-centric orchestrator that seamlessly integrates within the project’s use cases. The iterative nature of 

these refinements aligns with the project's commitment to staying at the forefront of technological 

advancements, ensuring that COGNIFOG remains a cutting-edge solution for decentralized resource 

orchestration in the dynamic landscape of cloud-to-edge computing. 
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