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List of abbreviations

Abbreviation Definition

loT

The Internet of Things refers to the vast network of interconnected physical
devices, vehicles, and objects embedded with sensors and software, enabling them
to collect and exchange data over the Internet for enhanced functionality and
smarter decision-making in various sectors.

SLA

Service Level Agreement is a contractual agreement between a service provider and a
client that outlines the specific level of service that the provider is expected to deliver.

RAN

Radio Access Network represents the essential component of a mobile
telecommunications system. It wirelessly links maobile devices to the core network,
facilitating users' access to voice and data services.

QoS

Quality of Service refers to techniques and mechanisms for ensuring that a network or
service meets predefined performance standards, effectively prioritises resources, and
delivers a consistent and satisfactory user experience.

MQTT

Message Queuing Telemetry Transport is a lightweight messaging protocol designed
for efficient communication between devices in a network, particularly in 10T (Internet
of Things) environments.

ZTP

Zero-touch provisioning is an automated method for setting up and configuring
network devices or IT infrastructure without manual intervention. It is commonly used
in large-scale deployments such as data centres, corporate networks, or the Internet of
Things.

laC

Infrastructure as Code is a software development concept in which the infrastructure
needed to run applications (servers, networks, databases, etc.) is managed and
provisioned using code rather than manual processes.

SLO

Service Level Objective represents a specific, measurable goal or target for a service's
performance or availability, helping organizations define how reliable a system should
be.

Cl/CD

CI/CD stands for continuous integration and continuous delivery/deployment, key
practices in modern software development and DevOps. These practices aim to
streamline and automate the process of building, testing, and releasing software,
allowing teams to deliver high-quality software faster and more reliably.

MFA

Multi-factor authentication is a security process that requires users to provide two or
more verification factors to authenticate their identity before accessing an account.

OCM

Open Cluster Management is an open-source project that provides a unified approach
to managing multiple Kubernetes clusters across different environments. It enables
organisations to centralise the management of Kubernetes clusters,

RBAC

Role-based access Control is a security model that regulates access to systems,
resources, or data based on the roles assigned to individual users within an
organisation.

TPM

A Trusted Platform Module is a specialised hardware component designed to provide
security features for computers and devices. It is a cryptographic module embedded in
or attached to a computer's motherboard, enabling hardware-based security functions.

HSM

Hardware Security Module is a physical device that provides a secure environment for
managing and protecting cryptographic keys, performing encryption and decryption, and
ensuring safe transactions.

(ON)

Operating Systems is a software that serves as an intermediary between computer
hardware and user applications.

CPU

The central processing unit, often referred to as the "brain™ of a computer, is the
primary component responsible for executing instructions and processing data in a
computer system.
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Mandatory Access Control is a type of access control where the operating system or
MAC : . . ) . .

security policy determines access rights rather than user discretion.

Identity and Access Management, which is a framework of policies, technologies, and
1AM processes used to manage digital identities and control access to resources within an

organization or system.
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Executive summary

This document presents Deliverable D2.6 of Task 2.3, the final version of the Benchmarking and Validation
Plan for the COGNIFOG project (the first version was reported in [5]). The plan outlines a comprehensive
methodology for evaluating and comparing the performance of the COGNIFOG cognitive platform. It aims to
guide the validation process, ensuring effective testing and assessment of the platform's capabilities.

This plan will describe the methodologies for gathering key performance metrics and detail the tools and
components involved in each test procedure. By systematically evaluating the framework under various
scenarios, we aim to verify its functionality, measure its performance, and validate its ability to achieve critical
objectives such as latency reduction, scalability, and resource optimisation. The insights gained from this
process will confirm the framework's readiness for deployment and guide further enhancements to maximise
its effectiveness in diverse operational contexts. This deliverable demonstrates a stronger focus on the
benchmarking methodology, emphasizing its role in validating the improvements made to the framework. By
concentrating on benchmarking, we can systematically compare the framework's performance against
established standards or previous versions.
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1 Introduction

To thoroughly assess the capabilities of the COGNIFOG platform, a defined set of Key Performance Indicators
(KPIs) has been established. These KPIs are designed to ensure a comprehensive and transparent evaluation
process. This document provides an in-depth description of each objective and explains how it will be
measured during the validation and benchmarking phases. Each KPI represents a critical functionality or aspect
of the platform, and these quantifiable and measurable indicators allow for precise evaluation across multiple
dimensions. It is important to note that the goal of this document is not to test individual components in
isolation but to validate the overall capacity and functionality of the platform.

The document outlines each objective, highlighting the desired outcomes and detailing the metrics for gauging
their achievement. These metrics cover various factors, including performance, reliability, scalability, security,
and resource efficiency. They are carefully chosen to reflect the platform’s ability to meet user needs and
industry standards. The validation and benchmarking phase will employ rigorous testing methodologies,
simulating diverse scenarios, workloads, and usage patterns to thoroughly evaluate the platform’s
responsiveness, stability, and scalability.

Data collected during these tests will be analysed against the established metrics to objectively assess the
platform’s performance and identify areas for improvement. This structured documentation of objectives and
measurement methodologies ensures the evaluation process is systematic, repeatable, and accountable. The
comprehensive approach provides a holistic understanding of the COGNIFOG platform’s capabilities,
supporting informed decision-making and targeted optimisations based on identified strengths and
improvement areas.

This plan is closely aligned with WP4, which focuses on the lab testing of the COGNIFOG framework, and
WP5, which involves system validation in real-world trials. Within WP4, the established set of Key
Performance Indicators (KPIs) will guide the evaluation of the platform's functionalities under controlled
laboratory conditions.

1.1 Mapping Projects’ Outputs

This section aims to map COGNIFOG Grand Agreement (GA) commitments, both within the formal
Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions.

Respective document

COGNIFOG Task Justification

chapter(s)
e D2.6 addresses the validation
T2.3: Definition of Validation and methodology and the
Benchmarking Plan D2.6 benchmarking procedure to
measure COGNIFOG
framework capabilities

1.2 Updates since the initial version of the Deliverable

The initial version of the deliverable primarily outlined tools and a general methodology but lacked a clear
view of the platform's performance capacity, limiting its effectiveness in evaluating improvements. The
updated version places a stronger focus on benchmarking to validate the improvements in the framework,
ensuring more precise performance assessments.

Key enhancements include:

Grant Agreement: 101092968 -13-
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e Detailed Breakdown of Components: A thorough identification of components that contribute to
enhancing specific platform capabilities, providing clearer insight into how each component drives
performance improvement.

e Step-by-Step Benchmarking Procedure: A structured, systematic approach for conducting
benchmarks, ensuring consistency and reliability in performance evaluation across different scenarios.

¢ Introduction of Benchmarking Tools: Specific tools have been described to measure and compare the
platform’s performance accurately, enabling clear validation of improvements against previous
versions or benchmarks.

Grant Agreement: 101092968 -14-
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2 Generic KPIs

This section presents the framework's validation methodology for each Key Performance Indicator (KPI). Each
KPI will be described in detail to clarify its significance and objectives. Subsequently, the essential
components that contribute to meeting the requirements of each KPI will be identified, ensuring a
comprehensive understanding of the resources involved.

Following this, the specific validation tools that will be utilised to assess performance against the established
KPIs will be discussed. These tools are critical for gathering data and providing insights necessary for
validation.

Finally, the methodology will be explained step-by-step, detailing the processes and procedures employed to
systematically validate and benchmark each KPI. This structured approach will facilitate a thorough
assessment of the system’s performance, identifying strengths and areas for improvement.

2.1 K1 Edge Cloud installation time / K2 Setup time of infrastructure
2.1.1 Description

To shorten the time for hardware and software installation in a cloud-edge environment, a combination of
strategies can help optimise both physical setup and software deployment. Pre-configured hardware can play
a significant role in reducing installation time by using devices that come with the necessary software already
installed, ready to connect and function. Modular and scalable hardware also simplifies setup by allowing plug-
and-play components that reduce the need for custom configurations on-site. IT has evolved towards
standardisation and modularisation of hardware components for years. “Even plug-and-play is becoming more
prevalent in embedded systems, where standardised interfaces (e.g., USB, 12C, SPI) allow components to be
connected and automatically recognised by the system without extensive configuration.

2.1.2 Components involved

INTRA CI/CD stack and automation tools: Automation tools are essential for speeding up the process.
Infrastructure as Code (laC) solutions, such as Terraform’or Ansible?, automate the configuration and
provisioning of cloud and edge infrastructure while integrating CI/CD pipelines can further streamline
software deployment, ensuring rapid updates and patches. Automated deployment scripts eliminate manual
interventions, ensuring consistency and reducing the chance of errors.

Using containerisation and virtualisation technologies can drastically reduce deployment time. Containers
enable lightweight, easily deployable applications across edge nodes, and orchestration tools like Kubernetes
simplify managing and scaling these applications across multiple locations.

Centralised edge management platforms offer tools to remotely control, monitor, and deploy software to edge
nodes, reducing on-site interventions. Platforms with Kubernetes® cluster management and Portainer* allow
streamlined software deployment to multiple locations from a single interface, ensuring consistency and
reducing time spent on each node. Similarly, leveraging Zero-Touch Provisioning (ZTP) can significantly
speed up hardware installation. With ZTP, devices can be configured remotely when connected to the network,
requiring no manual setup at the deployment site.

Pre-loading edge devices with the necessary software images and configurations helps streamline the
synchronisation process between cloud and edge nodes. Devices can download additional updates and
configurations as soon as they are online, reducing manual installation steps. Standardising hardware and

! https://www.terraform.io/
2 https://www.ansible.com/
3 https://kubernetes.io/

4 https://www.portainer.io/
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software architectures can simplify deployment, allowing for faster scalability and consistency across edge
locations.

2.1.3 Validation Methodology

Measure the total time taken from the start of the provisioning process to the complete installation of the edge
server, including hardware setup, software installation, and configuration. Record the start and end times to
calculate the total duration.

2.1.4 Benchmarking tools

e Jenkins’: is an open-source automation server primarily used for CI/CD. One of its core features is
the ability to automate application building, testing, and deployment, making it a key tool in DevOps
workflows. Jenkins supports various version control systems, such as Git. One of Jenkins' strengths is
its extensibility through plugins. Jenkins has a vast plugin ecosystem that can be tailored to specific
project needs, whether automating tests, deploying code to different environments, or integrating with
external tools. It also has a robust monitoring system, providing detailed logs, dashboards, and metrics
for tracking job progress, success rates, and performance. Jenkins’ scalability is another key feature,
allowing it to handle small projects and large, complex workflows. With its master-slave architecture,
Jenkins can distribute tasks to worker nodes, ensuring that large builds and tests can be executed
efficiently in parallel.

e Grafana’, Prometheus’: Grafana and Prometheus are often used together, with Prometheus collecting
and storing metrics while Grafana visualises that data (see Figure 1). This integration allows for real-
time monitoring of applications and infrastructure, providing insights into performance, resource
usage, and system health [1]. Additionally, Prometheus supports alerting through its Alertmanager
component, enabling notifications based on custom-defined conditions.

5 https://www.jenkins.io/
6 https://grafana.com/
7 https://prometheus.io/
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Figure 1 Grafana and Prometheus presentation

o Kubernetes Dashboard, Portainer: Kubernetes Dashboard and Portainer provide valuable tools for
managing containerised applications but cater to different needs. Kubernetes Dashboard is explicitly
tailored for Kubernetes, offering deep insights into cluster operations. At the same time, Portainer
provides a more generalised interface for managing containers across multiple platforms, making it
suitable for teams working with various container orchestration technologies. Together, they empower
users to manage and monitor their containerised applications efficiently, ensuring smooth operations
and effective resource utilisation.

e Kubernetes cluster management OCM, K3S: OCM and Kubernetes focus on container
orchestration; they serve different purposes. Kubernetes provides the foundational layer for managing
containers, while OCM enhances this experience by offering a management layer that simplifies the
operational complexities of running multiple Kubernetes clusters. They enable organisations to
efficiently deploy, manage, and scale containerised applications while controlling their environments.

2.1.5 Benchmarking procedure
1. Set up the hardware and make all necessary connections

This step involves physically setting up and preparing the infrastructure. If the target environment is on-
premises, this includes:

e Installing servers and networking equipment: Rack and power up servers, ensuring all physical
connections (power, network cables, etc.) are in place.

Grant Agreement: 101092968 -17-
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Setting up storage systems: Ensure storage devices are connected and configured according to
requirements.

Network configuration: Establish the necessary network infrastructure, including switches and
routers, and configure IP addressing, DNS (Domain Name System), and routing for internal and
external communication.

Connect all hardware to the Internet: Ensure that all components have access to the Internet or
the required network for communication with cloud platforms, CI/CD tools, and external services.

2. Launch the automated installation process for the platform

The platform installation process automates the configuration and setup of the system, reducing manual effort
and ensuring consistency. This typically includes:

Provisioning of the Kubernetes cluster: To create a Kubernetes cluster, use tools like Kubernetes’
kubeadm, cloud providers, or managed services.

Installing necessary dependencies: Automate the installation of required software, such as the
Kubernetes control plane, etc.

Automated scripts: Use Infrastructure as Code, such as Terraform®, Ansible®, or Helm' charts to
configure and install the software stack automatically. These tools can manage the deployment and
configuration of the Kubernetes control plane, worker nodes, storage, and networking components.

3. Measure the time it takes to complete the platform installation

Time measurement involves tracking the installation process from start to finish. This can be achieved by:

Start timestamp: Capture when the platform installation process begins (e.g., when a Terraform script
is triggered or the Kubernetes provisioning starts).

End timestamp: Record when the installation process finishes (e.g., when Kubernetes nodes are ready
and all services are running).

Logging tools: Log analysis tools can track the timestamps automatically or integrate logging
frameworks to track events.

4. Use a CI/CD tool to create a pipeline that builds and deploys containerised applications to a target
environment such as Kubernetes

Setting up a CI/CD pipeline automates containerised applications' building, testing, and deployment. Steps

include:

CI/CD platform selection: Choose tools like Jenkins and GitHub CI to create your pipeline.

Pipeline creation: Define the pipeline steps in the CI/CD tool. The steps typically include:
1.  Code build: Compile or package the code if needed.
2. Container build: Use Docker to build container images from the application’s source code.
This process involves reading the Dockerfile to generate the image.
Unit tests: Run automated tests on the application.
4.  Push to container registry: Push the built container image (OCI image) to a container registry
(e.g., Docker Hub, Google Container Registry or a local repository).
5.  Deploy to Kubernetes: Use tools like kubectl to deploy the containerised application to the
target Kubernetes cluster.

w

5. Configure the pipeline to trigger on every code change in a repository that contains a Dockerfile

8 https://www.terraform.io/

9 https://www.ansible.com/

10 https://helm.sh/
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This step ensures that the CI/CD pipeline automatically runs every time new code is committed. Key steps

include:

Webhook configuration: Set up a webhook in your version control system (e.g., GitHub) to trigger
the CI/CD pipeline whenever a code change occurs in the repository.

Dockerfile integration: The repository should contain a Dockerfile that defines how to build the
image. The pipeline will detect any changes to the repository, pull the updated code, make a new
image, and trigger the deployment.

Branching strategy: You can configure the pipeline to trigger on specific branches (e.g., primary or
development) or even for pull requests.

6. Use a tool such as Kubernetes dashboard or Prometheus to collect metrics from the Kubernetes cluster

Once the application is deployed, collecting metrics from the Kubernetes cluster helps monitor performance
and track deployment times. Here is how:

Kubernetes Dashboard: Provides a web Ul for managing the Kubernetes cluster and viewing key
metrics such as pod statuses, CPU and memory usage, and cluster health.

Prometheus integration: Prometheus is a monitoring and alerting toolkit often used with Kubernetes
to collect real-time metrics. It scrapes metrics from various Kubernetes objects (like pods, services,
and nodes). Metrics of interest include:

Pod creation time: How long it takes to create a pod.
Pod readiness time: It takes a pod to move from Pending to Running state.
Service availability time: It takes a service to be fully available after deployment.

7. Use a tool such as Grafana to visualise and analyse the metrics collected

Grafana is used to visualise the metrics collected by Prometheus and analyse deployment performance. The
steps involved are:

Grafana setup: Connect Grafana to Prometheus as the data source.

Create dashboards: Set up dashboards in Grafana to display relevant metrics, such as deployment
time, pod creation times, and service readiness.

Time calculation: To calculate the time of application deployment, use the following timestamps:
Code change time is when a commit is pushed to the repository.
Service availability time: When the application is fully deployed, and the service is available to users.

Subtract the code change time from the service availability time to calculate the total deployment time.
This can be visualised as a time series or displayed as a single value in Grafana dashboards.

2.2 K3 Service establishment time

2.2.1 Description

The KPI measures the total time to set up the cloud, edge, and Internet of Things (IoT) components from
initiation to operational readiness. This includes the time needed for provisioning, configuration,
deployment, and initial testing.
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Components involved

ATOS Orchestrator
I2CAT Slice Manager
KubeEdge!* (Kubernetes native edge computing framework)

Validation Methodology

Measure the time from issuing the deployment command to when a specific network service becomes
operational. Monitor and log the start time when the command is executed and the end time when the service
is confirmed operational.

224

2.2.5

Benchmarking Tools

Netperf'? and iperf ** are well-known network performance benchmarking tools that can be used within
a Kubernetes cluster to measure bandwidth, latency, and jitter between pods or nodes.

Grafana/k6: k6 is an open-source load testing tool capable of simulating various network conditions,
including intermittent connections. It enables the creation of tests replicating real-world scenarios
where network performance may degrade, fail, or experience latency issues. Its main strength is
simulating different network conditions, such as latency, packet loss, and bandwidth limitations. This
allows users to observe how services inside or outside Kubernetes perform under stress or when facing
intermittent network disruptions.

Sample application workload (e.g., Data aggregator)

Benchmarking procedure

1. Measure Connection Establishment Time

11 hitps://kubeedge.io/

12 hitps://github.com/HewlettPackard/netperf

13 hitps://github.com/esnet/iperf
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The time it takes for two systems to establish a connection is a key indicator of network setup speed. This can
be validated using tools like:

¢ Initiate a connection between two systems.

o Measure the time between initiating the connection (sending a request) and successfully establishing
the connection (completing the handshake).

o Ensure the connection setup time is within acceptable latency thresholds (for example, less than a few
milliseconds, depending on network specifications).

2. Monitor Time to Service Availability

To validate network setup in environments where services need to be reachable (e.g., after a service is deployed
on Kubernetes or on-premise), measure the time from service deployment to when the service becomes
reachable over the network.

o Deploy a service on the network.

e Measure how quickly the service becomes available to clients (e.g., by checking if the port is open or
sending requests).

e Compare the availability time with expected thresholds.

3. Benchmark Network Latency

Low latency is crucial for validating rapid network setup. You can benchmark latency using tools like:

e Use Ping or iperf to check RTT between nodes on the network.
e Track how long it takes for the network to respond after initial setup.

e Validate that latency is minimal and falls within your performance goals (e.g., sub-10ms for local area
networks or slightly higher for wider area networks).

4. Validate Bandwidth and Throughput

Measuring the throughput once the network is set up will help verify that the network is performing efficiently.
Tools such as:

e Set up a bandwidth test using iperf or Netperf between network nodes.
e Measure the time it takes to reach steady data transfer.
e Validate that throughput meets your network speed requirements.

2.3 K4 Single touch orchestration
2.3.1 Description

The Single-Touch Orchestration KPI measures the efficiency of deploying and managing the software stack
and loT-device orchestration with minimal human intervention. It focuses on reducing the manual steps
required to set up and automate workflows at the edge. This KPI evaluates the platform’s ability to manage
complex device ecosystems autonomously (e.g., drones, AR glasses, vehicles), ensuring that deployment,
configuration, and scaling are done with as few workflow interventions as possible (see Figure 3).
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Figure 3: Single-touch orchestration representation

2.3.2 Components involved

e COGNIFOG dashboard

e ATOS Orchestrator

e SIEMENS Smart allocator
e KENTYOU DataHub

e KENTYOU Eye

2.3.3 Validation Methodology

Record the total time required to set up the edge software stack and orchestrate the deployment of IoT devices.
Begin timing at the start of the orchestration process and stop once all 10T devices are deployed and
operational.

2.3.4 Benchmarking tools

e Container orchestrator Kubernetes/K3S: Kubernetes/K3s is a container orchestration platform that
automates containerised applications' deployment, scaling, and management. Using Kubernetes
Operators, users can encapsulate complex application lifecycle management tasks, allowing for single-
touch deployment and scaling of applications with simple commands.

e Cluster federation OCM: Open Cluster Management is crucial in simplifying the management of
multiple Kubernetes clusters and enhancing single-touch orchestration capabilities. By providing
centralised control, policy management, and integration with existing workflows, OCM enables
organisations to automate and streamline their operations across diverse environments, improving
efficiency and reducing the complexity of multi-cluster management.

2.3.5 Benchmarking procedure
1. Configure the Application's Desired State and Non-Functional Requirements

In this initial step, the application’s desired state refers to its expected configuration and behaviour in the
production environment. Non-functional requirements encompass performance attributes such as scalability,
availability, reliability, and security.
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o Define the application's target metrics, including response time, uptime, throughput, and resource
usage limits (CPU, memory).

e Specify constraints, such as minimum and maximum instances for services, geographic locations for
deployment, and compliance requirements.

e This configuration often occurs through configuration files or user interfaces provided by the
COGNIFOG platform, ensuring all stakeholders agree on the application's operational goals.

2. Utilize the COGNIFOG Platform to Read and Understand These Requirements Automatically

Once the desired state and non-functional requirements are defined, the COGNIFOG platform can read and
interpret these configurations.

e It identifies vital metrics and constraints necessary for achieving the desired state, ensuring the
application is aligned with operational goals.

e Automated understanding reduces the risk of human error during the configuration phase and
accelerates the orchestration process.

3. The Platform Automatically Places and Deploys the Application Based on Specified Constraints

The COGNIFOG platform orchestrates the deployment based on the previously defined configurations in this
step.

e The platform determines the optimal placement of application components across available resources
and nodes, considering resource availability and constraints.

o Deployment strategies can include blue-green deployments, canary releases, or rolling updates to
ensure minimal disruption during the deployment phase.

e The orchestration process ensures that the application is deployed in a way that respects all defined
constraints, such as geographical and resource limits.

4. Ensure that the Platform Optimizes Resource Allocations and Meets the Application's Non-
Functional Requirements

After deployment, validating that the application operates within the defined resource parameters and meets
the non-functional requirements is crucial.

e Continuous monitoring tools integrated within the COGNIFOG platform track application
performance against the specified metrics.

e The platform automatically adjusts resource allocations in real-time, scaling up or down based on
current demand, ensuring that performance thresholds are met.

e Alerts and notifications can be set up to inform the operations team of any discrepancies or deviations
from the expected performance.

5. Use the COGNIFOG Platform to Automate Application Orchestration to Maximize the Quality of
Service (QoS)

This final step focuses on maximising the Quality of Service (QoS) through continuous optimisation and
orchestration.

e The COGNIFOG platform can automate the orchestration of applications based on near real-time
performance data and user-defined policies.

e Using predefined thresholds and dynamic learning, the platform adjusts resource allocations and
application instances to maintain optimal performance and reliability.

e The QoS scheduler will optimise workload placement, ensuring it aligns with user-defined constraints
and best uses the available infrastructure.

o Reporting tools within the platform can provide insights into application performance, helping teams
refine configurations and improve future deployments.
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2.4 Kb5 Scale up latency

2.4.1 Description

This KPI measures the time required for the COGNIFOG platform to complete a scale-up operation when
there is a computational, network, or storage resource shortage. It tracks the total time taken from the moment
resource limits are detected (triggering a scale-up) to when the necessary additional resource slices.

2.4.2 Components involved

e ATOS Multi-cluster orchestrator
e SIEMENS Smart allocator

e CEA Polygraph

e COGNIFOG Dashboard

2.4.3 Validation Methodology

When additional resources are needed, measure the time to complete a scale-up operation. This involves
initiating the scale-up process and recording the time until the new resources are fully integrated and
operational.

2.4.4 Benchmarking tools

e TMA Data Simulator: TMA developed the TMA Data Simulator in C# to simulate data from various
devices. This tool allows users to mimic the behaviour of different equipment, producing realistic data
as if it were coming from actual 10T sensors.

e GStreamer is a powerful open-source multimedia software. GStreamer can build a video
processing pipeline, allowing for the efficient handling, manipulation, and streaming of video data
(see Figure 4). It will be used to simulate video data. It generates or plays video streams as a
multimedia framework, replicating accurate sources like cameras. This enables testing and processing
of video feeds as though they were from actual devices without requiring physical hardware.

GStreamer Pipeline

element
GStreamer Source GStreamer Encoder GStreamer . GS"E:Q:;E =
Element h264 h264 parser (kvssink)

Figure 4: GStreamer pipeline example

2.4.5 Benchmarking procedure

1. Define the scale-up scenario
e Identify the same types of workloads for both tests (e.g., data processing, analytics, edge-device
management). The workload will be polygraph-monitored, and the monitors will measure the time it
takes to return to a stable state.
2. Setup testing environment
e Environment A (With COGNIFOG): Deploy the COGNIFOG platform, ensuring edge-cloud
continuum features such as automated scaling and resource orchestration.

14 hitps://gstreamer.freedesktop.org/
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e Environment B (Without COGNIFOG): Deploy the current or traditional system that is being used
without COGNIFOG using Kubernetes standard scheduler.
3. Initiate controlled load increase
o Gradually increase the platform's workload to trigger the scale-up mechanisms. This can be done by
adding more devices, generating more data, or using a custom data simulator like the TMA.
e Observe metrics such as CPU, memory, and bandwidth consumption to ensure the scale-up trigger
conditions are met.
e Both environments must be configured with the same hardware, network, and initial resource pool for
fair comparison.
4. Repeat Tests Under Different Conditions
e Perform the same test under different workload intensities to measure how the platform handles
varying demand levels.
¢ Introduce network constraints (e.g., increased latency, bandwidth throttling) to evaluate how network
variability affects scale-up performance.
5. Analyse results
e Calculate the average scale-up latency from multiple test runs for both environments.

2.5 K6 Device integration
2.5.1 Description

This KPI measures the time and effort required to on-board a new device into the COGNIFOG platform
compared to the time and effort needed for the current implementation (pre-COGNIFOG). The KPI aims to
guantify improvements in efficiency, scalability, and ease of device integration brought by the COGNIFOG
framework.

A device is considered fully integrated when the following criteria are met:

e The device being authenticated and authorised on the network.
e The COGNIFOG platform recognises the device.
¢ Communication with the device (e.g., data exchange) being established.

2.5.2 Components involved

e Kentyou DataHub

e Kentyou Eye

e |2CAT loT Edge Gateway
e CEA Polygraph monitors

2.5.3 Benchmarking tools

e MQTT Explorer: A user-friendly tool designed to interact with MQTT. It provides a graphical interface
that allows users to connect to an MQTT broker, view all the topics, and monitor the messages being
published and subscribed to in real-time. Figure 5 shows that the system provides a comprehensive
dashboard to visualise real-time issues.
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Figure 5 MQTT explorer dashboard example

2.5.4 Validation Methodology

Track the time and effort required to integrate a new IoT device into the COGNIFOG platform. This includes
the time from initiating the integration process to when the device is fully functional and transmitting data.

2.5.5 Benchmarking procedure

e Choose a range of representative devices or sensors commonly integrated into the COGNIFOG
platform. These devices should be representative and cover different types, protocols, and
communication interfaces.

e Qutline a standardised integration process, including the steps and actions required to integrate a
device into the cognitive platform. This process should cover device discovery, authentication,
configuration, network connection and operation.

e Set up the hardware and make all necessary connections.

¢ Record the time it takes to complete each integration process for the representative devices. Start the
timer when the integration process begins and stop when the device is successfully integrated and
operational.

2.6 K7 Resiliency and Robustness
2.6.1 Description

Robustness and resiliency refer to the system's ability to withstand and recover from failures or adverse
conditions while maintaining operational effectiveness. Both concepts are crucial for ensuring the reliability
and performance of systems deployed in dynamic and often unpredictable environments, such as those
involving 10T devices.

This involves:
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e Fault Tolerance is the ability to continue functioning properly in the event of a failure. If one or more
components (e.g., 10T devices or fog nodes) fail, the system can still operate effectively by
redistributing workloads or using alternative resources.

o Self-healing Capabilities: Continuous monitoring of system performance and health enhances
resiliency. COGNIFOG can use real-time tools to track metrics, allowing for automated
reconfiguration when issues arise so that corrective actions can be swiftly taken.

o Performance Under Stress: COGNIFOG is designed to maintain performance levels even under high
load or challenging conditions. This involves ensuring that response times remain acceptable and the
system can handle increased data traffic without degradation in high-priority services.

2.6.2 Components involved

e CEA Polygraph

e ATOS Orchestrator

e SIEMENS Smart allocator

o |2CAT loT Edge Gateway

e |2CAT Slice Manager

e Cilium advanced cloud-native network engine

2.6.3 Benchmarking tools

e iPerf3 is a network testing tool used to measure the bandwidth and performance of a network
connection. It can create TCP and UDP data streams to evaluate the throughput between two endpoints

e Wondershaper™ It is an open-source script that enables users to limit the bandwidth of one or more
network adapters. It accomplishes this by utilising the tc command from the iproute package while
significantly simplifying the process of bandwidth management

e Chaos Mesh'® is an open-source, cloud-native Chaos Engineering platform designed to help test
resilience in Kubernetes environments. It provides a comprehensive suite of fault simulation tools,
allowing users to orchestrate various fault scenarios effectively. It can trigger specific hardware issues,
such as disk, time, and network faults, and allow stress to be applied to various system resources, such
as CPU or memory.

e Prometheus will measure application performance metrics such as response time and errors.

2.6.4 Validation Methodology

The methodology to validate the resiliency of the COGNIFOG framework involves deploying the system and
establishing a performance baseline using Prometheus for monitoring and iPerf3 for network throughput
testing. Wondershaper [4] is then used to introduce network bandwidth constraints, while Chaos Mesh
simulates failures such as network disruptions and node outages.

Prometheus continuously tracks key metrics like recovery times, system stability, and network performance
during these tests. After stress-testing the system under these conditions, iPerf3 is used again to evaluate post-
disruption network performance. The results are analysed to determine the framework’s ability to recover from
disruptions and maintain service continuity.

2.6.5 Benchmarking procedure
1. Defining Chaos Scenarios for Resiliency Testing

e Hardware Failure: In this scenario, we simulate the system's unexpected failure of hardware
components. This could involve malfunctioning critical hardware, such as network interfaces, storage
devices, or physical servers.

15 hitps://github.com/magnificO/wondershaper
16 hitps://chaos-mesh.org/
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Connectivity Failure This scenario simulates a loss of network connectivity between system
components, which could occur due to various reasons, such as network congestion,
misconfigurations, or physical link failures.

Overload/Stress Tests: Introduce a large number of IoT devices or a high volume of data processing
tasks to overload the system.

Node Failure: This scenario involves the failure of entire nodes (servers) within the network that hosts
either 10T devices, edge servers, or backend services. Node failure can significantly affect service
availability and data processing. Figure 6 depicts this scenario.

NODE
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Figure 6 Failure scenario representation

2. Setup the Environment

Deploy Two Environments:

COGNIFOG Environment: Deploy a fully featured COGNIFOG framework using its advanced
reconfiguration and self-healing capabilities.

Control Environment: Deploy an essential environment without COGNIFOG’s advanced features to
serve as a baseline for comparison.

3. Execute Robustness Tests

Hardware/Node Failure

Action: Use chaos-engineering tools [2] (e.g., Chaos Mesh) to simulate fog node failures by shutting
down nodes.
Robustness Focus: Observe whether the remaining nodes can redistribute workloads and maintain
functionality.
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e Resiliency Focus: After restoring the failed node(s), monitor how quickly the system reallocates tasks
and returns to regular operation.

Metrics:

o Time to redistribute tasks after failure.
e System response time and error rates during node failure.
e Task recovery time and performance stabilisation after nodes are restored.

Overload/Stress Test
e Action: Gradually increase the number of 10T devices or simulate high workloads to stress the system.
e Robustness Focus: Observe how well the system maintains low latency and high throughput under
increasing load.

e Resiliency Focus: If the system begins to fail under extreme loads, measure its recovery process after
reducing the load or adding additional fog nodes.

Metrics:

e CPU, memory, and bandwidth utilisation.
o Response time and system throughput under varying levels of stress.
e System stabilisation time after the overload condition is resolved.

Connectivity Loss
e Action: Sever network connections between 10T devices and fog nodes or between fog nodes
e Robustness Focus: Evaluate whether the system can continue operating under partial network loss
(e.g., by buffering data or retrying connections).

e Resiliency Focus: Monitor how quickly the system resumes normal operations and processes any
backlogged data once the connection is restored.

Metrics:

e Number of lost data packets or queued requests.
e System behaviour and recovery time after connectivity is re-established.
o Data processing catch-up time and system performance post-recovery.

4. Analyse Test Results
After completing all tests, analyse the data collected by Prometheus to assess both robustness and resiliency:

e Compare Performance: Evaluate the performance of the COGNIFOG platform versus the control
environment. Look for differences in how each system handles failures and recovers.

¢ Identify Weak Points: Note any areas where the system struggled under stress or took too long to
recover.

e System Stability: Assess if the system remains stable and operational even when encountering
significant stress or resource exhaustion.

2.7 K8 Data integrity / security
2.7.1 Description

Data integrity and security systems ensure that information is securely transmitted and stored across cloud,
edge, and far-edge environments. Implementing robust encryption protocols, access controls, and real-time
validation mechanisms prevents unauthorised access, data tampering, and breaches. The objective is
maintaining trust in the system’s operations across all infrastructure layers, as depicted in Figure 7.
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Figure 7: Cloud/edge-based 10T system with the required security and checks mechanisms.

2.7.2 Components involved

e CYSEC Arca Trusted OS: An OS (Operating System) with advanced features prioritising security
and data protection. It is built with security by design, utilising a secure kernel that enforces strict
access controls and isolates processes to prevent unauthorised interactions. The operating system
employs Mandatory Access Control (MAC), ensuring that even privileged users cannot bypass
security policies. It also includes mechanisms that protect data from tampering and corruption,
ensuring it remains accurate and reliable. Besides, the OS minimises its attack surface by limiting the
services and features exposed to potential threats, reducing vulnerabilities.

¢ CYSEC Cryptographic service: Provides a suite of security solutions to manage and protect sensitive
data through advanced cryptographic techniques. These services offer vital cryptographic functions
such as encryption, decryption, digital signatures, and key management, ensuring data confidentiality,
integrity, and authenticity in various applications. The service leverages a combination of hardware
and software solutions such as Trusted Platform Modules (TPMs), Hardware Security Modules
(HSMs), and OpenSSL*" To ensure a high level of security and data integrity.

2.7.3 Benchmarking tools

e Gitlab CI/CD": It can ensure data integrity and security through secure secrets management, role-
based access control (RBAC), code reviews and isolating pipeline jobs in (safe) containerised
environments.

e Keycloak®: An Identity and Access Management (IAM) solution designed to provide Single Sign-
On (SS0O), user authentication (using, for example, OAuth 2.0), authorisation, and identity federation.
It enhances security through Multi-Factor Authentication (MFA), Role-Based Access Control
(RBAC), and secure token handling. Besides, Keycloak ensures data integrity by encrypting
communication and sensitive data, managing user sessions securely, and maintaining audit logs.

e Trivy®®: A security scanning tool that detects vulnerabilities and misconfigurations in container
images, file systems, Infrastructure as Code (1aC), and Kubernetes clusters. It is usually integrated
with CI/CD pipelines for automated security checks, scans dependencies for vulnerabilities, and
ensures secure configurations.

e Hashicorp Vault?: A tool for securely managing secrets and sensitive data across applications and
environments. It provides centralised storage for APl (Application programming interface) keys,

7 https://www.openssl.org/

18 https://docs.gitlab.com/ee/ci/

19 https://www.keycloak.org/

20 hitps://github.com/aquasecurity/trivy
21 hitps://www.vaultproject.io/
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passwords, and tokens, offering features like dynamic secret generation, encryption as a service, and
identity-based access control. Vault maintains audit logs for transparency, encrypts secrets at rest and
in transit, and allows for fine-grained access policies.

o STRIDE: A modelling framework used during the design phase of software development to identify
and categorise potential security threats.

2.7.4 Validation Methodology

o Identify the requirements of COGNIFOG in terms of data integrity and security.
Design and deploy all the COGNIFOG (cloud and edge-based) components with the required security
measures (i.e., using TPM, HSM...).

o Identify, continuously, during the development phase, the potential security vulnerabilities using
STRIDE.

e Conduct security scans of the COGNIFOG platform at the three levels (i.e., cloud, edge and far edge).
Assess the system's performance with the added security/data integrity features.

2.7.5 Benchmarking procedure

1. Requirements Analysis:

o Identify the specific data integrity and confidentiality requirements for COGNIFOG based on the
project's objectives and stakeholder needs.

o Define the desired security goals, such as data integrity, encryption, access control, and secure
communication.

2. Test Planning:

o Develop a comprehensive test plan outlining the objectives, scope, and scenarios.

¢ Identify the data types to be tested (sensitive, personal, confidential) and the relevant security measures
to be validated.

e Determine the testing tools, techniques, and methodologies to be used.

3. Test Design:

o Design test cases that cover different aspects of data integrity and confidentiality.
o Define the expected outcomes for each test case based on the security requirements and specifications.
¢ Identify the test data sets, valid and invalid, to simulate various scenarios.

4. Test Execution:

e Execute the defined test cases, ensuring proper test environment setup.
e Monitor and record the results of each test, including any anomalies, errors, or failures encountered.
e Document the steps followed during the testing process for future reference.

5. Data Integrity Testing:

e Validate the accuracy and completeness of identified sensitive data within COGNIFOG.

e Perform tests to verify that data remains intact and unaltered during storage, transmission, and
processing.

e Check for any data corruption, loss, or unauthorised modifications.

6. Data Confidentiality Testing:

o Verify the effectiveness of security measures in protecting sensitive data from unauthorised access.
e Test encryption and decryption mechanisms to ensure data confidentiality.
e Evaluate access control mechanisms to ensure only authorised users can access sensitive data.
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7. Vulnerability Assessment:

e Conduct vulnerability assessments and penetration testing to identify potential security weaknesses
and vulnerabilities.

o Test the system's resilience against common security attacks, such as data breaches or unauthorised
access attempts.

e Address vulnerabilities by implementing appropriate patches, fixes, or security measures.

8. Performance Testing:

o Assess the performance impact of the implemented security measures on data integrity and
confidentiality.

o Validate that the security measures do not significantly degrade the overall system performance
2.8 K9 Energy efficiency
2.8.1 Description

Efficient energy management ensures that workloads are allocated and distributed across resources (both edge
and cloud) based on real-time energy consumption metrics, hardware efficiency, and workload requirements
(see Figure 8). This minimises energy waste, reduces the system's carbon footprint, and optimises power usage
across all nodes, ensuring a balance between performance and energy efficiency.
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2.8.2 Components involved

e ATOS Monitoring
e SIEMENS Smart allocator
e CEA Polygraph monitoring

2.8.3 Benchmarking tools

o Prometheus: This open-source monitoring and alerting tool is designed for reliability and scalability,
particularly in cloud environments. It uses a pull-based model to scrape metrics from targets and stores
data as time series. Key features include a Powerful Query Language (PromQL??), multi-dimensional
data models, service discovery, and integration with alert managers. While it has basic graphing
capabilities, it is often paired with Grafana for advanced visualisation. Prometheus is ideal for
monitoring containerised applications like Kubernetes but focuses on metrics rather than logging or
tracing. Within the COGNIFOG platform, Prometheus will collect, store and summarise energy
consumption metrics.

e Energy consumption reporters:

o Scaphandre®: Scaphandre is an open-source tool for monitoring energy consumption in
computing environments. It tracks real-time power usage of components like Central
processing units (CPUs) and memory and integrates with Prometheus for energy metrics.
Designed to be nonintrusive, it works across Linux platforms, including containerised
environments. Scaphandre helps optimise energy efficiency and supports sustainability
efforts in data centres and cloud infrastructures. Figure 9 shows a sample dashboard built
using Scaphandre metrics.

i

CO2 Natural Gas
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Figure 9: Scaphandre energy monitoring dashboard example.

o Kepler® (Kubernetes-based Efficient Power Level Exporter): An open-source tool that
monitors energy consumption in the Kubernetes environment. It tracks the power usage of

22 https://prometheus.io/docs/prometheus/latest/querying/basics/
2 https://github.com/hubblo-org/scaphandre
24 https://sustainable-computing.io/
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nodes and containers. Kepler aims to provide insights into the energy efficiency of workloads
running on Kubernetes. It exports energy-related measurements via Prometheus, enabling easy
integration into existing monitoring systems. Figure 10 shows a Grafana dashboard built using
Scaphandre metrics. Kepler utilises eBPF (Extended Berkeley Packet Filter) for energy
monitoring. eBPF is a powerful technology that allows us to run sandboxed programs in the
Linux kernel without changing the kernel source [3].
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Figure 10 Kepler energy monitoring dashboard example.

e Each pilot project incorporates methods to monitor the energy consumption of its servers and edge
devices. To facilitate this, the metrics for measuring energy consumption will be standardised using
the Prometheus format®.

2.8.4 Validation Methodology

o Deploy the monitoring subsystems across the continuum, covering cloud, edge, and far edge
environments.

e Measure energy consumption at all three levels (cloud, edge, and far edge).

e Forward energy consumption data in Prometheus format to the Monitoring Manager.

e Provide energy data to Siemens Smart Allocator for intelligent placement decisions.

e Serve real-time energy consumption data to dashboards for visualisation.

e Use the dashboard to ensure the application runs on the most energy-efficient nodes.

2.8.5 Benchmarking procedure

1. Deploy the Monitoring Subsystems in the Continuum:

e Identify the monitoring tools to be deployed (e.g., Prometheus, Kepler, Scaphandre) based on
compatibility with cloud and edge environments.

e Set up the monitoring infrastructure across the entire spectrum, including cloud, edge, and far-edge
environments.

2. Measure Energy Consumption at the Three Levels:

e Track energy usage at different layers of the continuum, focusing on specific hardware metrics.

25 https://prometheus.io/docs/concepts/data_model/
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e Measure energy consumption at the server level (CPU, memory, Input/Output) using tools like Kepler
or Scaphandre integrated with the cloud infrastructure.

o Measure energy consumption for edge devices, focusing on key workloads running in containers.

e Forward the energy data in Prometheus Format to the Monitoring Manager.

3. Serve Energy Data to Dashboards for Real-Time Visualization:

o Display the real-time energy consumption data on dashboards for continuous monitoring and analysis.
e Set up the Grafana visualisation tool to display Prometheus metrics in a user-friendly format.

2.9 K10 Efficient load balancing
2.9.1 Description

Efficient load balancing ensures that workloads are dynamically distributed across the available resources
(both edge and cloud) based on current capacity, processing power, and network bandwidth. This prevents
the overloading of any single node and optimises system-wide performance. Figure 11 depicts an example of
an intelligent load-balancing system that provisions/deploys applications based on real-time resource usage
on the cloud and edge.
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Figure 11: An intelligent Cloud-Edge container provisioning system.
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2.9.2 Components involved

e ATOS Monitoring
e SIEMENS Smart allocator
e CEA Polygraph monitoring agent

2.9.3 Benchmarking tools

e Monitoring tools: Prometheus, Thanos, Aggregator
e Smart placement: Smart Allocator

e Multicluster orchestrator

e Polygraph monitoring agent

2.9.4 Validation Methodology

To validate this KPI, a Kubernetes cluster with cloud, edge, and far edge devices, along with a Message
Queuing Telemetry Transport (MQTT) broker, will be deployed to simulate a real-world environment. A
resource-intensive application is tested under rising data loads in two phases: first without orchestration to
establish a baseline and then with the COGNIFOG Smart Allocator/Orchestrator to optimise resource
management.

Simulated camera streams and gradual increases in data input stress the system, while Polygraph monitoring
tracks key metrics such as time spent in unstable states. Comparing results from both phases will highlight the
benefits of smart orchestration in improving system performance and stability under high-load conditions.

2.9.5 Benchmarking procedure

1. Kubernetes Cluster Deployment:

e Set up a Kubernetes cluster with a hierarchical structure, including cloud, edge, and far edge devices.
o Deploy an MQTT broker to handle message communication between devices and applications across
the network. This will act as the central hub for data exchange during the tests.

2. Deploy a Resource-Intensive Application

e Install and run a high-demand application, such as a neural network, to process data from the MQTT
broker. This neural network will simulate a real-world workload, continuously consuming and
processing images to emulate a data-heavy environment.

3. Data Simulation and Message Load Generation

e Utilize a data simulator to send images to the MQTT broker continuously. This creates a realistic load
on the system, simulating real-world loT or camera-based data streams.

e Gradually increase the number of images sent per second to the broker linearly, ensuring a controlled
test of system scalability and load handling.

4. Monitoring System Stability

e Implement Polygraph monitoring tools to track system performance and measure the duration the
system spends in an unstable state (e.g., response time delays, dropped messages, or processing
failures) as the load increases.

e Analyse the system's behaviour under different stress levels, precisely how it handles rising data input
rates without specialised orchestration.

5. Deploy the COGNIFOG Smart Allocator/Orchestrator
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o Deploy the COGNIFOG components to optimise resource allocation and task scheduling across the
cloud and edge devices. The orchestrator will dynamically adjust resources to meet application
demands, improving system efficiency and stability.

6. Deploy the Resource-Intensive Application with COGNIFOG

e Use the COGNIFOG dashboard to deploy the same neural applications used earlier, but this time under
the management of the COGNIFOG orchestrator. This will allow for an optimised workload
distribution across the network, leveraging intelligent resource management.

7. Repeat Data Simulation and Load Testing

e Once again, use the data simulator to send a growing number of images per second to the MQTT
broker, replicating the same load test as before but with the COGNIFOG orchestration in place.

e Gradually increase the input rate, observing how the system handles this under the guidance of the
intelligent orchestrator.

8. Monitor Performance with COGNIFOG

e Employ Polygraph monitoring to measure the system's time spent in an unstable state during this
second round of testing. Pay particular attention to improvements in stability, response time, and
overall performance under high-load conditions.

9. Compare Results

e Analyse and compare the results from both tests—one without the COGNIFOG orchestrator and one
with it. Specifically, evaluate the differences in stability, resource utilisation, and time spent in an
unstable state.

o Determine the efficiency gains provided by COGNIFOG, highlighting its impact on system robustness
and scalability under increasing data loads.
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3 Trial specific KPIs

3.1 Scalability

3.1.1 Description

The scalability KPI provides a comprehensive view of how well a fog computing system can grow and adapt
to increasing demands. Organisations can assess their system's capacity to handle future growth while
maintaining high performance and reliability by focusing on the number of integrated devices and fog
processing nodes.

A scalable system should maintain performance metrics such as response time and throughput even as the
number of devices and processing nodes increases. Monitoring scalability helps ensure that performance does
not degrade as the architecture expands. Effective scalability indicates that resources are being utilised
efficiently. It helps understand how well the system can leverage existing hardware and software to
accommodate growth.

Scalability also reflects the system’s adaptability to changing conditions. It shows how quickly and effectively
the infrastructure can respond to fluctuations in demand, ensuring seamless operation and user experience.

3.1.2 Components involved

e CEA Polygraph monitoring
e SIEMENS Smart Allocator
e ATOS Multicluster Orchestrator

3.1.3 Validation Methodology

The methodology involves deploying multiple applications, including data aggregators and processing
modules, alongside data simulation to assess scalability. This setup simulates the real-world environment with
increasing loads from devices and actuators. By gradually scaling the number of devices and the volume of
data processed, we can monitor how well the system handles the growing demands.

3.1.4 Benchmarking tools

e The TMA simulator will simulate many devices, enabling us to test system scalability and
performance under high loads.

e  GStreamer will be utilised to simulate many camera streams, enabling the platform to be tested under
conditions of significant data load.

o Prometheus will be utilised to measure how the platform is handling the load increase

e Gazebo® It is a robust simulation environment widely used for testing robotics and autonomous
systems. It can simulate complex environments and interactions, including physical dynamics, sensor
data, and control systems. One of Gazebo's significant strengths is its ability to simulate multiple types
of robots, including drones using PX4.%” Framework in a realistic 3D environment. Gazebo supports
multi drone simulation, which will be helpful for scalability assessment. Figure 12: Gazebo multi drone
simulation Figure 12 shows an example of using the PX4 and gazebo frameworks.

26 https://gazebosim.org/
27 https://px4.io/
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Figure 12: Gazebo multi drone simulation

3.1.5 Benchmarking procedure

1. Define Scalability Test Scenarios

To fully assess scalability, this test will focus on three types of sensors:

e Drones: Mobile aerial devices that send high volumes of sensor data such as images, GPS, and
environmental readings.

e Mobile Devices: Smartphones and tablets transmit data such as user input, location, and notifications.

e 10T Sensors: Fixed sensors, collecting and transmitting data from environmental monitoring, smart
cities, industrial applications, etc.

Each type of sensor has unique data characteristics (e.g., mobility, data intensity), which adds complexity to
the scalability challenge.

2. Testing environment set up
Deploy Two Platforms:

e COGNIFOG Platform: Deploy the COGNIFOG system, which is designed for managing mixed
workloads and has advanced features such as dynamic resource allocation and auto-scaling
capabilities.

e Control Platform: Deploy a controlled environment with the same infrastructure but without
COGNIFOG’s advanced scalability features to provide a baseline for comparison.

Initial sensor simulation configuration:

e Drones: Start with a small number (e.g., five drones) capturing and transmitting high-volume data
streams, such as video feeds or telemetry.

e Mobile Devices: Begin with a limited number of mobile devices (e.g., 50 devices) reporting data,
location updates, and other app-driven notifications.

e |oT Sensors: Deploy a few hundred 10T sensors (e.g., 100 sensors), collecting data at regular intervals
for environmental monitoring or other fixed data collection tasks.
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Simulating devices such as drones, mobile devices, and 10T sensors allows for the system's scalability testing
with many sensors. We can emulate large-scale deployments without physical hardware using simulation tools
like Gazebo for drones and device emulators for mobile devices and 10T sensors.

3. Execute Sensor Scalability benchmark

Increase the number of each sensor type (drones, mobile devices, 10T sensors) gradually to simulate a growing
load. The aim is to observe how COGNIFOG handles the simultaneous scaling of diverse sensor types with
different data transmission rates and mobility patterns.

e Start with the initial configuration (e.g., five drones, 50 mobile devices, and 100 I0T sensors).
o Drones: Increase by increments (e.g., 5 to 10, then 20 drones).

o Mobile Devices: Increase by increments (e.g., 50 to 100, then 200 mobile devices).

e 10T Sensors: Increase in larger increments (e.g., 100 to 500, then 1000 10T sensors).

4. Gather metrics, analyse results, and perform a comparison between COGNIFOG and the Control
Environment

The evaluation focuses on how each platform performs as the number of sensors increases—such as drones,
mobile devices, and 10T sensors. Thus, the following performance indicators will be monitored:

e Throughput: Measure how much data the system can process as the number of sensors from each
category increases.

e Latency and Response Time: Track system response times to different sensor types, particularly
mobile devices and drones, which transmit data at varying intervals and may require real-time
processing.

¢ CPU and Memory Usage: Monitor resource utilisation on the fog nodes to ensure efficient handling of
the increased load without excessive resource consumption.

e Error Rates: Check for failed connections, dropped data, or other errors that might emerge as the
number of sensors grows.

3.2 Flexibility
3.2.1 Description

Flexibility in cloud and edge computing refers to the ability of these systems to adapt to changing demands,
environments, and workloads, enabling businesses to optimise performance, resource utilisation, and user
experience.

Several key factors drive flexibility in systems. Modularity is one of the primary elements, as it allows
individual components to be easily swapped, upgraded, or reconfigured without impacting the entire system.
This applies to hardware and software, as seen in Kubernetes, where applications are divided into containers,
enabling flexible deployment and scaling. Standardisation also plays a crucial role, ensuring different tools
and platforms can work together through established protocols and APIs, allowing for easier integration and
interoperability. Automation significantly enhances flexibility by reducing the need for manual intervention in
repetitive tasks like testing, building, and deployment. Tools like CI/CD pipelines automate these processes,
allowing systems to adapt quickly to changes. Scalability also promotes flexibility by enabling systems to
adjust resources based on demand dynamically. Kubernetes, for instance, can scale applications across
environments as needed, manually or through automated triggers.

Abstraction layers contribute to flexibility by decoupling applications from the underlying infrastructure.
Technologies like virtualisation and containerisation abstract the hardware, allowing applications to be
portable across different environments. This principle extends to cloud platforms, where the infrastructure is
abstracted, enabling users to focus on application deployment without concern for the underlying hardware.
Flexibility is further promoted by multi-cloud or hybrid environments, where workloads can be run across
various cloud platforms or between on-premises and cloud setups. This prevents vendor lock-in and offers
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more performance, pricing, and availability choices. Finally, decoupled architectures, such as micro-services,
break down applications into independent services that can be developed, deployed, and scaled individually.
This allows teams to change one part of the system without affecting the whole, enhancing adaptability and
resilience. Together, these factors enable IT and OT systems to remain agile and capable of responding rapidly
to evolving demands and technological advancements.

3.2.2 Components involved

Several tools promote cloud and edge computing flexibility by enabling scalable, modular, and efficient
operations. These tools help automate processes, standardise deployments, and manage distributed
infrastructures more effectively, ensuring systems can quickly adapt to demand, workload, or technology
changes. Key tools include:

1. Containerization Runtime Engine (containers): Containers encapsulate applications and their
dependencies, making them portable and scalable across various environments. Containers enable flexibility
by allowing applications to run consistently across different infrastructures, whether in the cloud or at the edge.

2. Orchestration Platforms (Kubernetes): Kubernetes automates containerised applications' deployment,
scaling, and management. These platforms provide flexibility by dynamically adjusting resources based on
workload demands, ensuring applications remain resilient and scalable across different environments. They
can manage cloud and edge workloads, making them essential for hybrid deployments.

3. Continuous Integration/Continuous Deployment Tools (Jenkins, GitHub): CI/CD tools automate the
software development lifecycle by continuously integrating code changes, testing, and deploying applications.
These tools promote flexibility by enabling rapid application iteration and deployment, ensuring that updates
can be delivered frequently and reliably across cloud and edge environments.

4. Infrastructure as Code Tools (Terraform, Ansible): 1aC tools allow infrastructure to be defined and
managed through code. Tools like Ansible Help create flexible, programmable infrastructures that can be
scaled, replicated, or modified based on evolving requirements. This flexibility ensures that infrastructure can
be adapted to new workloads or deployments across different environments.

5. Edge Orchestration Tools (KubeEdge): Edge orchestration platforms like KubeEdge extend Kubernetes
functionality to edge environments. These tools enable flexible, decentralised deployments, allowing
applications to run closer to the source of data while still benefiting from cloud orchestration capabilities. This
ensures seamless management of distributed edge nodes.

6. Monitoring and Visualization Tools (Prometheus, Grafana, Kibana): Prometheus collects and stores
metrics from applications and infrastructure, while Grafana and Kibana visualise and analyse these metrics.
These tools promote flexibility by providing near real-time insights into system performance, allowing
dynamic adjustments to resource allocation or workload distribution across cloud and edge environments.

7. Multi-Cluster Management Tools (Open Cluster Management): It provides a unified platform for
deploying, scaling, and monitoring clusters, ensuring organisations can easily manage diverse and distributed
Kubernetes environments from a single interface. These tools promote flexibility by providing centralised
control over distributed workloads, ensuring seamless coordination between edge and cloud systems, and
avoiding vendor lock-in.

3.2.3 Benchmarking tools

Jenkins plays a significant role in supporting flexible architectures for both cloud and edge computing
environments. Its capabilities in automation and integration contribute to the adaptability and responsiveness
of development and deployment processes in these settings. Here is how Jenkins participates in flexible
architectures:
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Automated CI/CD Pipelines: Jenkins enables the creation of automated CI/CD pipelines that can be
tailored to fit various deployment targets, whether in the cloud or at the edge. This flexibility allows
teams to deploy applications quickly and reliably across different environments.

Support for Containerization: Jenkins integrates well with container technologies like Docker and
orchestration platforms like Kubernetes. This allows developers to package applications with their
dependencies, facilitating consistent deployment across diverse environments, which is crucial for
edge computing.

Dynamic Scaling: In cloud environments, Jenkins can trigger builds and deployments in response to
changes in demand. This dynamic scaling capability ensures that applications can efficiently utilise
cloud resources, adapting to varying workloads and providing flexibility.

Multi-Environment Support: Jenkins can be configured to deploy applications across multiple
environments, including development, testing, staging, and production. This capability is vital for
ensuring that applications are tested and validated in conditions similar to those they will encounter in
production.

Integration with DevOps Practices: Jenkins supports DevOps methodologies, emphasising
collaboration and flexibility between development and operations teams. This integration promotes a
culture of continuous improvement and rapid response to changing requirements in both cloud and
edge computing.

Microservices Architecture: Jenkins is well-suited for microservices architectures, where
applications are composed of loosely coupled services. It enables teams to independently build, test,
and deploy each microservice, fostering flexibility in development and deployment cycles.
Monitoring and Feedback Loops: Jenkins can integrate with monitoring tools to collect performance
and usage metrics and provide feedback to development teams. This real-time data allows teams to
make informed decisions and quickly adapt their applications based on actual usage patterns.

3.2.4 Validation Methodology

Implementing cloud and edge computing flexibility is essential for organisations seeking to adapt swiftly to
changing demands, workloads, and technological advancements. A structured methodology is vital for
achieving this flexibility, ensuring systems can scale, evolve, and respond effectively to various challenges.
Here are the method's critical steps for implementing flexibility.

3.2.5 Benchmarking procedure

1. Modular Design

Identity Components: Break down the application or system into smaller, independent modules based
on functionality.

Define Interfaces: Establish clear interfaces for communication between modules.

Develop Independently: Allow teams to work on individual modules without waiting for other
components.

Test and Validate: Ensure each module is thoroughly tested before integration.

2. Microservices Architecture

Decompose Monoliths: If transitioning from a monolithic application, identify distinct business
functionalities and convert them into microservices.

API Design: Define APIs for communication between services.
Deploy Independently: Set up pipelines that allow for independent deployment of each microservice.

Monitor Performance: Implement monitoring solutions to track the performance and health of each
microservice.

3. Containerization
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Containerize Applications: Docker packages applications and their dependencies into containers.
Choose Orchestration Tool: Integrate an orchestration tool like Kubernetes to manage container
deployment and scaling.

Test Across Environments: Validate that containers run consistently across development, testing,
and production environments.

Automate Deployments: Set up automated deployment processes using CI/CD pipelines to push
container updates.

4. Infrastructure as Code

Select 1aC Tool: Choose an 1aC tool like Terraform or Ansible for infrastructure management.
Define Infrastructure: Write code to define the desired infrastructure, including network settings,
storage, and compute resources.

Version Control: Store your 1aC configurations in a version control system (e.g., Git).

Automate Provisioning: Implement automated provisioning of infrastructure based on laC
definitions, enabling quick scaling and replication.

5. Continuous Integration/Continuous Deployment

Set Up CI/CD Pipeline: Create a CI/CD pipeline using tools like Jenkins and GitHub.

Integrate Testing: Incorporate automated testing to validate code changes before deployment.
Deploy Automatically: Configure the pipeline to automatically deploy changes to cloud or edge
environments after successful testing.

Monitor Deployment Success: Implement monitoring and alerts to track the success or failure of
deployments.

3.3 Predictability Timeliness

3.3.1

Description

Time predictability refers to the system's ability to consistently perform tasks within a specified time frame or
deadline, ensuring that operations are completed in a reliable and repeatable manner. In systems requiring
time-sensitive execution, such as real-time applications, time predictability guarantees that tasks are executed
within defined time constraints, avoiding delays or variations in response times (jitter).

Time predictability allows for precise resource planning and scheduling, minimising the risk of missed
deadlines or performance degradation.

3.3.2

Components involved

CEA Polygraph

ATOS Monitoring Stack
ATOS Smart Orchestrator
SIEMENS Smart Allocator

Benchmarking tools

CEA Polygraph's monitoring capabilities will validate time predictability. This tool will provide
detailed insights into task execution times, helping to ensure that operations meet their specified time
constraints and maintain consistent performance under varying conditions.

OpenTelemetry® It can enhance the validation of time predictability by providing comprehensive
observability across the system. It allows for collecting distributed traces, metrics, and logs, facilitating
a deeper understanding of performance and timing behaviours. OpenTelemetry is a widely adopted

28 https://opentelemetry.io/
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tool in cloud-native environments because it provides a standardised approach to monitoring and
observability. As a robust, open-source framework, it enables consistent and unified tracing, metrics,
and logging across various services and platforms. This standardisation simplifies the collection and
analysis of telemetry data, making it easier to gain insights into application performance and reliability.
By choosing OpenTelemetry, we ensure interoperability across diverse systems.

3.3.4 Validation Methodology

To validate time predictability, we will use a methodology involving polygraph-monitored applications. This
approach allows us to measure and analyse the response times under different conditions. Specifically, we will
compare the system's ability to meet the defined time constraints (strategy, operative, and tactical) with and
without COGNIFOG.

The goal is to measure how COGNIFOG significantly improves the data flow rate processed in real time. By
analysing key performance metrics, we aim to quantify the enhancements in efficiency and throughput that
COGNIFOG brings to our data processing operations.

3.3.5 Benchmarking procedure

1. The system’s time constraints must be clearly defined before deploying the test applications. For
cognitive fog computing, these constraints may be categorised as:

e Strategic Constraints: Long-term planning or optimisation tasks with less stringent time limits.
e Tactical Constraints: Medium-term decision-making tasks that require faster response times.
e Operative Constraints: Real-time or near-real-time tasks requiring minimal latency.

2. Deploy Applications with Polygraph Monitoring

Use Polygraph to monitor application response times and other system metrics under varying conditions.
Polygraphs will help collect data on application performance.

o Without COGNIFOG: Deploy the applications in the traditional fog/cloud computing infrastructure.
o With COGNIFOG: Deploy the same applications in the Cognitive Fog Computing environment,
which uses Al technigues to optimise resource allocation and reduce latency.

3. Create Experimental Conditions: Design test scenarios that vary the following environmental and
workload conditions to simulate real-world usage.

o Network Conditions: Vary the bandwidth, latency, and packet loss.

e Resource Availability: Simulate different levels of available compute resources. These visualisations
will facilitate a clearer understanding of how well COGNIFOG improves processing time
predictability and handles disruptions

¢ Workload Intensity: Adjust the number of tasks, requests, or data inputs over time.

We can leverage the tools and techniques used in the Resiliency/Robustness KPI. These tools, already
used for testing system robustness, can also be applied here to introduce controlled disruptions and
analyse how the system maintains its time predictability in challenging conditions.

4. Collect and Analyse Processing Time Data

Once the applications are deployed under different experimental conditions, data on response times will be
collected to assess time predictability. The analysis will compare the system's performance with and without
COGNIFOG.

To monitor application processing time, the following metrics will be gathered for both deployments (with and
without COGNIFOG) using Polygraph and OpenTelemetry.
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A statistical comparison will be conducted to evaluate the system's time predictability. Key aspects of this
analysis include:

e Average Processing Time: The average time it takes for requests to be processed in each scenario.
e Variance in Processing Times: Measuring the consistency of processing times under different
conditions. Lower variance indicates higher time predictability.

e Deadline Adherence: The percentage of tasks that meet the predefined time constraints of the SLA
class.

At the conclusion of the analysis, visualisation tools will interpret the results. These visualisations will facilitate
a clearer understanding of how well COGNIFOG improves processing time predictability and handles
disruptions.
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4 Conclusions

In conclusion, this deliverable validation and benchmarking plan provides a comprehensive framework for
evaluating the effectiveness and performance of the COGNIFOG system. By clearly outlining the description,
components involved, validation methodology, benchmarking tools, and procedures for each Key Performance
Indicator (KPI), we have established a robust foundation for assessing the system's capabilities.

The structured validation methodology enables a systematic approach to testing, ensuring that all aspects of
the COGNIFOG framework are thoroughly evaluated. The benchmarking tools selected offer precise metrics
that facilitate comparison against industry standards, enhancing the overall credibility of our evaluation
process. Moreover, the detailed benchmarking procedures lay a clear roadmap for executing the assessments,
ensuring consistency and reliability in results.

By addressing the added value of the COGNIFOG framework, we highlight its enhanced capabilities over
previous iterations. This document clarifies the evaluation procedure and reflects a more mature vision of the
COGNIFOG framework's building blocks, showcasing their potential impact in real-world applications. As a
result, stakeholders can have increased confidence in the framework's performance and its ability to deliver
valuable insights.

The initial version of the deliverable outlined the tools and methodology that could be applied, though it did
not offer a clear understanding of the platform's capacity. In this revised version, the focus has shifted to a
more robust benchmarking methodology, which enables the validation of improvements to the framework.
This approach provides a systematic comparison of performance metrics, offering concrete evidence of
enhancements.

Overall, this plan is vital for driving continuous improvement and ensuring that the COGNIFOG framework
meets and exceeds its intended goals. This will ultimately lead to better decision-making and enhanced
operational efficiency.
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