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Executive summary 

This document, Deliverable D3.2: Application and Connectivity Layer Modules Final Version, represents the 
culmination of Task 3.1 and Task 3.2 under Work Package 3 (WP3) of the COGNIFOG project, a Horizon 
Research Innovation Action. It provides an update on the Cognitive-Fog framework's application and 
connectivity layers, showcasing advancements achieved over the past year. 

The application layer emphasises user interaction through a robust front-end dashboard incorporating user 
management, service request handling, data visualisation, and real-time monitoring. It also includes enhanced 
APIs for seamless integration with third-party applications. Significant improvements include adopting a 
modern technology stack (React, Node.js, PostgreSQL) and refining the dashboard's architecture to support 
secure, scalable, and efficient system interactions. 

The connectivity layer focuses on ensuring reliable communication across the edge-cloud continuum. Updates 
include enhanced orchestration and monitoring tools, such as the Slice Manager and connectivity enablers, to 
support seamless service delivery and improved energy efficiency. Integration with IoT devices has been 
extended to include diverse communication protocols (e.g., MQTT), enabling broader application scenarios. 

This deliverable highlights validation results demonstrating the system's functional and performance 
improvements. Tests covered model consistency analysis, real-time alert integration, and scalability across 
cloud and edge deployments. These advancements underscore the framework's adaptability and robustness in 
diverse operational scenarios. 

The document serves as a modular extension to Deliverable D3.1, offering transparency and detailed insights 
into the progress made. These deliverables present a comprehensive view of COGNIFOG's innovations in 
building a self-adaptive, interoperable, and cognitive edge-cloud ecosystem. Therefore, we have opted for 
providing only the main implementation updates.  
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1 Introduction 

This final document serves as an extension and update to the initial deliverable focused on the application and 
connectivity layers of the COGNIFOG framework. These layers are essential to adequately functioning the 
entire COGNIFOG stack, enabling user-facing and backend functionalities. 

The application layer, central to user interaction with the COGNIFOG system, defines application 
functionalities and develops APIs to bridge front-end dashboards with third-party applications. It ensures 
robust, multi-platform, and easily maintainable deployments while supporting secure and authenticated 
connections. 

On the other hand, the connectivity layer focuses on deploying middleware, defining communication protocols, 
and ensuring seamless, secure connectivity across heterogeneous topologies. Integrating tools and technologies 
such as SDN frameworks and publish-subscribe protocols guarantees reliable end-to-end connectivity across 
edge and cloud environments. 

This document highlights the developments achieved since the initial submission, demonstrating progress 
across tasks T3.1: Application Layer Modules and T3.2: Cognitive Connectivity Layer Modules under Work 
Package 3. The goal is not to reiterate prior achievements but to build upon them, offering insights into the 
key enhancements made over the past year. 

Section 1 provides an overview of how this document aligns with the commitments outlined in the Grant 
Agreement. Section 2 details updates to the application and connectivity modules, emphasising their 
interaction with the broader COGNIFOG stack. Section 3 showcases advancements in validation, testing, and 
repository updates for each module. Finally, Section 4 summarises lessons learned, future directions, and the 
broader implications of these enhancements. 

By combining this document with the initial deliverable, readers can understand the progress made in 
developing the Cognitive-Fog framework, paving the way for a more adaptive, connected, and user-centric 
infrastructure. 

1.1 Mapping Projects’ Outputs 

This section maps COGNIFOG Grand Agreement (GA) commitments with the project’s respective outputs 
and work performed. 

The Deliverable D3.2 summarises the updates undergone to date within tasks T3.1. Application layer modules 
and T3.2. Cognitive Connectivity layer modules of WP3. More details are provided in Table 1.  

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions. 

COGNIFOG Task 
Respective 
document 
chapter(s) 

Justification 

  
T3.1: Application layer modules 
  
The objective is to highlight the development and updates of 
the application layer components for COGNIFOG, focusing 
on the Front-End Dashboard, Application APIs, and an 

Section 2.1 
Section 3.1 
Section 3.3 

The referred sections 
briefly describe the 
module updates 
compared with the 
previous deliverable.  
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application development framework. 
1. Dashboard Development: EBOS will show 

updates to their graphical user interface (GUI) for 
system users and visual tools. 

 
2. Application APIs: EBOS will show updates on 

their implemented REST APIs based on open 
standards for easy third-party application integration 
with COGNIFOG. 

3. Application Development Framework: MOCC-
Based Approach: CEA will update their specific 
application functionalities and temporal behaviour. 

Modular Framework: KENT will show updates over their 
modular, bundled framework for developing and deploying 
COGNIFOG applications as microservices. 

  
T3.2: Cognitive Connectivity layer modules 
  
This task aims to show the updates over the connectivity 
layer modules for COGNIFOG, enabling seamless 
communication across the edge-cloud continuum and user 
devices with built-in self-adaptability features developed in 
tandem with Task 3.3. 
The task, led by i2CAT, includes two main focuses: 

1. Connectivity for Services: Establish links between 
services and the core architecture. 

2. Connectivity for User Devices: Ensure secure and 
seamless communication between user devices and 
the system. 

Key contributions include: 

 ATOS: Updates over the facilitates in the edge-
cloud connectivity. 

 KENT: Updates over the interoperable links 
between IoT devices and edge gateways. 

 CEA: Updates over the protocol for communication 
at the transport layer. 

 

Section 2.2 
Section 3.2 
Section 3.3 

The referred sections 
briefly describe the 
module updates 
compared with the 
previous deliverable.  
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2 Associated software and algorithms 

2.1 Application layer modules 

The application layer involves the interaction with the user interfaces and the dashboards. This chapter shows 
the new advancements in the application layer modules from the previous deliverable. In the first version of 
this deliverable, the dashboard description primarily focused on explaining the functionality of the Front-End 
Dashboard and providing mock-ups to illustrate the user interface and its key modules. It outlined the various 
components, such as user management, service requests, monitoring, and data visualisation modules, and gave 
a high-level overview of their interaction. In contrast, the second version shifts the focus to the implementation 
aspects of the dashboard and its back-end components. It introduces the updated technology stack used for 
development, including React, Node.js, and PostgreSQL. It explains the communication interfaces like REST 
APIs, WebSocket, and gRPC that facilitate interactions with back-end services such as the Polygraph tool, 
Monitoring Manager, and Orchestrator Scheduler. Additionally, the second version provides a more detailed 
description of the service request process, back-end database schema, and specific API endpoints, giving a 
clearer understanding of the dashboard’s architecture and data flow.  

2.1.1 Front-End Dashboard  
The Front-End Dashboard is the user interface for interacting with the COGNIFOG platform. It provides real-
time insights, service management capabilities, and intuitive tools to visualise and monitor activities within 
the COGNIFOG ecosystem. Functional modules include the following and can be seen in Figure 1: 

 User Management Module: Handles secure authentication, user roles, and account permissions. 

 Service Request Module: Allows users to initiate and manage service deployments. 

 Monitoring Module: Offers observability across the infrastructure, visualising resource usage and 
deployment metrics. 

 Data Visualization Module: Presents sensor and analytics data through visual tools like graphs, charts, 
and maps. 

 Model Visualization Module: Represents system architectures, deployments, and communication 
paths. 

 Reporting Module: Facilitates the generation of customised reports for performance and decision-
making. 

 API Integration Module: Ensures seamless communication between external APIs and the dashboard. 

 Service Request Registry Module: Users can edit, delete, and view existing application service 
requests. 
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 Figure 1:  Front-End Dashboard functional modules.  

Technology Stack  

The COGNIFOG Front-End Dashboard is built using a modern technology stack to ensure scalability, 
maintainability, and responsiveness. Compared to the original proposed stack, some technologies were 
replaced to align with current best practices, improve developer efficiency, and leverage community-supported 
solutions. 

Client-Side Technologies 

 React (v3.5.1): React is a JavaScript library for building interactive user interfaces. It enables the 
creation of reusable, component-based UI elements, enhancing the dashboard’s flexibility and 
maintainability. React's state management ensures the smooth handling of complex interactions within 
the dashboard. 

 JSX (JavaScript XML): JSX is an extension for JavaScript that allows developers to write HTML-like 
syntax directly in JavaScript. It facilitates the integration of logic with presentation layers, improving 
developer productivity and making code more readable. 
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 Axios: Axios is a modern HTTP client for JavaScript applications that manages RESTful 
communication between the client and the backend. It provides a promise-based interface, ensuring 
efficient and reliable data exchange. 

 ZingChart and CanvasJS are employed to create dynamic and responsive data visualisations. These 
libraries provide customisable charting capabilities, enabling precise and interactive representations 
of system metrics and performance data. 

Server-Side Technologies 

 Node.js: Node.js is a lightweight, event-driven runtime for building scalable server-side applications. 
Its non-blocking I/O model efficiently handles concurrent requests, particularly in real-time systems 
like COGNIFOG. 

 PostgreSQL: PostgreSQL is an open-source relational database management system known for its 
robust support for complex queries, advanced indexing, and scalability. Its support for JSON data 
structures enables flexibility in handling diverse datasets. 

 

Communication Interfaces 

The COGNIFOG dashboard employs a set of communication interfaces to facilitate interactions with backend 
tools and systems. Key interfaces include: 

REST APIs 

The REST APIs allow the dashboard to communicate with the following back-end components. The 
KENTYOU EYE REST API allows the dashboard to access real-time and historical data from Digital Twins 
using the Eclipse sensiNact REST interface. The Orchestrator Scheduler REST API facilitates service 
management, enabling the dashboard to push application descriptions and resource requirements and start or 
stop services. Additionally, a REST API developed by the dashboard allows the Polygraph to send analysis 
results, including dataflow diagrams and behavioural analysis outcomes. 

WebSocket  

The WebSocket API developed by the dashboard enables communication between the dashboard and the 
Polygraph. Specifically, it allows the dashboard to trigger the Polygraph once a service request is submitted 
so that the Polygraph can retrieve the application description and use it for its analysis.  

gRPC Protocol Buffers 

The gRPC Protocol Buffer communicates between the Monitoring Manager and the dashboard. This API 
exposes the infrastructure topology, detailing available resources, running deployments, and user applications.  

Keycloak Instance 

Integrating with Keycloak through a Keycloak Instance provides identity and access management for the 
COGNIFOG dashboard. This integration handles secure user authentication and registration for role-based 
access control and session security. 

 

Application Description  

The service request process on the dashboard enables users to define their application requirements and 
deployment parameters through a user interface. Specifically, the users can input key application details such 
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as the application's name, description, and specific deployment requirements, including CPU and memory 
requirements, as shown in Figure 2 and Figure 3. The interface also supports uploading manifest files 
containing detailed configurations for application components. Users can define data flow channels between 
components to specify how different application components will communicate, as shown in Figure 4.  

 
 Figure 2: Service Request Form.  

 

Figure 3: Component and Job forms.  
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Figure 4: Channels forms.  

By completing the form, the users initiate the process of automatically generating a JSON file. The system 
automatically aggregates and organises the provided information into a structured JSON file. This JSON file 
includes application details, component configurations, dataflow channels, and references to manifest files. 
The generated JSON file serves as a blueprint for deployment. It is transmitted to backend tools such as the 
Polygraph tool, where dataflow validation and behavioural analysis occur, and to the Orchestrator Scheduler, 
which manages the deployment process. The JSON format reflects a structured data representation aligned 
with the database schema. It enables interaction with the application, components, jobs, and communication 
channels. The following descriptions described the JSON file:  

{ 
 "application": { 
   "name": "Hello world", 
   "description": "Flood in paris", 
   "components": [ 
      { 
       "name": "consumer", 
       "jobs": [ 
          { 
           "manifestName": "filename", 
           "executionTime": "550ms", 
           "frequency": "1", 
           "cpu": "250m", 
           "memory": "64Mi", 
           "serviceName": "service" 
          }, 
          { 
           "manifestName": "filename2", 
           "executionTime": "550ms", 
           "frequency": "1", 
           "cpu": "250m", 
           "memory": "64Mi", 
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           "serviceName": "service" 
          } 
        ] 
      } 
    ], 
   "channels": [ 
      { 
        "incomingComponent": "producer", 
       "outgoingComponent": "consumer" 
      }, 
      { 
       "incomingComponent": "producer", 
       "outgoingComponent": "consumer" 
      } 
    ] 
  } 
} 
  
Database schema 
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Figure 5: Database Schema visualization.   

A database and its schema are necessary for the COGNIFOG dashboard to manage, store, and retrieve data. 
The database is used as a centralised repository for application descriptions, while the schema defines the 
structure and relationships between these entities, as shown in Figure 5. The following tables were created to 
establish a clear and organised structure for managing data: 

Applications Table 
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Central repository for storing application-level details. Provides the foundational entity to which components, 
jobs, and channels are connected. This table has the following fields: 

 Id (UUID): Unique identifier for each application. 

 Name (TEXT): Descriptive name of the application. 

 Description (TEXT): Brief overview of the application's purpose. 

Components Table 

Defines modular building blocks within each application. Used for a modular design that allows multiple 
components to be associated with a single application. This table has the following fields: 

 Id (UUID): Unique identifier for each component. 

 ApplicationId (UUID): Reference to the associated application. 

 Name (TEXT): Name of the component. 

Jobs Table 

Represents individual tasks or processes within a component, which allows detailed job-level tracking and 
resource management. This table has the following fields: 

 Id (UUID): Unique identifier for each component. 

 ApplicationId (UUID): Reference to the associated application. 

 Name (TEXT): Name of the component. 

Manifests Table 

Stores configuration details and files for jobs, which allows the dashboard to link configurations directly to 
jobs for better tracking. This table has the following fields: 

 Id (UUID): Unique identifier for the manifest. 

 JobId (UUID): Reference to the associated job. 

 FileName (TEXT): Name of the configuration file. 

 FileContent (TEXT): Content of the configuration file. 

Channels Table 

It captures communication paths between components and represents the interaction flow. This table has the 
following fields: 

 Id (UUID): Unique identifier for the channel. 

 IncomingComponentId (UUID): Reference to the source component. 

 OutgoingComponentId (UUID): Reference to the destination component. 

Endpoints:  

 POST /api/applications/createApp - Create a new application. 
 POST /api/components/:applicationId/components - Add a component to an application. 
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 POST /api/components/:id/jobs - Add a job to a component. 
 POST /api/channels add channels to the application 
 GET /api/channels retrieve all channels 
 GET api/channels/${channelId} Get a channel by Id 
 POST /api/analysisresult/analysisResult post analysis attribute specefic to image is file 
 GET /api/applications/getApplicationInformation/:applicationId Retrive application details 
 GET /api/applications - List all applications 

 

2.1.2 Polygraph Model   
 

The applications models are coming from the eBOS Dashboard. Once the model is created and submitted, it is 
sent using a secured web-socket and receives a Python script managed by CEA. This code aims to transform 
the JSON model from the eBOS Dashboard to an XML file that Polygraph can verify and validate. 

If we take a simple example of one producer and one consumer-like in  the schema shown in Figure 6: 

 

Figure 6: Simple test model 

Then, we can create it using the dashboard and receive the JSON model associated, as shown in Figure 7: 
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Figure 7: JSON model from eBOS Dashboard 

Once the JSON model is received, the XML model transformation is possible. The XML model can be seen 
in  Figure 8: 
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Figure 8: XML Polygraph Model 

Once the XML model is ready, the script will automatically run the Polygraph analysis to check if the model 
is correct. In the COGNIFOG project, Polygraph checks the model's consistency and liveness. Once the model 
is validated (or not), the information is sent back to the eBOS Dashboard using a POST method with an image 
of the model (generated by Polygraph), as seen in Figure 9. 

 

Figure 9: Model image generation 

If the system is evaluated as correct, then the deployment is possible. If not, an iteration of the model is needed. 

2.1.3 Composition of IoT microservices (Kentyou Eye) 

As reported in D3.1, Kentyou Eye acts as a composition framework of the microservices provided by the 
Kentyou Data Hubs with an Everything-as-a-Service model. In this deliverable, the report includes the 
advancements made for each one of the main features of Kentyou Eye: 

    • APIs and Communication Protocols: The Kentyou Data Hub was successfully configured to ensure the 
integration of the trials' data sources. The configuration involved the setup of APIs and communication proto-
cols, enabling seamless data retrieval from the trials while facilitating data sharing with third parties (e.g., 
EBOS) via a dedicated HTTP endpoint. The Kentyou UI was also extended to visualise the trial data and real-
time alerts. This upgrade ensures a comprehensive monitoring experience, enabling timely insights and deci-
sion-making. 
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    • AI Services: The API of the Kentyou Eye has been extended to support the integration of external AI 
models hosted in Docker containers or other HTTP endpoints, enhancing its adaptability to different use cases. 
Additionally, the connection between the AI Services and the Kentyou Eye has been finalised, enabling inte-
gration and visualisation of AI-generated results. This integration ensures that insights derived from AI models 
are easily accessible.  

In the context of COGNIFOG, Kentyou Eye was deployed and tested in cloud and edge environments. Mainly, 
Kentyou Eye was deployed a) in the cloud for the needs of Trial 2 (TMA) and planned to be used by Trial 3 
(LMS) and b) at the edge for the needs of Trial 1 (THALES), demonstrating its robustness across diverse 
deployment scenarios. Moreover, Kentyou Eye underwent initial tests with Kubernetes, focusing on its 
orchestration capabilities in cloud and edge environments. The results confirmed the feasibility of using 
Kubernetes to optimise scalability, but more extensive evaluation in production-like settings will be conducted. 

 

2.2 Connectivity layer modules 

The connectivity layer modules in COGNIFOG ensure seamless and secure communication across the edge-
cloud continuum and user devices. These modules support wired and wireless technologies and enable 
interoperability through tools like SDN frameworks, radio access network controllers, and publish-subscribe 
protocols. These modules play a critical role in integrating heterogeneous topologies within the Cognitive-Fog 
architecture by facilitating end-to-end connectivity and self-adaptive communication. 

 

2.2.1 Slice Manager  

We have recently implemented significant updates to the connectivity layer of our virtualised infrastructure to 
enhance network orchestration and edge computing capabilities by deploying the Slice Manager within Thales’ 
QuickStart. This virtualised setup consists of one cloud server and two edge nodes—edge1 and edge2—
interconnected through the cloud server, effectively emulating a cloud-edge architecture. 

The Slice Manager has been installed on edge2 to serve as a bridge to the orchestrator located in the cloud 
server. This configuration enables seamless communication between the edge node and the cloud orchestrator, 
facilitating the management and orchestration of network slices across the infrastructure. The Slice Manager 
on edge1 coordinates with the orchestrator to provision slice resources, manage slice workloads, and ensure 
efficient data flow between the edges and further down the network chain. This setup enhances connectivity 
between the cloud and edge nodes and allows for scalable testing of network functions and services in a 
controlled environment, leveraging the use of slices. 

 

2.2.2 Connectivity enablers between edge and cloud  

Updates on the connectivity enablers across the cloud-to-edge continuum have occurred in the Orchestrator 
and Monitoring stack components for this final framework version. Improvements in these technologies ensure 
seamless communication between environments and improve overall efficiency and performance on deployed 
workloads. 

The Orchestrator Manager and Orchestrator Agent received several improvements regarding metadata 
exchange in terms of application description and application deployments. The data structure has been updated 
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to include more detailed information about applications, facilitating a better understanding of application 
requirements and dependencies. 

On the Monitoring side, additional metrics have been integrated into the telemetry, providing a more detailed 
context about resources and their operational status, including cluster metadata and energy consumption, 
enhancing reporting capabilities that provide detailed insights into the performance and efficiency of cloud-to-
edge workload distribution. 

A more detailed description of these improvements has been presented in Deliverable D3.4.  

 

2.2.3 SensiNact platform  

The eclipse sensiNact platform has not undergone recent updates regarding its communication protocols. 
However, this is an anticipated outcome given that the communication protocols currently utilised (southbound 
MQTT bridge and northbound HTTP bridge) are robust, well-established, and designed for long-term 
reliability. As an open-source solution, Eclipse sensiNact has a strong foundation that effectively meets the 
project’s requirements, eliminating the need for frequent updates. This stability ensures seamless integration 
and dependable performance, making it a reliable choice for ongoing use. 

Eclipse sensiNact has been updated to provide a rule engine that allows end-users to create rules that can be 
evaluated against real-time data. Such rules include but are not limited to, creating alerts when the value of an 
IoT device exceeds some threshold or when the average value within a sliding window meets some criteria. A 
more detailed report on sensiNact’s rule engine implementation can be found in D4.4. 

 

2.2.4 IoT Edge Gateway  

Based on a modular multi-interface physical platform, the IoT Edge Gateway is designed to facilitate 
heterogeneous networking in the IoT-edge-cloud continuum. It acts as an intermediate element connecting 
low-capable devices at the far edge with the rest of the fog/cloud infrastructure in the COGNIFOG framework. 

Whereas the initial version of the IoT Edge GW presented in Deliverable D3.1: Application and connectivity 
layer modules initial version could only manage MATTER-based IoT devices running over WiFi, the current 
version supports MQTT-based IoT devices (see Figure 10). Regardless of the IoT device type, the IoT Edge 
GW adopts the CloudEvents JSON format specification to forward collected data via MQTT to other elements 
of the COGNIFOG framework.1  

                                                      

1 CloudEvents main website: https://cloudevents.io/.   
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Figure 10: IoT edge GW location between IoT devices and an edge server. 

The IoT Edge GW is equipped with a toolkit of open-source applications to support its operation, which can 
be deployed via K3s either locally or remotely.2 Table 2 summarises the available applications in the toolkit 
and categorises them based on their intended purpose. Other complementary open-source or proprietary 
applications to support different requirements from heterogeneous use cases could also be deployed via K3s. 

Table 2: Summary of functionalities of the IoT Edge GW application toolkit. 

Purpose Toolkit application(s) 

Communication with MATTER-
based end devices 

Home Assistant 
MATTER controller add-on for Home Assistant 

Communication with MQTT-
based end devices 

Mosquitto MQTT broker 
(alternatively, a Mosquitto MQTT broker add-on could also be installed 
in Home Assistant) 

Container management Portainer 

                                                      

2  To deploy services in the IoT Edge GW remotely, it is necessary to build a K3s cluster with a control plane node (e.g., a virtual machine) and a worker 
node (i.e., the Raspberry Pi). In addition, reliable communication between both nodes must be ensured. 
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Network performance testing iPerf3 

 

Below are brief descriptions of each toolkit application: 

 Home Assistant: Open-source home automation platform that allows users to control and manage 
various smart devices and services.3 It provides a user-friendly interface for managing and integrating 
various IoT devices from multiple technologies and communication protocols. When writing this 
document, the version of Home Assistant used was 2024.4.3. 

 MATTER controller add-on for Home Assistant: Plug-in for Home Assistant to control MATTER-
based end devices running over WiFi.4 When writing this document, the version of the MATTER 
controller add-on for Home Assistant was 5.9.0. 

 Mosquitto MQTT broker: Open-source message broker that implements the MQTT protocol.5 It 
enables communication between devices and applications in IoT and machine-to-machine (M2M) 
environments. Mosquitto provides lightweight messaging functionality, making it ideal for scenarios 
where bandwidth and resource usage must be minimised. 

A Mosquitto MQTT broker instance can be turned into an MQTT bridge, facilitating the connection 
between two MQTT brokers and enabling them to share messages across systems (see Figure 11). This 
approach is beneficial for linking local edge MQTT brokers with a central or remote MQTT broker. 
Typically, a local edge MQTT broker will bridge only a selected subset of its local traffic to ensure 
efficient data management and network usage. 

 

Figure 11: MQTT bridging concept. 

 Portainer: Open-source management and user interface for Docker/Kubernetes.6 It provides a 
simplified and intuitive GUI for managing containerised applications and clusters. With Portainer, 
users can quickly deploy, monitor, and scale containers without using complex command-line 
interfaces. 

                                                      

3 https://www.home-assistant.io/  
4 https://www.home-assistant.io/integrations/matter/  
5 https://mosquitto.org/  
6 https://www.portainer.io/   
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 iPerf3: Open-source tool for active measurements of the maximum achievable bandwidth on IP 
networks.7 It supports tuning various parameters related to timing, buffers and protocols (TCP, UDP, 
SCTP with IPv4 and IPv6). It reports the bandwidth, loss, and other parameters for each test. 

To utilise iPerf3, it must be installed on two machines: one serving as a server and the other as a client. 
Currently, an Edge Server is the iPerf3 server, and a Raspberry Pi is the iPerf3 client. However, once 
iPerf3 is installed on any machine, it can be configured as a server or a client, offering flexibility in its 
deployment and use. 

Figure 12 illustrates the internal architecture of the IoT Edge GW with the application toolkit. The connections 
between elements are colour-coded: red indicates deploying and managing applications via K3s, green 
signifies data transmission to/from MATTER-based end devices, and blue represents data transmission to/from 
MQTT-based end devices. 

 

 

                                                      

7 https://iperf.fr/  
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Figure 12: Internal architecture of the IoT Edge GW with the application toolkit. 

Lastly, it is worth noting that the IoT Edge GW integrates the fundamental functionalities of the RAN 
controller.8 For WiFi access networks. Specifically, when installed on a device equipped with a WiFi interface 
for downlink and an alternative uplink network interface, the IoT Edge GW can function as a WiFi access 
point. This enables it to provide radio connectivity to IoT devices while managing and controlling them 
efficiently. 

 

2.2.5 Polygraph monitors 

Polygraph monitoring is responsible for detecting any timing deviation from the model. The input for the 
monitoring is the XML model from the Polygraph analyses. Then, the monitor subscribes to all MQTT topics 
and verifies the periodicity of the messages. 

 

Figure 13: Screenshot of Polygraph monitor 

The communication with the monitoring stack of COGNIFOG is done using a Prometheus client library. When 
needed, a Prometheus server can scrap data from the Polygraph monitor and check for a deviation from the 
application model. 

                                                      

8 Initially considered as a component of the COGNIFOG project, the intelligent RAN controller was intended to provide an intelligent controller to 
manage and configure any radio solutions (including solutions that feature WiFi, 4G, 5G and V2X) and to interconnect these with the compute quantum. 
Nevertheless, the core WiFi network management functions of the RAN controller were integrated into the IoT Edge GW, streamlining the role of the 
latter within the system. 
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3 Validation tests and results 

3.1 Application layer modules 

This chapter shows the validation tests and results of the new components developed for the application layer 
modules.  

3.1.1 Validation test  
3.1.1.1 Communication with eBOS Dashboard 
This test aims to validate the model created from the eBOS Dashboard. These are the steps needed: 

1. Creating the model in the dashboard using the interface 
2. Submit the model. When the model is submitted, a web-socket message is sent. 
3. A Python script receives the model through the web socket 
4. This script transforms the JSON model to an XML model (input needed by Polygraph analysis) 
5. Polygraph analysis tests if the model is consistent and if it is alive 
6. The Python script generates an image of the model 
7. Using a POST HTTP method, the script sends the results of the analysis and the generated image of 

the model 

3.1.1.2 Communication with Prometheus Monitoring 
The Polygraph monitor is taking into input the Polygraph XML model generated from the eBOS Dashboard 
application model. 

Once the model is parsed, the monitor subscribes to all MQTT topics and sends the monitoring information to 
Prometheus. This test has already been validated at the CEA site. 

 

Figure 14: Screenshot from Prometheus displaying Polygraph monitoring values 

 

3.1.2 Validation test 
An extensive description of the various units, integrations and trials-specific tests in which Kentyou Eye is 
involved can be found in D4.5. This section reports further tests being conducted since M18. 
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3.1.2.1 Real-time integration and visualisation of alerts 
This test aims to verify that Kentyou Eye accurately receives, processes and displays real-time alerts from a 
backend system, maintaining usability and performance.  

To verify that the alert system is functioning correctly, we conducted the following tests: 

1. Real-Time Alert Reception. We used the TMA emulator as our backend system, sending real-time 
alerts. We used the already-established connectivity between the TMA emulator, the IoT Edge Gate-
way (I2CAT) and the Kentyou Eye to receive these real-time alerts. We ensured that the connection 
and data exchange were appropriately functioning. 

2. Multiple Alerts Handling. We simulated multiple alerts arriving quickly and confirmed that they were 
displayed in the correct chronological order. 

3. Alert Types. We simulated different alert types (“Alert” and “Notification”) and verified that each alert 
was visually distinguished via colour coding. Critical alerts receive a higher colour emphasis. 

4. Alert Dismissal. We confirmed that the alert is automatically dismissed from the backend and the UI 
after a specific time. 

5. Error and Connection Handling. We confirmed that in case of a connection loss, the pending alerts are 
displayed once the connection resumes. 

6. Alert Visualization. We ensured that the alerts were readable with appropriate font sizes and contrast. 

Figure 15, Figure 16 and Figure 17 show the Kentyou UI, displaying different types of real-time alerts 
(notifications as orange pop-ups and critical alerts as red pop-ups). All alerts had been generated for 
demonstration purposes using the TMA emulator. 

In the coming months, we aim to advance the development of our alert system by integrating a rule engine. 
This rule engine will allow the Kentyou Eye to evaluate dynamically defined conditions and trigger alerts 
accordingly. The end users will be able to define rules, and the engine will continuously evaluate them against 
incoming data to ensure immediate alerts. 
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Figure 15: Kentyou UI - Notifications and Alerts 1. 

 

Figure 16: Kentyou UI - Notifications and Alerts 2. 
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Figure 17: Kentyou UI - Notifications and Alerts 3. 

3.1.2.2 Integrating External AI Services to Kentyou Eye 
This test aims to verify that an externally provided AI Service can be integrated with the Kentyou Eye. This 
test will enable future integration activities with AI-based solutions from the trials. 

To verify that the integration of the AI Service is correct, we conducted the following tests: 

1. Environment setup. A Dockerized AI model is deployed, providing simple (dummy forecasts) AI 
results. We ensured that the docker container exposes an API endpoint (e.g., /predict) to deliver AI 
results. 

2. API Functionality Testing. We tested the AI endpoint to ensure that it provides valid responses in 
JSON format to different test requests. 

3. Integration Testing. We connected the Kentyou Eye to the Dockerized AI model’s API. We ensured 
the connection was achieved, and the AI results were represented in the sensiNact’s internal model. 

4. End-to-End Validation. The entire workflow was tested. AI results were correctly generated, 
transmitted to Kentyou Eye, made available through Kentyou Eye’s API and visualised in Kentyou 
UI. 

5. Robustness Testing. We performed tests on restarting the Docker container and ensuring the system 
reconnected seamlessly. 

The tests above remain Kentyou's proprietary code.  

 

3.2 Connectivity layer modules 

This chapter shows the validation tests and results of the new components developed for the application layer 
modules.  
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3.2.1 Validation test  
 

This test has been defined following the implementation described before. The Slice Manager has been 
installed on edge2 to serve as a bridge to the orchestrator located in the cloud server. This configuration enables 
seamless communication between the edge node and the cloud orchestrator, facilitating the management and 
orchestration of network slices across the infrastructure. The Slice Manager on edge2 coordinates with the 
orchestrator to provision resources, manage workloads, and ensure efficient data flow between the edges and 
further down the network chain. This setup enhances connectivity between the cloud and edge nodes and 
allows for scalable testing of network functions and services in a controlled environment. 

The Slice Manager deployed on edge2 manages network slices—a fundamental concept in 5G and beyond 
networks that allows multiple virtual networks to be created on top of shared physical infrastructure. Figure 
18 shows the deployment and running of the Kubernetes pod on edge2 in the Kubernetes environment;  

 

Figure 18: COGNIFOG testbed architecture. Containerized services than can be remotely deployed by the Orchestrator 
Manager 

 

3.2.2 .Validation tests ATOS   
Validation tests for the latest updates on the final version of the framework by ATOS will be carried out during 
the following weeks. They will be documented on the following deliverables of work package 4. 

 

3.2.3 Validation tests KENT 
No further testing has been conducted for Eclipse sensiNact regarding the communication protocols. As 
mentioned in Section 2.2.3, the Eclipse sensiNact platform has not undergone recent updates/tests, as the 
functionalities currently being utilised (southbound MQTT bridge and northbound HTTP bridge) are well-
tested and robust. 

The tests concerning the rule engine are described under Section 3.2.1.1.  

 

3.2.4 Validation tests – IoT Edge Gateway 
A preliminary implementation of a selected set of connectivity-related building blocks from the COGNIFOG 
framework was conducted within a controlled IoT testbed environment. This exercise aimed to validate these 
modules' proper deployment and interconnection on heterogeneous infrastructure elements across the IoT–
edge–cloud continuum. It then sought to demonstrate how the interplay of these modules currently facilitates 
the effective operation of an IoT application and how they could also contribute to cognitive connectivity 
capabilities in the future when integrated with the intelligent monitoring and orchestration elements from the 
COGNIFOG framework. 

An e-health application was simulated over this testbed environment, where several smartwatches worn by 
users monitored their activity and health status, periodically transmitting the acquired data to an external server. 
The COGNIFOG framework was responsible for deploying and managing the different services in the 
available computing and networking infrastructure. Ultimately, this setup would allow for the effective 
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visualisation, storage, and treatment of the data collected by the smartwatches and the immediate initiation of 
suitable actions in case predefined alarms or emergencies were detected. 

The modules from the COGNIFOG framework included in the testbed spanned across the IoT–edge–cloud 
continuum within a single K3s-based cluster with Cilium as the network manager. Real-end devices simulating 
the operation of smartwatches were located at the IoT level. The information acquired from these devices (i.e., 
traffic type C) was transmitted wirelessly to the IoT edge GW at the edge level. This element forwarded the 
received data to the edge server with two other traffic flows artificially generated: a UDP background stream 
(i.e., traffic type A) and synthetic information from a smartwatch simulator (i.e., traffic type B). A diagram of 
the proposed testbed architecture is shown in Figure 19. 

 

Figure 19: COGNIFOG testbed architecture. Containerized services that can be remotely deployed by the Orchestrator 
Manager. 

This testbed includes some of the main building blocks of the COGNIFOG building. It can deploy and manage 
all the necessary services for a typical IoT application across the available resources of the IoT–edge–cloud 
continuum and provide improved connectivity performance, even in situations of network congestion or 
instability.  

One of the capabilities validated in this testbed was cognitive connectivity, that is, to ensure end-to-end 
connectivity between services deployed across the IoT–edge–cloud continuum with self-adaptability. To do it, 
the network managed by COGNIFOG was populated with three different traffic types: A) a UDP background 
streaming flow, B) the MQTT traffic coming from a simulator of 150 IoT devices, and C) the MQTT traffic 
generated by two real IoT devices. It can be observed in Figure 20 that COGNIFOG can limit the BW of UDP 
background traffic to ensure proper delivery of traffic coming from real IoT devices.  
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Figure 20: End-to-end computed latency of MQTT messages sent by the two real IoT devices. 

Further details on the designed testbed, the conducted validation tests, and the obtained results can be found 
in our open-access scientific paper Presenting the COGNIFOG Framework: Architecture, Building Blocks 
and Road toward Cognitive Connectivity.9  

3.2.5 Validation tests CEA 
CEA will carry out validation tests for the latest updates on the final version of the framework during the 
following weeks. They will be documented on the following deliverables of work package 4. 

3.3 Associated source code 

The code for the application and connectivity layer modules that comprise the COGNIFOG stack is stored in 
a GitHub repository to ensure accessibility, version control, and collaborative development. Table 3 depicts 
the list of modules involved, along with links to their respective code repositories. It is worth noting that as the 
COGNIFOG project and its associated modules evolve, the mentioned repositories will be updated 
accordingly. 

Table 3: Summary of functionalities of the IoT Edge GW application toolkit. 

APPLICATION LAYER MODULES 

Module Link to associated code 

Front-End Dashboard 

GitHub Source Code: https://github.com/cognifog-
eu/comprehensive-dashboard 

Dashboard frontend URL: https://cognifoc.ebosrndportal.com 

Dashboard backend URL: https://cognifoc-api.ebosrndportal.com.  

Mock-Ups: 
https://www.figma.com/design/1tgI68xqMtH4gGOyhVKy7e/CO
GNIFOG?node-id=0-1&node-

                                                      

9 Adame, T., Amri, E., Antonopoulos, G., Azaiez, S., Berne, A., Camargo, J. S., ... & Shumaiev, K. (2024). Presenting the COGNIFOG Framework: 
Architecture, Building Blocks and Road toward Cognitive Connectivity. Sensors, 24(16), 5283. 
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type=canvas&t=CPDD1Mymr45FBWgD-0 
 

Polygraph Model  
Polygraph Monitoring: 
https://github.com/cognifog-eu/cea-polygraph-monitoring 

Composition of IoT 
microservices (Kentyou Eye) 

Closed product (authorised access to Kentyou UI will be provided 
in the upcoming months). 

CONNECTIVITY LAYER MODULES 

Module Link to associated code 

Slice Manager 
No source code is available, as the module is under license. 
Specific developments for COGNIFOG will be provided in the 
upcoming months. 

Connectivity enablers between 
edge and cloud  

Orchestrator Scheduler:  
https://github.com/cognifog-eu/orchestrator-scheduler/tree/v0.1  
Orchestrator Agent:  
https://github.com/cognifog-eu/orchestrator-agent/tree/v0.1  
Monitoring Aggregator:  
https://github.com/cognifog-eu/monitoring-aggregator/tree/v0.1  
Monitoring Manager:  
https://github.com/cognifog-eu/monitoring-manager/tree/v0.1  
Monitoring Agent:  
https://github.com/cognifog-eu/monitoring-agent/tree/v0.1  

Kentyou Data Hub  
(includes SensiNact platform) 

https://github.com/eclipse/org.eclipse.sensinact.gateway   

IoT Edge Gateway 
https://github.com/cognifog-eu/iot-edge-gw  
(MQTT broker: https://github.com/cognifog-eu/mqtt-broker)  

Polygraph monitors 
Polygraph monitors are application-specific.  
Since they are linked to a system, the code will be available when 
the system is specified. 
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4 Conclusions  

The present Deliverable D3.2. Application and Connectivity Layer Modules Final Version builds upon the 
initial developments documented in Deliverable D3.1, showcasing the advancements and refinements made 
over the past year. This document highlights the key updates and improvements to the application and 
connectivity layers of the COGNIFOG stack, focusing on the modules' enhanced functionality, 
interoperability, and validation results. 

The application layer now integrates a more robust Front-End Dashboard, improved APIs for third-party 
application onboarding, and enhanced data monitoring and analysis capabilities. Similarly, the connectivity 
layer has advanced with strengthened end-to-end communication protocols and better integration across 
heterogeneous topologies. These updates ensure seamless interaction across the edge-cloud continuum, 
supporting the self-adaptive nature of the COGNIFOG architecture. 

Together with the associated code repositories, this deliverable marks the culmination of Tasks T3.1 and T3.2 
in WP3, delivering mature, validated modules integral to the Cognitive-Fog framework. These final 
developments provide a solid foundation for future exploitation and adoption within the COGNIFOG 
ecosystem.As the project transitions into the next phases, the outcomes and modules developed in WP3 are 
expected to influence and integrate closely with the objectives of Working Package 4 (WP4) and Working 
Package 5 (WP5). Several dependencies and considerations emerge for the future development of the 
Cognitive-Fog framework: WP4 focuses on large-scale validation and optimization of the Cognitive-Fog 
framework. Modules developed in WP3, such as the Slice Manager, IoT Edge Gateway, and Polygraph 
monitors, will require further validation under real-world scenarios. WP5 is expected to focus on the 
deployment, scalability, and Use Cases of the Cognitive-Fog framework. 
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