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Executive summary

This document presents the final release of the data management tools and secure cloud-to-edge continuum
orchestrator as part of the COGNIFOG project. The document's objective is to summarise the updates and
enhancements of the framework, with a primary focus on developing a resilient, secure, and privacy-focused
computing environment.

The need for an intelligent orchestration system that operates from cloud to edge domains, emphasising data
management and security within the continuum, is addressed in this deliverable, providing a final version of
the orchestration system developed as part of Work Package 3.

The document's structure is divided into the following sections: “Data Management and AI” and “Secured
Continuum Management”. In the first section, the spotlight is on application, infrastructure, deployment
models, data harvesting, querying, and Al-supported application allocation. The second section is focused on
continuum orchestration, monitoring, network management interfaces, and security and privacy management.

This deliverable captures the current state of the COGNIFOG framework orchestration system and the
trajectory for future enhancements in the project. The technologies presented in this document, together with
the upgrades and methodologies integrated into COGNIFOG, pave the way for an advanced computing
continuum, manifesting the principles of intelligence, security and privacy that are part of the project.
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The following document outlines two important layers of the COGNIFOG stack: data management tools and

a secured cloud-to-edge continuum orchestrator. With the objective of creating a robust Al-empowered edge-

to-cloud continuum, partner groups from Task 3.3, Task 3.4 and Task 3.5 of WP3 have worked together to

refine and enhance the project’s framework. The final version builds upon the initial release, incorporating

important updates and enhancements to ensure a secure and efficient orchestration system. Detailed

descriptions of the technologies, features and source code of these activities are presented in the present

deliverable as a comprehensive guide to the progress made and the project's future trajectory.

The deliverable D3.4: “Data management tools and Secured cloud to edge continuum orchestration final
version”, outlines the activities undertaken as part of WP3 in the COGNIFOG project. Table 1 presents the

tasks related to this deliverable.

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions.

COGNIFOG Task

Respective

document

Justification

T3.3: Al-empowered data management modules
Task 3.3 will focus on the design and delivery of
specific methods, functions and features which are
relevant to the data management layer that shall be
provided by COGNIFOG to the different applications.
In this context, ATOS will design an extendable
Cognitive-Fog meta model to accommodate the needs
of the system and promote interoperability, building
the necessary data conventions. This will be used for
different applications to utilize COGNIFOG and allow
the flawless and trusted exchange of data. Moreover,
KENT will build a flexible data harvesting,

querying and analysis infrastructure to allow the
execution of data relevant operations

(including collection, analysis and Al, using both
custom as well as pre-trained models) on the different
locations of the cloud continuum (from far-edge to
edge and to the cloud), based on intelligent operations
that will decide the optimal execution points of each
operation. Furthermore, data access policy and
encryption methods will be embedded in the overall
design, so that operators can freely choose the degree
of security and data privacy they need in their
applications. Various architecture designs combining
blockchain with AI will be evaluated by SIEMENS to
provide a higher level of trust and decentralization.

chapter(s)

Section 2

Respective sections outline the
interaction between components
of the same task, different tasks
and different work packages of the
project, and a link to its source
code.

T3.4: Security and safety tools

This task aims at analysing the security and safety
requirements collected in WP2 and identifying the
corresponding tools and modules that need to be
implemented in COGNIFOG. I12CAT will conduct
continuous security and safety assessment will be
conducted hand in hand with the system design activity
in order to limit the possible cyber-threats and safety-
incidents resulting of a design flaw. The building

Section 3.2

Respective sections outline the
interaction between components
of the same task, different tasks
and different work packages of the
project, and a link to its source
code.

Grant Agreement: 101092968
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blocks provided by the partners will be also evaluated
and patched before being integrated within the
different layers. I2CAT will consider the network and
interconnections security from a cyber-security point
of view and security mechanisms such as access
control, encryption and identity verification will be
implemented wherever required. The security
assessment expertise will be mainly provided by
CYSEC which will also provide building blocks such
as ARCA Confidential Container, a Trusted Execution
Environments (TEE) for sensitive code and CYSEC
cryptographic service which will perform all

the cryptographic operations (key generation,
encryption, authentication...) on behalf of the different
services available within COGNIFOG. Finally, CEA
will bring a secure and performant operating system
for the edge level, based on XanthOS developed in
RUST language.

T3.5: Self-adaptive edge to cloud continuum
orchestration

This task will build an orchestration mechanism for
decentralized distributed computing nodes over the
edge to cloud continuum. It will orchestrate different
kind of workloads for containerized applications and
services. It will also assess smart and autonomous
strategies for workload
offloading/migration/placement and scaling
monitoring workload or infrastructures behavior from-
to IoT devices to edge/cloud tiers (runtime self-
adaptations) considering different metrics like cost,
energy efficiency, availability, performance, resource
limits, etc. The task will start with ATOS’ Continuum
Orchestrator asset for managing composed services
(workloads) across the lifecycle of all the tiers of the
continuum. CYSEC will ensure the security and
trustfulness of the orchestration, while I2CAT will take
in charge the orchestration from the self-adaptive
connectivity perspective by providing Network Slice
Manager. In addition, SIEMENS will bring its secure
and safe DevOps for intelligent systems and contribute
with Distributed Pipelines for Cloud to Edge
Continuum.

Section 3.1

Respective sections outline the
interaction between components
of the same task, different tasks
and different work packages of the
project, and a link to its source
code.

Grant Agreement: 101092968
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2 Data management and Al

This chapter delves into the core models and mechanisms that enable data-driven and Al-powered
functionalities within the COGNIFOG ecosystem. It begins by outlining the Application Model, which
facilitates the representation of applications and their components across the distributed infrastructure. The
Deployment Model and Infrastructure Model are then described, showcasing how the framework aligns
application requirements with available resources, considering factors such as energy consumption.

A significant focus of this chapter is the data harvesting, querying, and analysis capabilities provided by the
Kentyou Eye. This human-centric portal enables users to discover, access, and analyse data from a wide range
of sources, leveraging the open-source Eclipse sensiNact platform [1]. The chapter details the API endpoints
that allow interaction with the Kentyou Eye's data management and Al services.

Finally, the chapter explores the Al-supported application allocation functionality within the COGNIFOG
framework. It introduces the concept of costs and recommendations, which allow the system to make informed
decisions about the placement of workloads based on factors such as resource utilisation and predicted
execution costs. This Al-driven optimisation aims to enhance the overall efficiency and performance of the
COGNIFOG ecosystem.

2.1 Application Model

As an essential part of the COGNIFOG framework, the Application Model [1] facilitates the representation of
applications across the continuum. A refined structure that organises applications into different jobs is shipped
in this framework version.

Applications are divided into Jobs, which form a Job Group. Each Job includes components from the previous
version, such as UUID, Type, State, hardware requirements and the Kubernetes Manifest that represent each
component of an application.

The concept of Job Group includes all the parts that form an application into a bundle. This eases the link
representation between components for easy application handling by the COGNIFOG framework.

2.2 Deployment Model

The Deployment Model represents processes and structures involved in application deployment within the
COGNIFOG framework [2]. In this version, the model has been refined to align with the updated Application
Model; although it received substantial improvements, it ensures seamless integration and functionality in in
accordance with the framework updates.

2.3 Infrastructure Model

The Infrastructure Model provides a comprehensive overview of the resources available within COGNIFOG.
This version introduces new enhancements to the deployed resources' model centre energy consumption
metrics.

Energy consumption is a critical metric in the framework, as it optimises performance and sustainability in
cloud-to-edge deployments.

The model is designed to work seamlessly with the application and deployment models of the framework,
ensuring that job requirements are met and aligned with the available infrastructure resources. It also enables
the efficient orchestration of Jobs, considering resource availability and energy consumption and facilitating
informed decision-making during deployment.

2.4 Data harvesting, querying and analysis

The Kentyou Eye is a human-centric portal for discovering, harvesting, accessing, aggregating, querying,
analysing, and viewing data. Kentyou Eye can connect to multiple Kentyou Data Hubs and provide data from

Grant Agreement: 101092968 -12-
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a wide range of devices and data sources. The API of the Kentyou Data Hub, based on the open-source Eclipse
sensiNact [3], is provided in D3.3.

This deliverable describes the new advancements concerning the Kentyou Eye API. The Kentyou Eye API
provides access to the different Eclipse sensiNact gateways, modelling its data into concepts (Kentyou
concepts) and capabilities (Kentyou capabilities). A koncept models a sensiNact’s provider, while a kapability
demonstrates the sensiNact’s services and resources (see D3.1)

The GET resources presented in Table 2 are available:

Table 2: GET resources for sensiNact.

HTTP Request Description

Retrieve information about a particular

/sensinacts/{sensinactld} sensiNact instance

Retrieve  information about the
/sensinacts/ {sensinactld}/koncepts koncepts attached to a particular
sensiNact.

Retrieve information about a named

/sensinacts/ {sensinactld}/koncepts/{id} Koncept

Retrieve information about the current

/sensinacts/ {sensinactld}/koncepts/{id}/kapabilities state of the device's capabilitics.

Retrieve information about a named

/sensinacts/ {sensinactld} /koncepts/{id}/kapabilities/ {kapability} kapability

Kentyou Eye also has a dedicated API for the available Al Services, presented in Table 3. An Al Service may
consist of several runners, where a runner corresponds to a pre-trained Al model for tasks like prediction,
classification, etc. A given runner may have several runs. A run is a single instance of executing an Al runner
containing Al-generated results. The API below provides access to the Al Services runners and runs.

Although this API is primarily intended for internal use, with its primary user being the Kentyou Eye, we
provide some selected resources for better clarity and understanding. The API serves as a core component of
the Kentyou Eye, accessing Al-based results and visualising them within the Kentyou UL Access to this API
is restricted to authorised profiles with proper credentials. Authentication mechanisms include basic
authentication or token-based authentication, which is managed by Keycloak and ensures access control and
security.

Table 3: GET resources for Kenyou Eye Al Services.

HTTP Request Description

/{ATServiceld} Retr1.eV6 information about an Al Service using
the given ID.
/{AIServiceld}/runners Retrieve information about the runners for the

given Al Service.

Retrieve information about the runner for the

/{AlServiceld}/runners/ {runnerld} given AT Service and runner ID,

Retrieve information about the runs for the given

/{AlServiceld}/runners/ {runnerld}/runs Al Service and runner ID.

Retrieve information about the run execution for

/{AlServiceld}/runners/{runnerld}/runs/{runld} the given Al Service and runner ID

Grant Agreement: 101092968 -13-
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Retrieve the results of an existing run for the

/{AlServiceld}/runners/{runnerld}/runs/{runld}/results given Al Service, runner and run id,

2.5 AI Support for Application Allocation

The Smart Allocator functionality was extended to allocate applications to specific resources on the cluster.
The information specified in the Application and Deployment models has been sufficient to decide where a
workload should be placed in the cluster, considering its network requirements as defined by the channels.
When searching for a solution, the QoSSolver module ordered the nodes concerning a “priority” computed
like the one Kubernetes uses. It took into account the amount of CPU and RAM of workload, nodes, and other
workloads on a node. However, the default node ordering may not be optimal for every workload, and
additional data about the deployment environment may be available. Specially trained Al algorithms can
provide recommendations for node selection and predict workload costs for specific nodes. The Smart
Allocator should consider these additional parameters, such as cost predictions and Al-based
recommendations. Based on these factors, the Smart Allocator can reorder the nodes. This reordering
eventually influences how the QoSSolver searches for a solution. Moreover, it is an error to specify both
recommendations and costs for a workload. A low cost or a high recommendation does not necessarily force
QoSSolver to place the workload on a specific node since all other requirements must also be met (e.g., network
bandwidth, memory usage).

2.5.1 Costs

Specifying costs for a workload indicates how expensive it is to run a workload on a node. The cost for a
workload is a positive value. One can specify a cost for running any workload on a particular node or for a
specific workload on different nodes. If a cost is not specified, it defaults to 0. When a cost is specified for
both a node and a workload on a node, the cost is used.

QoSSolver uses the costs assigned to the nodes suitable to run a workload (considering CPU and RAM
requirements) to order them so that the node-specific costs increase. QoSSolver tries cheaper nodes first.

For technical reasons, Solver does not use the cost values directly but maps them into the range [0,1000].
QoSSolver uses the largest given cost value to map the costs into that range.

Costs ::="costs" (NodeCosts | WorkloadValues) WorkloadValues*
NodeCosts ::= "nodes" NodeValues
WorkloadValues ::= "workload" WorkloadRef NodeValues
NodeValues ::="(" (K8sName ":" Float)+ ")"

In the example below the cost for running workloads on node N is 10 and the cost for running workload A*W
on nodes N and M is 5. Hence, the cost for running workload A«W on node N is 5:

costs
nodes (N:10)
workload A*W (N:5 M:5)

2.5.2 Recommendations

Costs, as defined in the previous section, are sometimes not appropriate, and it is better to specify a preference
for different nodes for a workload, i.e., one specifies that a given node should have a strong preference (e.g.,
90%) to be used for a given workload.

One can specify a recommendation for one or more nodes for a workload. The value for a recommendation is
from the range [0,100]. A recommendation for a workload applies to all nodes in the cluster. Nodes not
explicitly listed have a recommendation value of 0. Nodes with recommendation value 0 may still be used for
workloads, but QoSSolver considers them last.

Grant Agreement: 101092968 -14-
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Recommendations ::= "recommendations" WorkloadValues+

In the example below the recommendation states that workload A*W1 should run more preferably on node N
than on node M or on node O. The second statement for A*W2 gives the same recommendations with the role
of M and N reversed. Recommendations give a hint to QoSSolver but do not enforce or prevent an assignment

as network and other criteria must be fulfilled.
Recommendations

workload A*W1 (N:90 M:30)
workload A*W2 (M:90 N:30 O:0)

Grant Agreement: 101092968 -15-
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3 Secured Continuum Management

3.1 Continuum Management

3.1.1 Continuum Orchestrator
3.1.1.1 Orchestrator Scheduler

Updates for the final version of the framework related to the Orchestrator Scheduler have focused on enhancing
the metadata exchange mechanisms between the components that communicate with it. This ensures an
accurate sharing of application descriptions and deployment details.

These updates aim to facilitate a better understanding and management of application requirements and
dependencies, including more detailed information about applications. Deployment metadata has also been
updated to provide comprehensive details such as status updates, resource allocation, and deployment
configuration, ensuring that all components involved in the deployment process have access to relevant
information. As a result of these refinements, the framework benefits from more efficient operation.

Improvements in the synchronisation protocols between the Orchestrator Scheduler and the Orchestrator Agent
ensure that changes are propagated quickly and accurately across the continuum, contributing to a more robust
and efficient orchestration process.

3.1.1.2 Orchestrator Agent

Significant enhancements have also been made to the Orchestrator Agent in this version, providing better
functionality and integration with the Orchestrator Scheduler and underlying components. The Agent now
includes improved metadata exchange, which is aligned with the Scheduler updates, facilitating a better
understanding and management of application requirements and dependencies.

Significant efforts have been made to enhance the Orchestrator's overall stability and continuous development
on both the Scheduler and Agent components. The objectives of these improvements are the reliable operation
of workloads on the framework, focusing on debugging, configuration, testing, and logging capabilities.
Updates on the logging and debugging field allow for easier identification and resolution of issues, while
configuration management enhancements allow for a more flexible and efficient setup of the components.
Together, these advancements strengthen and optimise the orchestration of workloads, aligning with the
objectives of the COGNIFOG platform.

3.1.2 Monitoring

The COGNIFOG framework's final version leverages the monitoring tools and processes to track the available
agents' and deployed workloads' resource utilisation and performance. This version includes several updates,
particularly integrating energy consumption metrics and enhancements to the Monitoring Manager and
Monitoring Agent.

3.1.2.1 Monitoring Manager
As a central aggregation and analysis tool for the framework metrics, the Monitoring Manager includes the
following updates in this version:

e Energy consumption aggregation: As part of the Monitoring Manager, the Aggregator now includes
the energy consumption collected data from deployed resources. With these enhancements, the
Aggregator allows for:

o Comprehensive energy metrics: providing detailed insights into the energy usage of the
specific components deployed across the continuum.

o Energy efficiency analysis: identifying the components that consume energy inefficiently and
enabling intelligent components to implement optimisation strategies.

Grant Agreement: 101092968 -16-
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As a continuation of the previous version, the Monitoring Manager also enables the visibility of traditional
performance metrics (CPU usage, memory utilisation, networking). It additionally enhances dashboards and
reports with energy consumption, offering a more robust view of resource utilisation and efficiency.

3.1.2.2 Monitoring Agent
Deployed on each resource node to collect detailed metrics, the Monitoring Agent collects and ensures accurate
observability to the central monitoring entity, the Monitoring Manager. In this version, updates include:

e Workload energy consumption extraction: to accurately measure and report the energy
consumption of workloads, the agent has been refined to include these metrics. By capturing the energy
footprint, it enables a more granular measurement of the individual components running within the
framework, enabling dynamic adjustments and optimisations in this manner.

e Cluster metadata collection: the agent has been updated to include more detailed cluster metadata,
such as configuration and status.

3.1.3 Network Management Interfaces

There has been no further development on Network Management interfaces since the previous deliverable.

3.2 Security and Privacy Management
3.2.1 Security Approach

The security approach described in deliverable 3.3 is still applicable.
3.2.2 Access Control

For the AI/ML algorithms developed by EBOS to identify abnormal events related to data security threats, the
dataset MQTTset was used. It is designed for IoT environments using the MQTT protocol, a widely adopted
publish/subscribe communication standard. The dataset uses Eclipse Mosquitto as the MQTT broker,
emphasising realistic network modelling. It includes legitimate communication and attack scenarios such as
SlowlITe, Bruteforce, Malformed data, Flooding, and DoS attacks [4]. Table 4 presents the features of the
dataset:

Table 4: MQTTset dataset features.

Description Protocol Layer

0

1 tep.flags TCP flags TCP

2 tep.time_delta Time TCP stream TCP

3 tep.len TCP Segment Len TCP

4 mgqtt.conack.flags Acknowledge Flags MQTT
5 mgqtt.conack.flags.reserve | Reserved MQTT

d

6 mgqtt.conack.flags.sp Session Present MQTT
7 mgqtt.conack.val Return Code MQTT
8 mgqtt.conflag.cleansess Clean Session Flag MQTT
9 mgqtt.conflag.passwd Password Flag MQTT
I mqtt.conflag.qos QoS Level MQTT
IO mqtt.conflag.reserved (Reserved) MQTT
WAl mqtt.conflag.retain Will Retain MQTT
IRl mqtt.conflag.uname User Name Flag MQTT
G mqtt.conflag. willflag Will Flag MQTT
Bl mqtt.conflags Connect Flags MQTT
IO mqtt.dupflag DUP Flag MQTT
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mgqtt.hdrflags Header Flags MQTT

mgqtt.kalive Keep Alive MQTT

mgqtt.len Msg Len MQTT

mqtt.msg Message MQTT

mgqtt.msgid Message Identifier MQTT

mqtt.msgtype Message Type MQTT

mgqtt.proto_len Protocol Name Length | MQTT

mqtt.protoname Protocol Name MQTT

mgqtt.qos QoS Level MQTT

mgqtt.retain Retain MQTT

mgqtt.sub.qos Requested QoS MQTT

mgqtt.suback.qos Granted QoS MQTT

mgqtt.ver Version MQTT

mgqtt.willmsg Will Message MQTT

mgqtt.willmsg_len Will Message Length MQTT

mgqtt.willtopic Will Topic MQTT

mgqtt.willtopic_len Will Topic Length MQTT

The dataset is divided into two subsets: Train.csv and Test.csv, with the training dataset used for training,
validation, and testing due to its large size. As observed in Figure 1, the dataset contains 8,456,823 network
flows, covering both normal and malicious traffic, distributed across 34 features with no missing values.
However, 806,960 duplicate entries were identified and removed to improve data quality. The dataset includes
26 continuous features, represented as floating-point columns, which were scaled using Z-score
normalisation. Additionally, the dataset contains 8 categorical features, which were transformed using one-
hot encoding to ensure compatibility with machine learning models. The target variable is classified into six
categories: 'legitimate' (0), 'bruteforce' (1), 'dos' (2), 'slowite' (3), 'malformed' (4), and 'flood' (5). The table
highlights the distribution of duplicate values across various categories of data in the dataset. The counts of
original entries, duplicate entries, and remaining unique values are presented for each type (legitimate,
bruteforce, DoS, SlowITe, malformed, and flood). The legitimate category has the largest number of duplicates
(80,275,550) compared to the originals, with 313,451 unique entries left, indicating that 96% of the dataset is
duplicated. In contrast, the flood category has the fewest duplicates (187), leaving 242 unique entries.

legitimate bruteforce dos slowite malformed flood
original 8341001 1015¢ 921156 6441 7646 429
dublicate 8027550 6749 26701 4479 3935 187
left 313451 3401 64455 1962 3711 242

Figure 1. Access Control Mechanisms in MQTTset Dataset.

Finally, the dataset is composed of 387,222 samples, encompassing both normal and malicious instances. Each
sample is characterised by 39 attributes, which provide detailed features and metrics.

Data Analysis

Figure 2Erreur ! Source du renvoi introuvable. illustrates the dataset's target distribution, displaying the
counts and percentages of each category. The majority class, "legitimate", constitutes 80.9% of the dataset,
significantly dominating the distribution. The other categories — "Dos", "malformed", "brutforce",
"slowite", and "flood"—represent 16.8%, 1.0%, 0.9%, 0.5%, and 0.1% of the data, respectively. This
highlights a severe class imbalance, with legitimate flows vastly outnumbering malicious ones, which may
impact the model's ability to effectively learn and detect minority class patterns. The use of techniques to
address this imbalance, such as resampling or weighted loss functions, may be required for better model
performance.
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Figure 2: Target Distribution in MQTTset Dataset

The dataset was partitioned into smaller, attack-specific subsets to enhance the accuracy of distribution
analysis and refine the feature selection process. This approach enables a more focused identification of the
most relevant features for each attack type. The subsets consist of 316852 samples for the combination of
Normal and Brute Force, 377906 samples for Normal and DoS, 315413 samples for Normal and Slowloris,
317162 samples for Normal and Malformed, and 313693 samples for Normal and Flood. This strategic
partitioning facilitates more precise estimation of feature coefficients and supports the application of Logistic
Regression with L1 regularisation (Lasso) for effective feature selection tailored to each specific attack type.

The following process was employed to identify the most important features across the different subsets of the
dataset. First, Logistic Regression with L1 regularisation (Lasso) was applied to each attack-specific subset to
select the most relevant features. The highest-ranked features from each subset were then identified and stored
separately. Next, the union of these highest-ranked features across all subsets was computed to find the optimal
set of features for the entire dataset. This approach ensures that only the most universally significant features
across all attack types are retained.

The features selected through this process are:
['tep.time delta’, 'mqtt.conflags 3', 'mqtt.conflags 0', 'mqtt.msgtype’,
'tep.flags'’, 'mqtt.conack.flags 0', 'mqtt.kalive’, 'mqtt.qos’, 'mqtt.len’,

I.

'mqtt.conack.flags 1', 'mqtt.protoname_1', 'mqtt.dupflag’,
'mqtt.conack.val’, 'mqtt.conflag.passwd’, 'mqtt.conflag.cleansess', 'mqtt.proto_len’',
'mqtt.msgid’, 'mqtt.conflag.unam e', 'mqtt.conflags 1', 'mqtt.hdrflags’, 'mqtt.msg’, 'mqtt.ver', 'tcp.l

!

en', 'mqtt.protoname 0']
Logistic regression with .1 Regularisation

This section will demonstrate only one sample of how the features are selected based on Logistic regression
and L1 regularisation.

Figure 3 displays the feature coefficients from a logistic regression model with L1 regularisation applied to a
dataset containing normal and DoS samples. Each bar represents the coefficient value of a feature, indicating
its contribution to the model's predictions.
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Features with positive coefficients (above zero) positively influence the classification of one class, while those
with negative coefficients (below zero) favour the opposite class. Notably, features like tcp.time delta and
mgqtt.msg have significant negative coefficients, suggesting a strong contribution to detecting one class,
possibly DoS. On the other hand, features such as mgtt.proto_name and mgqtt.ver have large positive
coefficients, likely indicating their relevance to the other class, such as normal samples. Regularisation has
sparsified the coefficients, meaning some less impactful features have values close to zero, effectively reducing
their influence in the model. This visualisation provides insights into the dataset's most and least important
features for distinguishing between normal and DoS traffic.

Feature Coefficients from Logistic Regression with L1 Regularization
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Figure 3: Feature Coefficients from Logistic Regression with L1 Regularisation.

Thread Detection with Al

This section outlines the methodology for identifying potential threats within network traffic. The core concept
involves training a model on normal network flows, to detect deviations from this behaviour. When a flow
exhibits behaviour that significantly differs from the normal patterns, it is classified as abnormal or malicious.
There are numerous approaches to implementing this anomaly detection technique, ranging from traditional
machine learning methods to more advanced deep learning techniques. In this study, we focus on one method,
Autoencoders, using Deep Neural Networks (DNN). Before implementing any anomaly detection technique
(Autoencoders), we first train a Random Forest model.

The dataset has been split into a training set and a testing set. The training set contains 309,777 samples with
24 features, while the testing set includes 77,445 samples with the same number of features. The target variable
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in both sets consists of six distinct classes (0, 1, 2, 3, 4, 5). In the training set, class 0 is the most prevalent with
250,760 samples, followed by class 2 with 51,564 samples. Classes 1, 3, 4, and 5 have significantly fewer
samples, with class 1 having 1,569, class 3 having 194, class 4 having 2,721, and class 5 having 2,969 samples.
The testing set shows a similar distribution, with class 0 still dominating at 62,691 samples, followed by class
2 with 12,891 samples. Classes 1, 3, 4, and 5 in the testing set are also underrepresented, with class 1 having
393, class 3 having 48, class 4 having 680, and class 5 having 742 samples. This split ensures that the model
is trained and evaluated on both a balanced set of features and a diverse set of class distributions.

The Random Forest model is configured with specific hyperparameters to optimise its performance. The
hyperparameters include 50 estimators (trees), a maximum tree depth of 100, and the 'entropy’ criterion for
measuring the quality of splits. The model will also use bootstrapping (sampling with replacement) during
training to enhance model robustness and generalisation. The random state is fixed at 42 to ensure
reproducibility of results. To address the class imbalance in the dataset, class weights are calculated to give
more importance to the underrepresented classes. These weights range from 0.21 for class 0 (the majority
class) to 266.68 for class 3 (the least represented class). The weights for classes 1, 2, 4, and 5 are also adjusted
accordingly, with class 1 receiving the highest weight (32.89). These class weights help the model focus more
on minority classes, ensuring a better balance between precision and recall across all classes.

The model has achieved an overall accuracy of 99.27%, resulting in just 567 errors out of 77,445 samples.

Classification Report:

precision recall fl-score support

e 1.00 1.20 1.00 62691

1 1.00 1.20 1.00 393

2 0.99 0.99 .99 12891

3 .69 0.85 .77 43

- .67 0.67 .67 680

5 .69 0.72 ©.70 742

accuracy .99 77445
macro avg ©.34 0.87 .36 77445
weighted avg 0.99 9.99 0.99 77445

Figure 4: Random Forest Model Performance Metrics.

The classification report in Figure 4 shows performance across most classes, with precision, recall, and F1-
score for class 0 and class 1, indicating that these classes are well-predicted. Class 2 also performs well, with
precision, recall, and F1-scores of 0.99. However, the model struggles with the minority classes, particularly
class 3, where the Fl-score is lower at 0.77, and classes 4 and 5, which have Fl-scores of 0.67 and 0.70,
respectively. These lower scores suggest that the model has difficulty accurately predicting the smaller classes.
The macro average, which averages performance across all classes without considering class imbalance, shows
an F1-score of 0.86. The weighted average, which takes into account the support (number of instances in each
class), shows a high F1-score of 0.99, highlighting the model's success in predicting the majority class.
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ROC Curve for Multi-Class Classification

1.0 — v
4
l,,
I,
4
0.8 i
7/
,/
o 2
O /,
X 06 +
()] Vs
> 7/
E 7/
Q 04 ,’
e 7%
= / —— Class 0 (AUC = 1.00)
/' —— Class 1 (AUC = 1.00)
0.2 i —— Class 2 (AUC = 1.00)
PR s —— Class 3 (AUC = 0.99)
k3 —— Class 4 (AUC = 0.98)
00 ¥ —— Class 5 (AUC = 0.98)
0.0 0.2 04 0.6 0.8 1.0

False Positive Rate
Figure 5: ROC Curve for Random Forest Model

The ROC curve, as Figure 5 displays, class 0 shows excellent performance with high TPR and low FPR,
reflecting strong classification. Class 1 also performs well, with perfect precision and recall, resulting in an
AUC close to 1. Class 2 shows good performance, but classes 3, 4, and 5, which are minority classes, have
lower TPR and higher FPR, indicating difficulties in classification, though their AUC values remain above
0.5.

Autoencoders

Autoencoders, a type of neural network, are commonly used for anomaly detection. They work by
compressing input data into a lower-dimensional space (encoding) and then reconstructing it (decoding).
Trained exclusively on normal data, autoencoders flag anomalies by measuring reconstruction error—
abnormal data, being unfamiliar, generates higher errors. Their architecture includes an encoder, a decoder,
and a bottleneck layer, which captures the data's compressed representation. Autoencoders are advantageous
for high-dimensional datasets and scenarios where labelled anomalous data is unavailable. However, they may
struggle with anomalies resembling normal samples.

An autoencoder comprises an encoder and a decoder working together to process data. The encoder
compresses the input into a lower-dimensional representation, capturing its key features, while the decoder
reconstructs the original data from this compressed form. This structure enables the autoencoder to learn
meaningful patterns, making it effective for anomaly detection and dimensionality reduction tasks.

Methodology used ( Figure 6):

1. Train the autoencoder using normal (non-malicious) traffic data.

2. Compute the reconstruction loss for the training data and identify the mean p and standard deviation
o of the loss distribution.

3. Set a threshold for detecting anomalous traffic as p+z-c where z is a parameter determined by trial and
error

4. For any new traffic flow, calculate its reconstruction loss with the trained autoencoder and classify it
as benign or malicious based on the defined threshold.
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Train AutoEncoder Model

Reconstruct

Thresholding Classification

Figure 6: Autoencoder Architecture for Anomaly Detection.
Autoencoder Model

The provided model is an autoencoder architecture consisting of an encoder and a decoder and can be seen in
Figure 7. The input layer receives data with 22 features, which is then passed through the encoder section,
gradually reducing the dimensionality from 22 to 4 neurons in the latent space. The encoder contains three
dense layers with 32, 16, and 4 neurons, respectively. The decoder part reconstructs the data, increasing the
dimensionality back to 22, using two dense layers with 16 and 32 neurons, and finally outputs the reconstructed
22 features. The model has a total of 2,688 parameters, with the encoder focusing on compressing the data and
the decoder on reconstructing it to match the original input. This architecture is typical for unsupervised tasks
such as anomaly detection and feature extraction.

Model: "autoencoder”

Layer (type) Output Shape Param #

input (InputLayer) ( y dR)

encoder (Dense)

dense (Dense)

latent (Dense)

dense_2 (Dense)

dense_1 (Dense) ‘ ( > 16)
output (Dense) ‘

Figure 7: Layers of Autoencoder Model.
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The model was trained using an EarlyStopping callback that monitors the validation loss. It triggers early
stopping if the validation loss does not improve by at least 0.001 for 10 consecutive epochs, and it restores the
best model weights after training. For model compilation, the Adam optimiser with a learning rate of 0.001
was chosen (selected after trial and error), and the loss function was set to Mean Absolute Error (MAE). The
training configuration specifies that the model will train for up to 100 epochs with a batch size of 16, and
25% of the data will be used for validation. The training data will be shuffled before each epoch, and the

EarlyStopping callback will be applied during training. Additionally, validation data can be provided explicitly
if needed.
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Figure 8: Validation Losses of Autoencoder Model.

The model's training and validation losses across 30 epochs are shown in Figure 8. The loss amount is displayed
on the y-axis, while the epoch number is on the x-axis. The training loss is represented by the red line with
circle markers, which exhibits some volatility but slowly declines as training continues on. The validation loss,
which also lowers initially but shows greater unpredictability and a significant spike in the latter epochs, is
represented by the blue dashed line with circle markers. Given that the validation loss begins to rise while the
training loss is falling, this shows that the model can be overfitting after a period.

After training the model on normal traffic flows, we validated it using a separate set of normal flows. For each
sample in the validation set, the reconstruction loss was calculated to create a distribution of losses. From this
distribution, the threshold was determined using the formula pt+z-o, where p represents the mean of the
distribution, o is the standard deviation, and z is a tuning parameter selected through trial and error. In this
case, z was set to 1.5. Based on this calculation, the final threshold was established at 0.566. This threshold
helps distinguish normal flows from potential anomalies.

Figure 9 illustrates a histogram of reconstruction errors (Mean Absolute Error - MAE) from the autoencoder's
validation phase, with most values concentrated near the lower range. The green dashed line represents the
mean of the reconstruction error distribution, highlighting the central tendency of the data. The red dashed line
marks the threshold, calculated as p+z-c, where p is the mean, o is the standard deviation, and z is a chosen
parameter. The reconstruction errors range from 0.0 to 3.5 on the X-axis, with the most frequent values
occurring between 0.1 and 0.2, reaching a peak frequency of over 10,000 on the Y-axis. Reconstruction errors
exceeding the threshold of 0.50 are infrequent, signifying potential anomalies within the data.
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Figure 9: Histogram of Reconstruction Errors in Autoencoder Validation.

After defining the threshold, the model was evaluated using new, unseen samples consisting of 57,663 normal
and 19,782 malicious samples. It is important to note that specific attack types did not categorise the malicious
samples; instead, all attack types were uniformly labelled as 1. During this evaluation, the algorithm achieved
an overall accuracy of 91%.

precision recall fl-score support

Normal .98 0.90 .94 62667
Attacks .69 9.93 .79 14778
accuracy .91 77445
macro avg .84 9.91 ©.87 77445
weighted avg 0.93 0.91 .91 77445

Figure 10: Performance Metrics for Anomaly Detection Model.

The classification report shown in Figure 10 indicates that the model achieves accuracy equal to 91% and
performs exceptionally well on the majority "Normal" class with a precision of 0.98 and F1-score of 0.94,
though its recall is slightly lower at 0.90. For the minority "Attacks" class, the model demonstrates strong
recall (0.93), meaning it identifies most attack instances, but its precision is significantly lower (0.69), resulting
in an Fl-score of 0.79, indicating some false positives. Overall, the macro averages suggest balanced recall
across both classes, while the weighted averages highlight the dominance of the larger class in influencing the
overall performance. This implies a need for improvement in precision for the "Attacks" class to enhance
reliability.
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Figure 11: Confusion Matrix for Autoencoder Model.
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The confusion matrix in Figure 11 shows that 90% of true "Normal" instances were correctly classified as
"Normal," while 10% were incorrectly labelled as "Attack." On the other hand, 93% of true "Attack" instances
were accurately identified as "Attack," with 7% misclassified as "Normal." This indicates strong classification

performance with minimal misclassification rates.

ROC Curve for Autoencoder-based Anomaly Detection
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Figure 12: ROC Curve for Autoencoder Model.

1.0

Figure 12 shows the Receiver Operating Characteristic (ROC) curve for an autoencoder-based anomaly
detection system. The graph plots the True Positive Rate (TPR) against the False Positive Rate (FPR) to assess
the system's classification performance. The curve, shown in orange, has an Area Under the Curve (AUC) of
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approximately 0.929, indicating strong performance. The diagonal dashed blue line represents the baseline for
a random classifier (AUC = 0.5). The ROC curve is positioned close to the upper-left corner, reflecting the
system's ability to effectively distinguish between normal and anomalous data with minimal false positives.

3.2.3 Access Control using Keycloak

As part of our ongoing efforts to enhance the security and accessibility of our system, we have developed a
Keycloak Node.js Demo Application. This demo app serves as a practical example of integrating Keycloak for
secure authentication and identity management within a Node.js environment. The application is designed to
streamline deployment and configuration, facilitating teams in replicating the setup for testing or further
development. Key features include:

e Keycloak Integration: Secure user authentication and authorisation managed through Keycloak, an
open-source Identity and Access Management tool.

e Containerisation with Docker: The application is containerised for portability, and Docker Compose
is used to manage both the Keycloak server and the Node.js app.

¢ Environment Configuration: A file supports flexible configurations for various environments,
such as setting up URLs and secrets.

e Ease of Deployment: Detailed instructions for cloning, configuring, and deploying the application are
provided, ensuring a smooth setup process.

Component Updates

Since the submission of the initial deliverable (D3.3), substantial advancements have been made to strengthen
and extend the access control mechanisms within the system, ensuring a more secure and cohesive framework.
One of the most notable enhancements was the introduction of Keycloak-based security for communication
between the Orchestrator and the Slice Manager, which had previously lacked any form of access control. This
improvement builds upon the existing security measures implemented for the communication between the
Dashboard and the Orchestrator, which are already safeguarded using Keycloak and JSON Web Tokens
(JWTs). These updates create a more comprehensive security model that addresses previously identified gaps.

Updates to Access Control Mechanisms

A critical focus of this phase was enhancing the communication security between the Orchestrator and the
Slice Manager, aligning it with established practices for other system interactions. Key steps taken include:

1.  Registration of Orchestrator and Slice Manager as Keycloak Clients: Both the Orchestrator and
the Slice Manager are now configured as clients within the Keycloak identity and access management
system. This configuration ensures that all communications between these components are
authenticated and authorised through Keycloak.

2. JWT-Based Authentication for API Calls: The Orchestrator now acquires a JWT from Keycloak
as part of the authentication process. This token is included in API calls directed to the Slice Manager,
enabling secure and verified communication.

3. Validation of JWTs on the Slice Manager Side: The Slice Manager has been enhanced to validate
incoming JWTs using either Keycloak’s introspection service or adapter functionality. This ensures
that only authorised requests are processed, significantly reducing the risk of unauthorised access.

Centralised Role and Permission Management

To further enhance security and streamline system administration, all roles and permissions have been
centralised within Keycloak. This consolidation allows for a unified and standardised approach to access
control, making it easier to define and enforce policies across the entire system. The Role-Based Access

Grant Agreement: 101092968 -27-



D3.4: Data management tools and Secured cloud to edge continuum orchestration
final version *COGN”:OG

Control (RBAC) model implemented in Keycloak provides fine-grained control over permissions, ensuring
that each user and component can access only the resources and actions required for their designated roles.

Additional Considerations

Several operational and performance considerations were addressed as part of the updates to the access control
framework:

o Token Management Policies: Detailed policies for token expiry and renewal have been established
to maintain the security and continuity of operations. These policies ensure that tokens are valid
appropriately while minimising potential misuse from expired tokens.

e Performance Optimisation through Caching: Caching mechanisms have been employed for token
validation processes to reduce latency and improve system responsiveness. This optimisation balances
security and performance, particularly in high-traffic scenarios.

e Granular Role Configurations: The RBAC model has been refined to support precise access control
at a granular level, ensuring that roles and permissions align closely with operational requirements.

Scope Adjustment: Exclusion of the RAN Controller

The RAN Controller access control remains entirely feasible as part of our solution. However, due to the
module's readiness during access control setup and deployment, it has not been integrated into the current
design. This approach ensures the access control framework is adaptable to include the RAN Controller when
it aligns with the system's readiness and deployment priorities. It maintains flexibility for future integration
while addressing immediate project needs.

The updates to the access control mechanisms represent a critical step forward in the project, addressing
previously identified security gaps and enhancing the overall robustness of the system. By extending Keycloak
integration, centralising role and permission management, and incorporating essential performance
optimisations, the system is better equipped to meet current and future security demands. These updates ensure
a unified and scalable access control framework that aligns with the dynamic requirements of the project.

3.2.4 Trusted Execution Environments

A new specific version of ARCA OS has been developed to meet the requirements of the COGNIFOG stack.
The first iteration included only k3s and was only available on ARM, but now that the requirements have
evolved, we are focusing on a more optimal solution that better fits the needs of the components. This will
facilitate the deployment and integration of COGNIFOG services on a secure, trusted execution environment.
To this end, a second version of ARCA OS is being developed, including two new software packages, kind
and helm. This version will also be available on ARM and x86 to protect both the edge and the cloud.
Otherwise, the original design of the operating system described in Deliverable 3.3 will remain unchanged.

3.2.5 Cryptographic Services

The cryptographic service has not been updated since Deliverable 3.3.

3.2.6 Security and Trustfulness of the Orchestration

The security and trustfulness of the orchestration have not been updated since Deliverable 3.3.
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4 Associated source code

In Table 5, the key components of the platform are presented, providing a clear overview of its roles
and functionalities. These repositories and documentation simplify the understanding of the system’s
design and encourage collaboration by offering contributors and stakeholders a straightforward path
to engage with the framework’s development and improvement.

Table 5: Link to the associated code of COGNIFOG components.

Module Link to associated code

SensiNact Gateway https://github.com/eclipse-sensinact/org.eclipse.sensinact.gateway
QoS Scheduler https://github.com/cognifog-eu/qos-scheduler

QoS Solver https://github.com/cognifog-eu/qos-solver

Orchestrator Scheduler https://github.com/cognifog-eu/orchestrator-scheduler/tree/v0.3.0
Orchestrator Agent https://github.com/cognifog-eu/orchestrator-agent/tree/v0.3.0
Monitoring Aggregator https://github.com/cognifog-eu/monitoring-aggregator/tree/v0.3.0
Monitoring Manager https://github.com/cognifog-eu/monitoring-manager/tree/v0.3.0
Monitoring Agent https://github.com/cognifog-eu/monitoring-agent/tree/v0.3.0
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5 Conclusions

The second iteration of the COGNIFOG continuum orchestrator, as detailed in the present deliverable, marks
an important milestone in the project. Aiming for a robust, secure, and privacy-focused workload continuum
framework, the collaborative efforts that the partners have invested in WP3 have culminated in an advanced

and complete framework, thanks to the dedication and expertise of the technology providers that take part in
it.

As the project advances, the focus shifts towards the integration readiness of the platform within its use cases,
based on real world usage of the framework. By incorporating advanced features and refining existing ones,

the iterative nature of the development process aligns with COGNIFOG’s commitment to staying at the
forefront of technological progress.

As a summary, this document captures the current state of the framework development and its trajectory for
future enhancements in the context of use case integration. The updates and progress made in COGNIFOG
components establish the foundation for an advanced computing continuum, supporting the project’s
objectives of enhancing performance and promoting sustainability.
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