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1 Executive summary  

The COGNIFOG project showcases the transformative potential of edge-cloud computing 

enhanced by artificial intelligence. As industries and public services grow increasingly dependent on 

real-time data and seamless integration, COGNIFOG offers a robust, scalable, and adaptable platform 

to address these emerging needs. This white paper focuses on three pivotal use cases, each tailored to 

demonstrate the platform's capabilities in unique environments. 

• Collaborative Urban Missions: Enhancing disaster management and urban safety through 

real-time insights and efficient resource coordination. With its edge-cloud capabilities, 
COGNIFOG empowers emergency teams to act quickly and collaboratively, reducing response 

times and minimizing impact on urban populations. 

• E-Health Services: Addressing the pressing challenges of remote healthcare delivery, 
especially in underserved regions. COGNIFOG enables secure, real-time monitoring of patient 

health using IoT devices and ensures timely intervention through AI-powered analytics. 

• Smart Manufacturing: Revolutionizing industrial processes by enabling predictive 
maintenance, dynamic workload distribution, and operational flexibility. By leveraging the 

platform's cognitive capabilities, manufacturers can achieve greater efficiency and adaptability 

in responding to market demands. 

Through these use cases, COGNIFOG demonstrates its ability to solve critical challenges, including 
latency, resource constraints, and system scalability. The project’s innovations provide clear benefits to 

industries, improving operational efficiency, reducing costs, and fostering collaboration across sectors. 

This white paper focuses on the use cases to demonstrate the challenges we face and the issues that 
need to be addressed through the development of the COGNIFOG platform. By outlining these 

scenarios, it establishes the foundation for how COGNIFOG aims to tackle these challenges and meet 

the outlined requirements effectively. 
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2 Introduction 

The rapid digital transformation across industries and public services has introduced new 

opportunities and challenges, highlighting the need for innovative solutions to address dynamic and 

complex workflows. As organizations adopt digital technologies, the volume of data generated at the 

edge—by IoT devices, sensors, and connected systems—continues to grow exponentially. Effectively 
managing this data requires systems capable of real-time processing, low latency, and operational 

reliability. However, traditional cloud-centric architectures often fall short of meeting these demands, 

particularly in scenarios requiring immediate decision-making and rapid response. 
This white paper focuses on the use cases that reveal the gaps in existing solutions and define the 

requirements for the development of the COGNIFOG platform. By examining the challenges and 

constraints faced in disaster response, healthcare, and manufacturing, the document establishes the 
operational and technical issues that COGNIFOG aims to address. The Collaborative Urban Missions, 

E-Health Services, and Smart Manufacturing use cases offer practical insights into how edge-cloud 

systems need to evolve to deliver real-time performance, scalability, and security in demanding 

environments. The Collaborative Urban Missions use case highlights the need for real-time situational 
awareness and resource coordination to enhance disaster management efforts. In E-Health Services, the 

focus is on providing accessible healthcare solutions in underserved regions, requiring IoT-enabled 

monitoring and secure data processing. The Smart Manufacturing use case emphasizes optimizing 
workflows and minimizing downtime through predictive analytics and adaptive system orchestration. 

These use cases collectively underline the need for scalable, secure, and adaptable solutions. The 

challenges they present—ranging from latency and resource allocation to data security and energy 

efficiency—shape the development of the COGNIFOG platform. This platform’s architecture is 
envisioned to address these critical gaps, providing organizations with tools to modernize their 

operations and enhance sustainability, efficiency, and resilience. 

This document does not yet showcase the COGNIFOG platform’s implementation but instead sets 
the foundation for its development. It presents the challenges faced in real-world scenarios and the 

requirements they generate, offering a roadmap for how COGNIFOG can address these issues in the 

upcoming trials. By exploring these use cases, stakeholders can better understand the problems at hand 
and how COGNIFOG’s edge-cloud approach is designed to provide effective solutions. 
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3 COGNIFOG platform overview 

The COGNIFOG platform addresses the operational and technical challenges identified in diverse 

use cases, offering a blueprint for the future of edge-cloud systems. By integrating edge computing, fog 

computing, and cloud technologies, the platform is designed to handle complex operations that demand 

real-time processing, scalability, and resource optimization. This multi-layered architecture ensures 
data is processed where it is most effective—locally at the edge for latency-sensitive tasks and in the 

cloud for large-scale computations and long-term insights. Traditional centralized cloud systems often 

fail to meet the needs of dynamic, time-critical applications, such as disaster response, healthcare 
delivery, and industrial optimization. COGNIFOG overcomes these limitations with its edge-cloud 

continuum, intelligently distributing tasks across edge, fog, and cloud layers. This approach minimizes 

latency, optimizes resource utilization, and enhances system reliability. Moreover, the COGNIFOG 
platform offers a range of key functionalities designed to address the challenges identified in diverse 

use cases. It leverages advanced AI capabilities to enable real-time data analysis, predictive analytics, 

and proactive decision-making, allowing the system to dynamically adapt to changing conditions. Its 

multi-layered scalability ensures seamless handling of workloads, from small IoT networks to large-
scale infrastructures. Robust security measures, including end-to-end encryption and GDPR 

compliance, protect data integrity and confidentiality, while open APIs and adherence to industry 

standards ensure interoperability with existing systems. Additionally, the platform prioritizes energy 
efficiency by processing data locally at the edge, reducing dependency on continuous cloud connectivity 

and minimizing overall power consumption. Together, these features make COGNIFOG a versatile and 

adaptable solution for modern operational challenges.  

The real-world applicability of the COGNIFOG platform is demonstrated through its ability to 
address the challenges faced in diverse use cases such as Collaborative Urban Missions, E-Health 

Services, and Smart Manufacturing. In Collaborative Urban Missions, COGNIFOG enhances real-time 

situational awareness and resource allocation during disasters, enabling rapid responses to emergencies. 
In E-Health Services, the platform facilitates remote healthcare delivery by integrating IoT-enabled 

monitoring devices and enabling real-time data processing, ensuring timely medical interventions in 

underserved areas. In Smart Manufacturing, COGNIFOG optimizes industrial workflows through 
predictive maintenance, dynamic task allocation, and efficient resource management, reducing 

downtime and improving productivity. These use cases showcase how the platform's flexible 

architecture and intelligent capabilities can solve operational challenges and drive efficiency across 

various sectors. 
The cross-domain benefits of the COGNIFOG platform extend beyond specific use cases, 

providing shared solutions to common challenges across industries. Its scalable architecture allows 

organizations to start with small edge deployments and gradually expand to include fog and cloud 
resources as needed, ensuring flexibility and future-proofing. The platform’s focus on energy efficiency 

reduces operational costs and minimizes the environmental impact by processing data locally at the 

edge, reducing the need for constant cloud connectivity. COGNIFOG’s modular design facilitates easy 
integration into existing systems, while maintaining high standards of security and compliance. These 

cross-domain capabilities make the platform adaptable to diverse operational needs, offering a 

comprehensive solution for industries ranging from urban management to healthcare and 

manufacturing. 
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4 Use cases under study 

4.1 Collaborative Urban Missions 

Centennial floods, like those experienced in Paris, reveal critical vulnerabilities in urban 
infrastructure, disrupting transportation, communication networks, and emergency responses. The 

historic flood of the Seine in 1910 reached a peak of 8.62 meters, leaving a lasting impact on the city. 

Today, the risk is heightened by climate change and denser urbanization, as evidenced by the 2016 

flood, which peaked at 6.10 meters and underscored the fragility of Paris’s seven-layer underground 
infrastructure. A future flood of similar magnitude could affect 400,000 homes, necessitate the 

evacuation of 800,000 people, and impact millions. To mitigate such threats, authorities must conduct 

risk assessments to identify vulnerable infrastructure, restrict access to high-risk areas, and ensure 
emergency services are equipped to deliver essentials like shelter, food, and medical aid. The 

multifaceted risks posed by floods highlight the urgent need for robust preparedness strategies to protect 

urban populations and infrastructure. 

4.1.1 Architecture, components description and functionality 

Crisis Coordination and Management Centres require a comprehensive view of affected areas 

to effectively coordinate responses, prevent duplication of efforts, and provide clear instructions to local 

authorities. Leveraging data analysis and visualization tools, they aggregate and present critical 

information within minutes, enabling anticipation and mitigation of potential damage. Local authorities, 

equipped with detailed dashboards connected to sensors and cameras, use this information to direct 

rescue teams and resources efficiently, ensuring timely deployment and decision-making. Vehicles 

carrying rescuers and necessities like medical supplies are outfitted with embedded computing 

resources and devices, including drones for reaching inaccessible areas. Rescue teams rely on 

smartphones and tablets to visualize local conditions, communicate, and coordinate actions, with 

information processing and delivery occurring within seconds to ensure effective on-ground operations. 

This cloud-edge-based system coordinates authority interventions during flood events by deploying 

applications close to affected areas using edge computing. While the cloud orchestrates the overall 

system, edge nodes—on mobile units like emergency vehicles and static locations like civil defense 

stations—process data locally, leveraging proximity to IoT devices such as sensors and cameras to 

reduce latency. Tools like KubeEdge manage application provisioning, while Rancher Fleet oversees 

deployment across all nodes.  

However, the system relies on standard K3s/K8s scheduling, which only considers CPU and 

RAM usage, ignoring critical factors such as network latency, bandwidth, and connectivity disruptions. 

This results in inefficiencies like uneven resource utilization, increased latency, higher bandwidth 

consumption, and limited scalability. Static configurations hinder real-time adaptation to dynamic flood 

scenarios, reducing responsiveness and reliability. The absence of intelligent workload placement 

exacerbates these issues, making the system less effective for time-sensitive flood interventions. To 

improve, such systems must integrate advanced orchestration that dynamically considers real-time 

conditions like latency and network congestion. These enhancements would ensure better resource 

allocation, reduced operational costs, and a more reliable response to critical events. 
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4.1.2 Collaborative missions case challenges, goals and requirements 

Rescue operations during the centennial flood of the Seine faced multiple challenges, including 

intermittent connectivity, low bandwidth, and latency due to damaged telecommunications 

infrastructure and the movement of vehicles and personnel. Scalability was another issue, as dense 

urban environments generated massive amounts of real-time data—ranging from water levels to citizen 
reports—overwhelming communication and computing resources. Processing large data volumes 

within time constraints further hindered timely decision-making, risking missed opportunities to save 

lives or allocate resources effectively. Energy efficiency was critical, as disasters strain power supplies, 
necessitating the optimization of energy use and prioritization of essential tasks. Additionally, system 

resiliency was paramount; equipment failures, battery shortages, or infrastructure damage required self-

recovery mechanisms to reconfigure and maintain operations, ensuring backups and redundancy for 
critical functions even amidst disruptions. In addition to technical challenges, business limitations 

include the significant costs and resources required to deploy infrastructure citywide, as well as the need 

for permits and authorizations for sensors and drones. Compliance with GDPR further necessitates 

robust anonymization and data security mechanisms, adding complexity to large-scale 
implementations. COGNIFOG addresses these barriers by streamlining setup processes, reducing costs, 

and incorporating built-in data protection features. 

Key performance indicators (KPIs) for the collaborative missions use case focus on improving 
efficiency, resilience, and security. Edge and IoT installation time should decrease from one day, while 

infrastructure setup time should reduce from three days. Service establishment time must drop below 

the current one-hour benchmark, and deployment time for applications like drones and sensors should 
improve to less than an hour from over three hours. Scale-up latency when resources are limited should 

be reduced to three hours, and device integration of new drones or sensors should occur faster than the 

current three-hour timeframe. Resiliency requires robust pretesting and scenario-based evaluations to 

handle connectivity disruptions and hardware failures. Data integrity and security must protect against 
unauthorized access and minimize vulnerabilities, while energy consumption should decrease through 

optimized resource use and smart task allocation. Current levels for energy optimization and security 

are minimal, highlighting areas for improvement. 

Figure 1: Collaborative missions use case dataflow 
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The collaborative missions use case focuses on leveraging the COGNIFOG platform to address the 
challenges of emergency response in dynamic and distributed environments. To ensure efficient 

operations, the system must meet specific technical requirements that enable rapid deployment, 

resilience, and optimized resource utilization. Below are the key requirements critical to this use case. 

• T01-R01 Deployment Automation: Automates software deployment across edge devices for 
consistency and scalability. 

• T01-R02 Fast Infrastructure Provisioning: Enables rapid setup of devices near disaster areas. 

• T01-R03 Rapid Application Deployment: Ensures quick updates with minimal downtime and 
optimized resources. 

• T01-R04 Time Predictability: Monitors and manages operations for timely risk response. 

• T01-R05 Resiliency: Maintains functionality during hardware or connectivity failures. 
• T01-R06 Energy Optimization: Reduces energy use for reliability and sustainability. 

• T01-R07 Single-Touch Orchestration: Deploys and monitors applications with minimal 

effort. 

 

4.2 E-Health Services 

E-Health Services in the Edge-Cloud Continuum case addresses healthcare challenges in remote areas 

using COGNIFOG's telemedicine solutions. Based on a real-world use case in Greece’s construction 

industry, the trial focuses on monitoring the health and safety of workers in rural wind turbine sites. 

Wearable devices track vital signs like heart rate and oxygen levels, while portable telemedicine systems 
enable real-time health assessments and video consultations. Data is securely transmitted via private 

networks, ensuring reliable communication even in areas with limited connectivity. This trial highlights 

the system’s potential to improve worker safety, reduce health risks, and enhance operational efficiency, 

demonstrating replicability across industries and settings. 

4.2.1 Architecture, components description and functionality 

In Figure 2, the scenario requirements are visualized, showing the three levels in the cloud-edge 

continuum: Far-Edge, Edge, and Cloud. The E-Health system operates across these interconnected 

layers to provide seamless healthcare support, particularly in remote construction sites with limited 

connectivity. At the Edge Layer, Portable Telemedicine Stations serve as the central hub for health 
monitoring and assessments. These rugged, self-contained systems are equipped with medical devices 

such as ECG, blood oxygen, and glucose monitors, ensuring accurate patient assessments. They also 

feature built-in cameras and microphones for real-time video consultations with medical professionals, 
enabling timely interventions. The Far-Edge Layer supports personnel in the field with wearable 

devices, such as smartwatches, that monitor vital signs, track locations, and include safety features like 

fall detection and an SOS button. These IoT devices connect to a private network established by Wi-Fi 
routers at the construction site, ensuring reliable communication in areas without mobile internet 

connectivity. However, the absence of medical IoT devices at the far-edge layer emphasizes the need 

for localized data processing at the edge. The Cloud Layer hosts the Telemedicine use case’s E-Pokratis 

Telemedicine Platform, a web-based system designed to facilitate telemedicine consultations. The 
platform receives data from the Portable Telemedicine Stations, allowing remote medical staff to 

evaluate patient information and coordinate video calls with on-site workers for further medical 

assistance. The Far-Edge to Edge data flow addresses the connectivity challenges faced in traditional 
cloud-based approaches. In environments with limited mobile internet, IoT devices like smartwatches 

send data to the edge layer rather than directly to the cloud, ensuring continuous operation in remote 

locations. The Edge to Cloud flow is managed by the Portable Telemedicine Stations, which connect to 
the cloud via a secure HTTP API. If internet connectivity is lost, the system’s retry mechanism ensures 

data transmission resumes as soon as connectivity is restored. Lastly, the Cloud to Edge flow uses 

WebSockets to maintain bidirectional communication, enabling key functions such as video 
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consultations and the orchestration of telemedicine services. This ensures smooth interaction between 
on-site personnel and remote medical professionals, supporting rapid and efficient healthcare delivery. 

This architecture showcases the system’s ability to overcome connectivity limitations, ensuring reliable 

health monitoring and swift medical responses in remote, resource-constrained environments. 

 

 

Figure 2: Telemedicine System Architecture 

4.2.2 Telemedicine case challenges, goals and requirements 

The telemedicine use case encounters several critical challenges that highlight the limitations 
of centralized cloud systems and the need for edge-cloud solutions. Centralized systems often lack 

scalability, struggling to manage increasing data loads, which can lead to bottlenecks and reduced 

performance. Furthermore, reliance on a single central server creates a single point of failure, where a 
server outage could render the entire system inoperative, disrupting essential healthcare services. 

Privacy and security concerns are also significant, as traditional cloud systems require sensitive medical 

data to be transmitted over the internet and stored on third-party servers. This increases the risk of data 

breaches and complicates compliance with strict privacy regulations like GDPR. Additionally, the 
process of setting up and provisioning the necessary infrastructure is often time-consuming and labor-

intensive, delaying the deployment of telemedicine solutions. Remote construction sites and similar 

locations frequently lack mobile internet connectivity, making IoT-to-cloud communication unreliable 
or entirely infeasible. Even when connectivity is available, data transmission via mobile networks incurs 

high costs, adding financial burdens to system operations. Another challenge lies in the integration and 

analysis of heterogeneous IoT data; centralized systems often require additional tools to visualize and 
analyze data effectively, limiting their ability to support real-time decision-making. 
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These challenges emphasize the necessity of adopting edge computing to enhance scalability, 
reliability, and efficiency while ensuring data security and reducing operational costs. By addressing 

these issues, telemedicine systems can provide more robust and responsive healthcare solutions in 

remote and underserved areas. Implementing the telemedicine use case using a traditional cloud-centric 

approach is impractical due to several business constraints. Remote construction sites often lack reliable 
mobile internet connectivity, making direct smartwatch-to-cloud communication infeasible. 

Additionally, privacy policies may restrict relaying sensitive employee data, such as medical 

measurements, to third-party cloud providers. Infrastructure setup and provisioning for hardware and 
IoT devices in new installations would also be time-intensive, delaying deployment. Furthermore, 

relying on cloud communication for IoT devices would result in inefficient resource management, 

leading to excessive and costly mobile network usage. These limitations underscore the need for a more 
localized, edge-centric solution. 

The telemedicine use case is driven by key performance indicators (KPIs) aimed at improving 

efficiency, scalability, and reliability across the edge-cloud continuum. One critical KPI is the Edge and 

IoT autonomous installation time, which currently requires a day for provisioning and setup. The target 
is to reduce this to less than three hours. Similarly, the Setup time of infrastructure —from cloud to 

edge to IoT—currently takes two days and is expected to be reduced to under three hours. The Service 

establishment time, including all necessary network services, aims to decrease from one day to less than 
three hours. To enhance deployment speed, Single-touch orchestration targets reducing edge software 

setup and IoT device orchestration to under an hour, compared to several hours currently. Scalability 

improvements include introducing Scale-up latency mechanisms to handle resource shortages 
efficiently, as this feature is currently unsupported. Additionally, the time for Device integration, such 

as adding new wearable IoT devices, is also a targeted improvement, as this capability is not yet 

supported. Resiliency is evaluated through robust communication tests under adverse conditions, 

including connectivity disruptions and stress tests involving multiple IoT devices. Ensuring Data 
integrity and security is another critical KPI, focusing on encrypted backups and secure data handling 

as information moves from the cloud to the edge. 

The trial aims to emulate real-world scenarios with 100 IoT devices per edge server and a 
variety of test applications, including IoT emulators and dockerized setups for telemedicine backends. 

The latency of response is also a key focus, as edge-to-IoT connectivity is expected to provide 

noticeable improvements compared to cloud back-end connections. Additional goals include reducing 

energy consumption and CO2 footprints, as well as leveraging AI dynamic load balancing to 
minimize network traffic and cloud processing through decentralized operations. These KPIs 

collectively demonstrate the potential of telemedicine solutions to transform healthcare delivery in 

resource-constrained environments.  
The Telemedicine use case requires the COGNIFOG platform to enable efficient deployment, 

seamless integration, and secure data handling across edge and cloud systems. These requirements 

ensure reliable healthcare delivery in remote environments and enhance the system's scalability and 
operational efficiency. Below are the key requirements: 

• T2-R01 Autonomous Installation: Automate edge and IoT deployments for consistency and 

reliability. 

• T2-R02 Rapid Setup: Enable quick provisioning of IoT devices and telemedicine suitcases. 

• T2-R03 Quick Service Establishment: Deploy network services efficiently. 

• T2-R04 Resilience: Ensure operation under hardware failures and connectivity issues. 

• T2-R05 Data Security: Process data locally with encrypted cloud backups. 

• T2-R06 High Connectivity: Support over 100 IoT devices per edge server. 

• T2-R07 Multi-Cluster Deployments: Orchestrate and replicate multiple trial setups. 
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4.3  Smart Manufacturing 

The Smart Manufacturing use case has evolved from a simple mobile robot performing a gluing process 

to a more complex and realistic manufacturing scenario. The final case involves multiple edge devices 

and robots collaborating on an assembly line, showcasing advanced edge technologies and state-of-the-
art systems. The scenario features a mobile robot with a collaborative arm supporting an operator for 

assembly tasks, along with two robots handling material transportation—one physical and two 

simulated. These robots, guided by ROS applications and AI-driven decision-making, coordinate to 

ensure timely task scheduling. If a transportation robot fails, the system dynamically reassigns tasks to 
maintain workflow continuity. This enhanced setup highlights the flexibility, coordination, and real-

world impact of the COGNIFOG platform in smart manufacturing. 

 

Figure 3: Smart manufacturing use case  

4.3.1 Architecture, components description and functionality 

The current setup includes two simulated robots for transportation, using UNITY for simulation, and a 
standalone mobile robot for assembly processes, which will be integrated in the coming months. The 

setup involves 15 ROS nodes running basic robot applications on an edge server, with heavier 

applications like navigation and vision systems on other edge servers. Currently, only an Edge-to-IoT 
continuum is operational, but a cloud infrastructure will be added for deploying applications such as 
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ML models. IoT devices like cameras, sensors, and AR glasses support the setup, alongside software 
such as ROS applications, AI models, and a Digital Twin. Figures 8 and 9 illustrate the use case 

architecture and K8s deployment. 

 

Figure 4: Smart manufacturing case current setup 

 

 

Figure 5: Smart manufacturing case with k8s clusters overview 
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Figure 6 illustrates the current data flow, where all communication between components is managed 

through ROS nodes. Cameras and sensors publish data to subscribed ROS applications, while robot 

controller nodes handle tasks like velocity and location updates. Applications such as navigation and 

object detection process data from IoT devices or other ROS applications, with workflows including 

image pre-processing and ML-based object recognition. This setup allows seamless integration of 
COGNIFOG platform components for edge or cloud-level data exchange, enhancing the system's 

capabilities. 

 

Figure 6: Smart Manufacturing case current data flow overview 

4.3.2 Smart Manufacturing case challenges, goals and requirements 

The Smart Manufacturing use case faces critical challenges that highlight the need for 

integrating COGNIFOG technologies. Ensuring efficient coordination of devices, dynamic deployment, 
and secure data exchange is essential but complicated by reliance on ROS channels, which can lead to 

latency and storage issues as the number of connected devices increases. 

Technically, the lack of intelligent orchestration and centralized coordination limits efficiency. Each 

robot operates independently with its own ROS infrastructure, relying on standalone edge resources to 
avoid cloud-induced delays. However, integrating cloud computing for advanced tasks like ML model 

training and centralized management is necessary but requires Kubernetes clusters to support 

scalability. Manual deployment and updates further hinder operations, as engineers must handle these 
tasks individually. Monitoring is limited to manufacturing processes, with no oversight of edge units, 

network capacity, or device performance. Scalability remains restricted due to infrastructure constraints, 

and disruptions halt production, requiring manual intervention. Moreover, rigid task scheduling 
prevents dynamic adjustments, resulting in inefficiencies and resource mismanagement. These 

limitations underscore the need for COGNIFOG to introduce intelligent orchestration, centralized 

management, and automation to enhance scalability, flexibility, and resilience in smart manufacturing 

environments. In addition to manufacturing and technical challenges, the Smart Manufacturing use case 
faces several business limitations. Limited hardware processing resources necessitate smart 

orchestration to optimize performance. Furthermore, due to infrastructure constraints, such as the lack 

of sufficient hardware components like cameras and sensors, testing the COGNIFOG platform requires 
combining simulations with real robots, as the current setup cannot support more than one physical 

robot. 

The Smart Manufacturing use case has defined key performance indicators (KPIs) to improve 
efficiency, scalability, and resilience. Development and installation time aims to reduce the time 

required for integrating new edge and IoT resources from the current one day. Similarly, infrastructure 

setup time seeks to decrease the two-day timeframe for configuring cloud-to-edge-to-IoT systems. 



P a g e  | 10   

Deployment time for robotics applications is targeted to be less than an hour, compared to the current 
three-hour duration. To enhance scalability, scale-up latency is focused on reducing the time for scaling 

operations, currently taking one day, while robotic cell scale-up aims to support multiple robotic cells 

on the same infrastructure, which currently supports only one. Monitoring will introduce micro-

application tracking using COGNIFOG tools, addressing the absence of monitoring in the current setup. 
Resiliency is another key focus, with plans to conduct pretesting scenarios to handle connectivity 

disruptions and hardware failures, which are currently untested. Security improvements will ensure 

robust protection of network and sensor data from unauthorized access, enhancing the currently minimal 
measures. Lastly, edge resources and energy consumption will be optimized by reducing operational 

resource use through intelligent orchestration and smart task allocation, addressing the current lack of 

energy metrics and reliance on three edge processing units. These KPIs collectively aim to advance the 
reliability and performance of the smart manufacturing setup. 

To meet the demands of the Smart Manufacturing use case, the COGNIFOG platform must address 

specific technical and operational needs. These requirements ensure seamless integration, scalability, 

and efficient resource management across edge and cloud systems, enabling optimal performance in 
dynamic manufacturing environments. Below are the key requirements: 

• T03-R01: Ensure ROS compatibility for real-time data access and interaction. 

• T03-R02: Provide edge processing to reduce latency. 
• T03-R03: Implement standardized APIs for interoperability. 

• T03-R04: Support a scalable architecture for hardware, software, and cloud integration. 

• T03-R05: Enable distributed control for better resource utilization. 
• T03-R06: Include monitoring tools for data, connectivity, and KPI analysis. 

• T03-R07: Ensure seamless integration of edge and IoT components. 

• T03-R08: Support dynamic deployment of ROS applications. 

• T03-R09: Implement smart resource orchestration for energy efficiency and disruption 
prevention. 
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5 Conclusion 

5.1.1 Conclusion and Next Steps 

This white paper outlines the key use cases that define the requirements for the COGNIFOG 

platform, providing a foundation for its development and integration. The Collaborative Urban 

Missions, E-Health Services, and Smart Manufacturing use cases highlight the operational challenges 

and technical needs that COGNIFOG aims to address. By detailing these use cases, we establish a clear 
roadmap for how COGNIFOG can deliver tailored solutions to meet diverse demands. The insights 

presented in this document serve as the baseline for developing and deploying COGNIFOG 

technologies. Each use case defines specific requirements—ranging from scalability and resource 
optimization to real-time processing and data security—that will shape the platform’s design and 

implementation. These requirements underscore the critical role of edge-cloud computing in enabling 

efficient, resilient, and adaptive systems. 
The next phase will focus on integrating COGNIFOG components into these use cases during 

the trials, which will test the platform’s performance under real-world conditions. Metrics such as 

latency reduction, scalability improvements, and energy efficiency will be evaluated to demonstrate the 

platform’s value. The results of these trials will be documented in the upcoming Trials Version of this 
white paper, showcasing the effectiveness of COGNIFOG in addressing the outlined requirements. By 

setting the stage for these advancements, this white paper emphasizes the importance of collaboration 

and innovation in realizing the potential of COGNIFOG. The trials will not only validate the platform’s 
capabilities but also refine its features, paving the way for broader adoption and application across 

industries. 

 

  



Page | 0 
 

 


