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Executive summary

In accordance with task T5.3: Evaluation of results, technical support and replication guidelines, this
deliverable is meant to provide a comprehensive evaluation of the Cognitive-Fog framework from multiple
perspectives: system, developer, and end-user. The system evaluation will be addressed through the use of the
Generic Key Performance Indicators (KPIs) outlined in Section 2, which focuses on performance, security,
and other technical aspects. The developer evaluation will be drawn from the lessons learned during the
development process, as detailed in Section 3, and will consider factors such as development time and the
learning curve associated with adopting the Cognitive-Fog framework. Finally, the end-user evaluation, which
includes aspects such as ergonomics and user satisfaction, will be covered in more detail in Deliverable D5.4.

As 10T ecosystems continue to grow, the demand for solutions like Cognitive-Fog that enable efficient data
processing closer to its source is critical. By addressing the challenges of network load, energy consumption,
and system robustness, Cognitive-Fog aligns with the evolving needs of smart applications. This deliverable
will evaluate how well the framework meets these demands across different stakeholders, ensuring that it
provides a robust, scalable, and user-friendly solution for the loT-edge-cloud continuum.

Grant Agreement: 101092968 -6-
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1 Introduction

This deliverable aims to provide an evaluation of the Cognitive-Fog framework, assessing its impact from a
system, developer, and end-user perspective in accordance with the project’s objectives and commitments
outlined in the Grant Agreement. Specifically, it aligns with Task T5.3, which focuses on the assessment of
Key Performance Indicators (KPIs), development efficiency, and user experience. In addition to the evaluation,
this deliverable documents the workflow of each trial. We also report the progress made on COGNIFOG
Quickstart, a virtualized environment we developed to simplify the deployment of the software stack.
Quickstart also serves as a means to easily replicate the deployment environment.

The Cognitive-Fog framework is designed to enhance data processing along the 1oT-edge-cloud continuum,
reducing network congestion, energy consumption, and latency while improving privacy, security, reliability,
and resilience. Given the increasing demand for real-time analytics and intelligent automation in loT
environments, this deliverable evaluates how well the framework addresses these challenges and supports
smart loT applications.

The objectives of this deliverable are:

o System Evaluation: Analysing the performance of the framework using the Generic KPIs
(subsections 3.1.3, 3.2.3 and 3.3.3) to ensure it meets the technical requirements for efficient data flow
management.

o Developer Evaluation: Assessing the development experience, including factors such as ease of use,
learning curve, and development time, based on insights from the lessons learned (subsections 3.1.5,
3.2.5,and 3.3.5).

e End-user Evaluation: Considering the usability of COGNIFOG in different end-user scenarios. This
aspect will be further expanded upon in Deliverable D5.4.

This deliverable contributes to the project’s broader objectives by ensuring that Cognitive-Fog is a scalable,
adaptable, and efficient solution for managing loT data flows. By adhering to the commitments outlined in the
Grant Agreement (GA), this evaluation ensures that the framework effectively supports the development of
next-generation edge computing applications, benefiting various stakeholders, including industry players,
developers, and end-users.

1.1 Mapping Projects’ Outputs

The purpose of this section, is to map COGNIFOG Grand Agreement (GA) commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions.

Respective document

COGNIFOG Task Justification

chapter(s)

This section provides an assessment
Section 3, subsections 3.1.3, | of the framework’s performance
323 and 3.3.3 (KPIs | and scalability using Generic KPIs
Evaluation) to ensure it meets technical
requirements.

The developer experience is
evaluated based on the lessons
learned, addressing factors such as
ease of integration, learning curve,
and development time.

T5.3: Evaluation of the
Cognitive-Fog framework

Section 3, subsections 3.1.5,
3.25, and 3.3.5 (Lessons
Learnt and Best Practices)

Grant Agreement: 101092968 -10-
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The usability of the platform in
different use cases is highlighted
from a user perspective, with a more
detailed analysis planned for D5.4.

Section 3, subsections 3.1.1,
3.21, and 3.3.1 (Scenario
workflow)

Grant Agreement: 101092968 -11-
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2 KPIs Definition

In this deliverable, we present the final version of both the generic and trial-specific Key Performance
Indicators (KPIs). The initial version of these KPIs was introduced in Deliverable D2.5 - Validation and
benchmarking plan initial version (M6) and subsequently refined in D5.1 - Report on pilots on setup and
operational management initial version (M18) and D2.6 - Validation and benchmarking plan final version
(M21).

This final iteration of KPIs incorporates feedback from reviewers and insights gained from real-world trial
experiences, ensuring that the KPIs are both practical and forward-looking.

2.1 Generic KPIs

Table 2 provides an overview of the general KPIs associated with the Cognitive-Fog framework. Notably, the
first eight KPIs (K1-K8) were originally defined in the Grant Agreement, ensuring alignment with the project's
initial objectives. Meanwhile, the last two KPIs (K9, K10) were introduced during the course of the project
(see D2.6, Section 2.8, 2.9) to enhance its impact, specifically by addressing energy efficiency and load
balancing. These additional KPIs reflect the project's adaptive approach, integrating new insights and evolving
priorities to maximize its contributions.

Table 2: The COGNIFOG generic evaluation KPlIs.

KPI  KPI Measurement procedure
K1 Edge and loT autonomous | The time to provision and install autonomous edge, including, HW,
installation time (K1) SW, interconnection of components, configuration (all of day -1
operations).
K2 Setup time of Infrastructure | The elapsed time to setup a specific cloud-to-edge-to-loT
(K2) infrastructure.
K3 Service establishment time | The elapsed time to setup a specific network service before it being
(K3) operational (from the deploy command).
K4 . . Minimum number of workflow interventions to setup the
Single touch orchestration .
(K4) autonomo_us edge software stack and I_oT-deV|ce deployment
orchestration (e.g., drones, AR glasses, vehicles).
K5 The time before a scale-up operation is completed in case of a lack
of resources. Infrastructure: setup time of negotiated (SLA) resource
Scale-up latency (K5) slices (cloud, edge, far edge and 10T). Operations: responsiveness
performances (measured in hours or minutes or days) to scale-up the
operative and/or tactical loops.
K6 . . The time/effort required to add a new device to the COGNIFOG
Device integration (K6) platform as opposed to the current implementation.
K7 . How does the system cope with user errors, unstable network
Resiliency (K7) connections and other unforeseen conditions.
K8 Data integrity / security (K8) ([;)Oer::gérlr;:er;et (l)ftr?:\;inpslt?;f;ror:ewll offer better security and privacy
K9 Percentage of reduction in energy consumption, carbon footprint of
Energy efficiency (K9) the system, power usage due to dynamic distribution of workloads
across the available resources (both edge and cloud).
K10 - . Percentage of reduction in network traffic, processing time, system-
Efficient load balancing | s
(K10) wide pgrformance due to dynamic distribution of workloads across
the available resources (both edge and cloud).

Grant Agreement: 101092968

-12-
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Table 3 presents the target values of the generic KPIs for each trial. Since Deliverable D2.6, these values have
been reviewed and refined to enhance their realism and applicability. This revision also addresses the
reviewers’ feedback, particularly concerning the long installation latencies, ensuring that the targets are both
achievable and aligned with real-world deployment conditions.

Table 3: Target values of generic KPIs per trial.

\ Trial 1 - Thales

Trial 2 - TMA

Trial 3 - LMS

server failure, intrusion)
2. Combine multiple
hardware failures and
connectivity issues

communication under
(emulated) bad connectivity
2. loT with edge server
under lack of connectivity
3. Edge server with cloud
under lack of connectivity
4. Stress test: emulation of
multiple 10T devices

K1 SW installation: | SW: 10 mins per node ) . SW: 10 mins per
. _ SW: 10 mins per node
mins HW: 2/3 hours HW- 3 hours node
HW installation: ' HW: 2 hours
hours
K2 Infrastructure Cloud-to-edge-to-loT Cloud-to-edge-to-
setup time: mins | infrastructure: 5 mins Cloud-to-edge-to-loT loT infrastructure:
infrastructure: 3 hours 5 mins
K3 Network setup | The elapsed time to set up . New robotics
L e . The elapsed time to set up a L
time: mins a specific network service o . applications should
. specific network service .
before it becomes X be deployed in less
. . . before it becomes .
operational, including all . . . than 20 minutes.
operational, including all
necessary network .
. necessary network services
services from deployment
h from deployment command
command to operational .
to operational status must
status must be less than 5 .
. be less than 5 minutes.
minutes.
K4 Number of steps | 1 command to 1 command to
deploy/update application | - command to deploy/update
ployitp PP deploy/update application proy/up
application
K5 Scale-up time: Far edge redeployment: Far edge
mins less than 2 mins Far edge redeployment: less | redeployment: less
Edge redeployment: less than 2 mins than 2 mins
than 5 mins Edge redeployment: less Edge
than 5 mins redeployment: less
than 5 mins
K6 Device Newly deployed sensors Increase robotic
mFegratlon: should be co_npected, The time to integrate a new cells deployed on
mins ready, and visible from . the same cloud-to-
oy wearable 10T device must
the platform within 5 . edge-to-loT
- be less than 5 minutes. .
minutes. infrastructure must
be at least 5
minutes.
K7 Resiliency: 2 tests: S ) 2 tests:
4 communication tests:
number of tests | 1. Platform robustness . 1. Platform
R . 1. 10T with edge server
(connectivity disruption, robustness

(connectivity
disruption, server
failure)

2. Combine
multiple hardware
failures and
connectivity issues

Grant Agreement: 101092968
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communicating with edge
server.

K8 Data 1 action: 1 action:
integrity/securit | 1. Platform should ensure | 2 actions: 1. Secure the
y: number of minimal data loss (80% 1. Moving data from the network and sensor
actions taken reduction) during network | cloud to the edge provides | data from

interruption and better security. unauthorised

equipment failures 2. Ensure automated access,
encrypted backup to the manipulation, or
cloud every 24 hours. disruption.

K9 Energy Reduction of energy Reduce the amount
efficiency: consumption by 20% Reduce the energy of energy
percentage of along the edge-cloud . consumption by

; . L consumption along the edge ;
energy or/and continuum, including its . 20%, by reducing
CO2 reduction | associated CO2 footprint. cloud continuum by %O% the operational

and 20% CO2 footprint

without reducing QoE resources and
applying smart task
allocation

K10 | Load balancing: | Reduced network traffic at | Reduced network traffic Reduce the traffic

percentage of
traffic reduction

the Cloud level by at least
10%.

and processing at the cloud
by 10% due to
decentralised processing.

to be sent to the
Cloud by 10%.

2.2 Trial-specific KPIs

Table 4 provides a comprehensive summary of the trial-specific KPIs. Among them, scalability, predictability,
and flexibility stand out as three critical KPIs that will be assessed across trials, ensuring a consistent evaluation
framework based on trial-specific scenarios. These KPIs were introduced in response to reviewer comments
on "osmosis", ensuring that the trials are effectively integrating and utilizing the project's technology while
demonstrating the COGNIFOG platform'’s full capabilities. They also help move beyond traditional latency-
based evaluations by considering broader measures of system performance and adaptability.

Beyond these common KPIs, the remaining indicators are tailored to each individual trial, addressing distinct
aspects relevant to their specific objectives. These may include factors such as the number of test users, Al
dynamic load balancing, and other performance-related attributes.

Table 4: Trial-specific KPIs.

KPI Description Trial 1 - Thales Trial 2 - TMA Trial 3 - LMS

TS1 Scalability System’s capabilities for dynamic resource allocation and auto-scaling.

TS2 Predictability System’s ability to consistently perform tasks within a specified time frame or
deadline, ensuring that operations complete in a reliable and repeatable manner.

TS3 Flexibility System’s ability to adapt to changing demands, environments, and workloads,
enabling businesses to optimize performance, resource utilization, and user
experience.

Grant Agreement: 101092968 -14-
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THA1 | Deployment Edge and loT

time deployment time
(around 5 mins)
TMAL | Number of test Emulation of 100 loT
users devices connecting with

a single edge server
running on the edge.
TMAZ2 [ Number of test Emulator for IoT devices
apps Emulator for stress test.
Dockerized setup of loT
gateway preprocessor.
Dockerized setup of
telemedicine backend.
Working COGNIFOG

quick start.
TMAZ3 | Reduce the IoT devices connecting
latency of to the edge network
response gateway is a new

concept;  however, the
latency improvement is
noticeable compared to
connectivity with a cloud
back-end.

TMA4 | Robustness Number of
communication  stress
test scenarios.

Table 5 presents the target values of the trial-specific KPIs. These target values serve as reference points to
evaluate whether the trials successfully meet their intended objectives and align with the overall project goals.
These values help quantify how well each trial adapts to different conditions, maintains stable performance,
and efficiently scales with varying loads.

Grant Agreement: 101092968 -15-
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Table 5: Target values for trial-specific KPIs

Trial 1 - Thales

Trial 2 - TMA

XCOGNIFOG

Trial 3 - LMS

Scalability:
measures
throughput,
latency,
and
error rates

CPU
memory,

Perform large-scale
monitoring and data
collection from multiple
devices (Up to 100,000
and growing at a rate of
up to 500/h)

Perform large-scale
monitoring of OODA
loops of actuators (Up to
1000 and growing at a
rate of up to 10/h).
Process and aggregate
the data at the edge to
minimise the Edge cloud
bandwidth (Less than
10Th/s)

Optimize  the edge
computing process to
minimise  the edge
computing power
needed at the edge (Less
than 100 Tflops by edge
cluster).

Test Case 1:Emulation
with One Construction
Company Managing 10
Construction Sites

(1 company with 100
employees - 10
suitcases, 100
smartwatches)

Test Case 2: Large-
Scale Emulation for a
Country with 5
Construction
Companies Managing
50 Sites

(5 companies with 500
employees - 50
suitcases, 500
smartwatches)

Test Case 3: Large scale
Emulation across EU
with 27 EU Countries
(5.400 employees - 540
suitcases, 5.400
smartwatches)

1 mobile robot (robot
cell) with 2 cameras -> 3
robots with cameras

TS2

Predictability:
mins

Application  response
time and redeployment
in less than 3 mins

Satisfy and monitor hard
real-time  applications
(Hard real-time means
that tasks must be
executed  within a
maximal time
constraint)

3 SLA types of time
classes must be defined
(Strategy, Operative and
Tactical).

Application  response
time and redeployment
in less than 5 mins

Response time less than
5 mins

TS3

Flexibility:
number
deployed
applications

of

least 50
micro

Deploy at
testing
applications that
COGNIFOG platform
tools will monitor.

Enable more than 50
TMA Deployments to
support all 27 EU
Countries with
Telemedicine Services,
that COGNIFOG

At least 2 applications

Grant Agreement: 101092968
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platform tools will
monitor.

THAL | Deployment - New applications (containers) should

time: minutes be deployed in less than 5 mins to far-
edge boards.
- New applications should be deployed
in less than 1 min at the edge.

TMAL | Number of test At least 100 users

users

TMAZ2 | Number of test -

5 applications
apps

TMAS3 | Reduce the

latency of

response: 3-5% reduction
percentage  of

latency

reduction

TMA4 | Robustness at least 3 stress test
scenarios

Grant Agreement: 101092968 -17-
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3 Trials setup

3.1 Trial 1: THALES

3.1.1 Scenario workflow

In this trial scenario, we propose utilizing a network of 10T sensors to periodically transmit data to Edge-based
applications. These applications detect critical anomalies, such as water levels exceeding predefined
thresholds. In addition to sensor data, we incorporate video streams from cameras and drones to help localize
citizens in need during a flood.

At the Edge level, incoming data undergoes pre-processing and analysis through applications managed and
provisioned by COGNIFOG. While the figure depicts Edge nodes as K3s [1] master nodes, it is also possible
to introduce an additional Far Edge layer beneath them. However, we omit this detail in the figure to maintain
clarity.

To enable efficient deployment and management of Edge and Far Edge applications, we employ container-
based orchestration with K3s. Our approach dynamically reallocates resources using tools like the SIEMENS
Smart Allocator, adapting to fluctuating workloads within the same cluster. Additionally, we support seamless
over-the-air updates to ensure applications remain up-to-date and operate optimally. After processing at the
Edge, data is forwarded to the cloud for storage and visualization, depending on application requirements.

Monitoring is a core feature of the COGNIFOG framework, covering both infrastructure and applications.
Collected Edge node metrics—such as CPU and RAM usage, and latency—feed into the Smart Allocator for
intelligent workload placement. This is achieved by integrating the container orchestration system (K3s) with
the SIEMENS Smart Allocator, enabling advanced resource optimization and system scalability. We report in
the following the COGNIFOG components we use in this trial:

o Edge Gateway (I2CAT): Manages the acquisition and initial processing from the 10T devices and
cameras. The gateway can be deployed at the far Edge or at the Edge layer (based on the applications
requirement).

e ARCA OS (CYSEC): A secure operating system integrated into the Edge environment.

e Monitoring Manager/Agent (ATOS): Monitors the resources of the Edge infrastructure. The
collected data is later utilized by the Smart Allocator (SIEMENS).

e Orchestrator-scheduler (ATOS): Manage the Edge-based clusters.

e Smart Allocator (SIEMENS): Optimizes application placement at the Edge by analyzing resource
data from Prometheus/Thanos.

o Polygraph (CEA): Tracks the health and performance of applications running at the Edge.
o Kentyou Hub (KENTYOU): Processes data from IoT devices at the Edge level.

o Kentyou Eye/COGNIFOG (eBOS) Dashboard: Provides intuitive data visualization for decision-
making and situational awareness.

3.1.2 Trial deployment

This section provides a comprehensive description of the testbed setup, detailing how the trial workflow
outlined in the previous subsection is implemented in practice. It also explains the testing methodology, the
components involved, and the rationale behind our choices. The objective is to ensure that the trial can be
accurately replicated under similar conditions and that the system’s performance can be effectively evaluated.
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The testbed is built on a cloud-edge-loT infrastructure, where the Cognitive-Fog system is deployed. This
architecture ensures seamless interaction between 10T devices, Edge computing resources, and cloud-based
services for scalable data processing and decision-making.

At the cloud layer, a virtualized (management) cluster is hosted on a VM managed via Proxmox, serving as
the central management unit. This cluster incorporates several key components:

o Kentyou Eye (KENTYOU) — Provides real-time monitoring of infrastructure and applications.
o Kentyou Data Hub (KENTYOU) — Facilitates data ingestion and aggregation from distributed sources.

e Monitoring Manager & Aggregator (ATOS) — Collects and processes monitoring metrics to optimize
system performance.

o Orchestrator-scheduler (ATOS) — Orchestrates multi-cluster deployments at the Edge, ensuring
efficient resource distribution and workload balancing.

At the Edge layer, two LX2160ARDB boards from NXP (see Figure 1), each featuring 16 Cortex-A72 cores
and 32GB of RAM, serve as independent Edge clusters. Each of these clusters runs the SIEMENS Smart
Allocator on its master node, optimizing workload distribution and resource allocation within the cluster. The
goal is to ensure efficient workload execution across heterogeneous compute resources, which may include
Raspberry Pi boards, additional LX2160ARDB boards, or even virtual machines (VMs) running on bare-metal
Servers.

To enhance security and reliability, the worker nodes (Raspberry Pi boards in this setup) operate on Arca OS
(using an ARM based image). Additionally, we have deployed the MQTT Broker from I2CAT, which plays a
crucial role in facilitating real-time data collection from various 10T sensors. These include water level sensors
for flood monitoring and IMU sensors for motion detection and environmental analysis.

Figure 1: Trial 1 physical implementation.

As previously mentioned, across all layers of the continuum, we leverage K3s to facilitate the seamless
deployment of COGNIFOG components—including the Smart Allocator, Monitoring Agent, and Kentyou
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Data Hub—without requiring manual configuration. To streamline this process, all subsystems can be easily
deployed using HELM charts [2], ensuring consistency and scalability.

Beyond deploying COGNIFOG subsystems, we also automate the provisioning of underlying infrastructure
components and configurations necessary to set up the environment. This is achieved through the use of
Infrastructure as Code (laC) tools, ensuring reproducibility, efficiency, and reduced operational overhead.
Specifically, we use Ansible [3] to fully automate the infrastructure setup, significantly reducing deployment
time and eliminating the risk of human error associated with manual software configurations. This approach
not only accelerates the deployment process but also ensures that any new nodes joining the system are
automatically configured with the required services and configurations. As a result, the COGNIFOG platform
remains adaptive, resilient, and capable of efficiently managing resources across distributed environments.

3.1.3 KPIs evaluation
This section presents the results obtained during our preliminary evaluation phase. The key performance
indicators (KPIs) provide insight into the efficiency of the deployment processes. This preliminary evaluation
phase focuses on two KPlIs:

e KPI 1 (K1): Software installation time.
o KPI 2 (K2): Infrastructure setup time.

During the initial deployment phase, we encountered challenges integrating the Smart Allocator with K3s,
which hindered the full evaluation of KPIs. Since many of these KPIs rely heavily on the intelligent workload
distribution enabled by the Smart Allocator (i.e., K3, K4, K5 and K7), its proper deployment was critical to
our testing framework.

One of the primary challenges stemmed from the fact that the Smart Allocator was originally designed for
Kubernetes (K8s) [3], requiring significant adaptation to be adapted to Edge deployments based on K3s. The
migration process was particularly complex due to differences in technical implementation, particularly in how
Multus CNI [4] —a key component of the Smart Allocator—was deployed and configured in K8s versus K3s.
These discrepancies were difficult to identify and troubleshoot, prolonging the debugging process and delaying
the full integration of the Smart Allocator with the other COGNIFOG components. To overcome this issue,
we conducted an in-depth analysis of how the Smart Allocator uses Multus CNI and how its implementation
with K3s differ from K8s. Through extensive debugging and iterative testing, we identified and resolved
critical configuration mismatches, ensuring that Multus CNI for the Smart Allocator was correctly deployed
and operational within K3s.

Another issue we were facing in our trial is related to the resources monitoring system (Monitoring Manager,
Agent and Aggregator). Issues related to the communication between some of the K3s pods have been
identified and we are currently working to solve them. Therefore, K9 cannot be evaluated yet. In Table 6, we
report a preliminary evaluation focusing mainly on the setup time of the COGNIFOG ecosystem.

Table 6: Trial 1 preliminary KPIs evaluation results.

KPI

K1: Edge and
loT autonomous
installation time

Description

Required time to set
up the COGNIFOG
systems.

Involved
component

Smart Allocator,
Polygraph
Monitoring,
Kentyou Datahub
and Eye,
Orchestrator
Scheduler and
Agent.

Evaluation

The COGNIFOG subsystems can be
deployed independently and in parallel,
eliminating the need for sequential setup
dependencies. This parallel deployment
capability significantly reduces the overall
setup time of COGNIFOG ecosystem. The
K3s-based modular approach of deploying
the COGNIFOG ecosystem ensures a
faster and more efficient system
initialization. Each component can be
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provisioned concurrently, allowing for a
streamlined and flexible deployment
process. Results of set up time of each
component are reported in Figure 2 (we
executed 8 runs).

K2: Required time to

Infrastructure setup the

setup time infrastructure: K3s,
containerd,
networking

configuration.

Not
(NA)

Appicable

We worked on an automated way to
configure and set up the continuum
infrastructure.

Setup time of Cloud and Edge
infrastructure  including  networking
configuration, K3s, containerd, OS updates
is around 6 minutes (see Figure 3)

Visualization of results

In this section, we present the results from our preliminary evaluation of the infrastructure setup time.
Specifically, we focus on the process of configuring the environment using Ansible. Figure 4 illustrates the
time taken to complete the setup of both the Cloud node and two Edge-based nodes. During this process, all
essential components—including K3s, contained, necessary packages, and networking configurations—were
effectively installed and configured. The entire setup was accomplished in approximately 6 minutes (See
Figure 3). This demonstrates the efficiency of our automation process, which significantly streamlines
infrastructure deployment across varied nodes.

Function Execution Times Over Runs

o
. o
°

Time (seconds)

°

°

°

1 2 3 4 5 6

Execution #

Figure 2: Deployment time of a set of COGNIFOG subsystems.

Software deployment time

—@- Ansible Time
—=- Avg Ansible Time (359.75s)

Iteration

Figure 3: Time required deploying and configuring the infrastructure.

QOS_Scheduler
ocM

®  kentyou_nginx

kentyou_keycioak
kentyou_eye
polygraph_monitoring
i2cat-maqtt-broker

Grant Agreement: 101092968

-21-




D5.3: Pilot reports, evaluation of results, replication guidelines initial version iCCOGNIFOG

Next Steps

Future evaluations will expand to encompass additional KPIs once complete integration is achieved. A key
focus of this next phase is the collaborative integration between the monitoring manager and the smart
Allocator. This integration is poised to significantly enhance the capabilities of the COGNIFOG framework,
enabling it to dynamically adapt to fluctuations within the network, such as the unexpected failure of a node.
These improvements will facilitate a more responsive and resilient infrastructure, allowing for real-time
adjustments that optimize resource utilization and maintain performance standards. Moreover, the expanded
set of KPIs will empower us to conduct a more comprehensive analysis of deployment workflows and overall
system efficiency. By continuously monitoring and evaluating these metrics, we aim to refine our processes
and ultimately enhance the robustness and adaptability of our solutions

3.1.4 Replication Guidelines

To streamline the redeployment of our testing environment, we have adopted a virtualized approach that
replicates our Cloud/Edge infrastructure. Indeed, this virtualization approach makes the replication easy using
a single machine while accurately mimicking our testbed and provides real insights about our laC infrastructure
management/configuration process, its consistency and deployment time.

To achieve this, we provide a Vagrant-based project in the repository that automates the creation of an
emulated trial 1 scenario. The setup provisions three VMs:

e One VM representing the Cloud, responsible for central management and coordination.
e Two VMs simulating Edge nodes, mimicking distributed Edge clusters.

The prerequisites of this setup are i) Linux workstation with at least 8 cores and 16GB RAM and ii) Internet
access to download the necessary components and dependencies. The README document available in the
repo can be followed to set up the environment (configured in the Vagrantfile file).

Once the VMs are provisioned, Ansible can be used to automate the configuration of all nodes, ensuring a
consistent and repeatable deployment process (see README file for the step-by-step guide). This automation
allows us to:

e Validate system configuration by testing how the nodes are set up under different conditions.
e Measure deployment time to assess performance and optimize provisioning steps.
e Ensure reproducibility, to quickly spin up identical test environments.

To further enhance reliability and ensure seamless deployment across different environments, the COGNIFOG
ecosystem uses packaged Helm charts to facilitate the deployment of the different components (e.g., smart
Allocator, polygraph...). Helm allows us to:

o Package and deploy COGNIFOG components in a structured and repeatable way.
e Maintain consistent Kubernetes configurations between local, test, and production environments.
o Simplify updates and rollbacks, ensuring version-controlled deployments.

By leveraging Vagrant for virtualization, Ansible for configuration, and Helm charts for deploying
COGNIFOG components, we are able to reproduce an environment similar to our physical tested.

If a physical testbed needs to be replicated using machines or servers, the same Ansible configuration files can
be used to deploy and configure the COGNIFOG environment, as these configurations are infrastructure-
agnostic. This fully reproducible deployment ecosystem ensures consistency, enables reliable testing of new
configurations, and provides valuable insights into system performance.
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3.1.5 Lessons Learnt and Best Practices

During the integration phase and the Trial 1 preliminary setup, we refined the deployment scenario to
incorporate additional COGNIFOG subsystems, ensuring they align with the trial's specific requirements. One
key enhancement was the implementation of multi-clustering, allowing us to account for the geographical
distribution of Edge nodes. This was made possible through the orchestrator provided by ATOS, which
effectively manages multiple clusters across different locations.

Beyond technical integration, we have actively engaged with technology providers through a series of
structured meetings. These interactions were crucial for gaining deeper insights into their systems' capabilities
and identifying the best strategies for seamless integration into our deployment. For example, one of the critical
challenges we addressed was the compatibility of the Smart Allocator with K3s. Initially, this subsystem was
designed and optimized for a Kubernetes (K8s) environment, which posed challenges when transitioning to
K3s. Through extensive debugging, system analysis, and iterative testing, we successfully ported the Smart
Allocator to K3s. This marks a significant achievement, as K3s is better suited for Edge computing due to its
lightweight architecture and optimized resource consumption.

Our findings, best practices, and technical solutions have been systematically documented and shared with our
partners through detailed documentation and dedicated meetings. This knowledge-sharing process ensures that
all stakeholders remain informed and benefit from the latest developments.

In this context, we emphasize the critical role of the QuickStart environment, which we strategically created
and adopted to facilitate rapid testing and validation of new configurations. This environment is particularly
beneficial for all the trial partners, allowing them to easily replicate scenarios, fine-tune configurations, and
validate subsystems integration. This approach not only accelerates integration efforts but also ensures the
continuous evolution and robustness of the platform, as each iteration builds on well-tested and validated
improvements. By fostering a collaborative and iterative development process, we ensure that the platform
remains scalable, adaptive, and aligned with real-world deployment challenges, ultimately strengthening its
reliability in Edge-based environments.

Building on our efforts to streamline deployment, reduce setup time, and make use of the Edge capabilities,
we also refined our approach to evaluating the COGNIFOG system’s features. considering the reviewer
feedback, we expanded the scope of our KPIs, moving beyond latency measurements to include additional
metrics (e.g., K9). Furthermore, we refined existing KPIs to better capture the scalability and flexibility of the
system, ensuring a more comprehensive assessment of its performance.

3.2 Trial 2: TMA

3.2.1 Scenario workflow

This test scenario involves simulating data streams from many virtual devices i.e. Smart Watches and Suitcases
distributed across multiple locations. The objective is to evaluate the system’s scalability, performance, and
reliability when handling high volumes of concurrent telemetry data.

The following section outlines the components used in this trial:
- Smart Watches (using MQTT).

- Suitcases (using MQTT).

- Monitoring Manager/Agent (ATOS).

- Smart Allocator (SIEMENS).

- Orchestrator-scheduler (ATOS).

- Kentyou Data Hub (KENTYOU).
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- Kentyou Eye/COGNIFOG (eBOS) Dashboard.

3.2.2 Trial deployment
We have set up two K3s clusters i.e. management cluster and working cluster. Management cluster has one
node i.e. ocmhub and working cluster has three nodes i.e. control-plane, c1 and c2.

NAME STATUS  ROLES
ocmhub  Ready control-plane,master

abdrehman@LAPTOP304:
NAME STATUS ROLES
cl Ready <none=
Ready <none>
trol-plane  Ready control-plane,master

Figure 5: Trial 2 cluster's nodes status.
Then we installed ocmhub on management cluster and joined the working cluster.

: S kubectl get managedcluster --context management-cluster
NAME HUB ACCEPTED MANAGED CLUSTER URLS JOINED AVAILABLE
working-cluster true True s

Figure 6: Trial 2 OCM status.

Then we installed Orchestration Scheduler (ATOS) by deploying Orchestrator-scheduler and Orchestrator
Agent on management cluster using helm charts in the repo. We have used cognifog/develop branch and :dev
tag from Harbor.

: $ kubectl get pods -n job-manager
NAME READY STATUS
jobmanager -6c6 1/1 Running

jobmanager -descriptor-ocm-descri r-545955d86d-f87b5 2/2 Running
mysql-0 1/1 Running

Figure 7: Pods status in Trial 2.

Then we confirmed that we are able to access the API for both i.e. orchestrator-scheduler and orchestrator-
agent (see Figures 8, 9, 10 and 11).

<« > C ® 127.0.0.1:8082/jobmanager
Pretty-print[ ]

"Welcome To Job Manager API"

Figure 8: Access status of job manager.

Grant Agreement: 101092968 -24-



D5.3: Pilot reports, evaluation of results, replication guidelines initial version

< & (@ 127.0.0.1:8082/jobmanager/healthz

"Job Manager working properly!"”

Figure 9: Job manager service health status.

< C ® 127.0.0.1:8083/deploy-manager
Pretty-print ]
"Welcome To OCM Description Service"

Figure 10: OCM service access status.

(% C ® 127.0.0.1:8083/deploy-manager/healthz

"0CM Driver working properly!"

Figure 11: OCM service test result.

XCOGNIFOG

After this we deployed the Smart Allocator (SIEMENS) in the working cluster by following the steps provided
by CODECO Project in the Smart Allocator repo. We had to make various modifications in the steps provided
as those steps were provided for Kind and K8s. Note that the test environment in this section uses K8s (see the
status of the setup in Figures 12 to 15). As reported previously, issues to use the Smart Allocator in K3s have
been solved. The results of this achievement will be reported in the next D5.3 deliverable (in M36).

$ helm install qostest --namespace=he-codeco-swm

kubectl get pods -A
RE

network-demo-name
network s-names

1/1
1/1
1 ..‘"I 1
1/1
1/1
1/1
1/1
1/1
1 ..‘"I 1
1/1
1 ..‘"I 1
1/1
1 ..‘"I 1

Figure 13: Smart Allocator pods status.

STATUS

Running
Running
Running
Running
Running
Running
Running
Running
Running
Running
Running
Running
Running
Running

--create-namespace tmp/helm

RESTARTS
0
0
0
0
0
0
0
0
0
0
0
0
0
0
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BWSPEC NAVA LATEN SPEC LATENCY
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1000000000 100000
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1000000000 100000
1000000000 100000
1000000000 100000

ce
e
e
e
e
e
e
e
ce

control-plane

trol-plane
ntrol-plane-c 708 control-plane
trol-plane - 28 6 control-plane
trol-plane 70 control-plane control-plane 18h

Figure 15: The topology links.

In order to evaluate the COGNIFOG environment, we opted to use our emulator. Using a Docker deployment,
we are able to emulate thousands of data sources for our trial (see Figures 16, 17 and 18). By leveraging the
environment’s capabilities, we can model a wide variety of smartwatches and suitcases under controlled and
repeatable conditions. This emulation provides a valuable tool for testing system behaviour, evaluating
performance and assessing scalability. Furthermore, it enables us to rapidly iterate and adapt scenarios to match
evolving requirements and use cases, significantly enhancing the efficiency and breadth of our testing
processes.

abdrehman@LAPTOP304: S ‘ er compose up
[+] Running 54/54

tma-cognifog-emulator Pulled

tma-cognifog-prometheus Pulled

tma-cognifog-influxdb Pulled

tma-cognifog-grafana Pulled

tma-cognifog-seq Pulled

tma-cognifog-edgegateway Pulled

Figure 16: TMA system deployment status.
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- NOAH-2136243310 (4 topics. 76 messages)
- NOAH-1007612726 (4 topics. 31 messages)
b NOAH-6300777957 (4 topics, 76 messages)
- NOAH-0167032649 (4 topics, 76 messages)
- NOAH-6214011227 (4 topics, 532 messages)
- NOAH-1937649481 (4 topics. 76 messages)
- NOAH-2513131060 (4 topics. 73 messages)
b NOAH-4094347401 (4 fopics. 76 messages)
- NOAH-8398802508 (4 topics, 32 messages)
»NOAH-1029971812 (4 topics. Y6 messages)
- NOAH-0893T711437 (4 topics, 76 messages)
- NOAH-T454080006 (4 topics. 76 messages)
b NOAH-1921201216 (4 topics, 88 messages)
b NOAH-64T4623111 (4 topics, B8 messages)
»NOAH-8583510777 (4 topics. 88 messages)
- NOAH-6387418085 (4 topics. 88 messages)
- NOAH-9968244087 (4 topics. 83 messages)
b NOAH-4175564696 (4 topics. 88 messages)
b NOAH-4826510029 (4 topics, 88 messages)
- NOAH-2202540911 (4 topics, 88 messages)
- NOAH-5990838319 (4 topics. 88 messages)
- NOAH-6671634846 (4 topics. 87 messages)
- NOAH-2508531078 (4 topics, 63 messages)
- NOAH-6636018293 (4 topics, 88 messages)
- NOAH-T294650289 (4 topics. 63 messages)
- NOAH-1300231228 (4 topics. 62 messages)
- NOAH-1974541998 (4 topics. 88 messages)
- NOAH-TI68348789 (4 topics, 62 messages)
- NOAH-T116569536 (4 topics, 63 messages)
- NOAH-B604887994 (4 topics. 87 messages)

Figure 17: Emulation of suitcases using the TMA emulation environment.
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p787572268622536 (6 topics, 92 messages)
» 475590968661647 (6 topics, 96 messages)
»492866131233590 (S5 topics, 74 messages)
p371792648571837 (6 topics, 81 messages)
- B74459505588767 (€ topics, 79 messages)
» 046724205923720 (S5 topics, 80 messages)
p964916008029162 (6 topics, 109 messages)
»721569091870576 (6 topics, 87 messages)
» 390506284469233 (G topics, 107 messages)
» 151880338083065 (6 topics, 81 messages)
p- 884351897357876 (6 topics, 89 messages)
> 140192911728719 (6 topics, 89 messages)
»853383002307189 (6 topics, 93 messages)
p-363351703409319 (6 topics, 91 messages)
p-997227853826494 (6 topics, 73 messages)
»429793047876341 (5 topics, 72 messages)
» 264852019571990 (6 topics, 87 messages)
»502138013964602 (6 topics, 89 messages)
»-000271587996129 (€ topics, 74 messages)
» 040393745363806 (G topics, 102 messages)
p-963766159281441 (5 topics, 80 messages)
»120990399130503 (6 topics, 84 messages)
P 933619230243622 (6 topics, 69 messages)
» 209209026711092 (6 topics, 68 messages)
»536010223610950 (6 topics, 83 messages)
- 761849725950243 (€ topics, 82 messages)
»112017233294283 (6 topics, 65 messages)
- 685504758410248 (6 topics, 66 messages)
»919045608679501 (€ topics, 78 messages)
p-865750568796130 (6 topics, 80 messages)
»027408447094253 (5 topics, 61 messages)
p-929776862235771 (6 topics, 64 messages)
»860216557721397 (6 topics, 63 messages)
» 121784364564773 (G topics, 93 messages)
- 207741446429515 (6 topics, 77 messages)
» 347895380462560 (6 topics, 78 messages)
p-182280451186657 (6 topics, 63 messages)
»903892890516798 (6 topics, 63 messages)
»251476280105098 (G topics, 92 messages)
»393642121747778 (6 topics, 70 messages)
P 206270670138332 (6 topics, 73 messages)
- 364509691092172 (S5 topics, 63 messages)
p776747811342742 (6 topics, 70 messages)
- 094404396629738 (6 topics, 71 messages)
»-792808212581963 (5 topics, 70 messages)
»761723181918673 (€ topics, 72 messages)
p 573540865459532 (6 topics, 68 messages)
»-893837062097385 (6 topics, 70 messages)
p-084089278212179 (S topics, 68 messages)
»802119932667792 (5 topics, 68 messages)
p-230594287931744 (€ topics, 70 messages)
P 339661545173635 (5 topics, 66 messages)
» 094970623006537 (6 topics, 67 messages)
P 344879740870139 (6 topics, 61 messages)
»013568949111330 (6 topics, 63 messages)
- 296044000329985 (5 topics, 61 messages)

Figure 18: Emulation of smart watches using the TMA emulation environment.
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Another key integration effort undertaken during this trial was connecting the emulated Docker-based
environment—comprising suitcases and smartwatches—with the Kentyou Eye platform. This integration
enables real-time visualisation, monitoring, and analysis of the emulated device activities directly within the
Kentyou Eye interface. It bridges the gap between the emulated data sources and the platform's data
management and intelligence capabilities, providing a seamless view of the operational environment.

By establishing this connection, we could simulate realistic device behaviours and immediately observe their
impacts and states through Kentyou Eye, validating both the communication pipelines and the data ingestion
mechanisms. This integration also lays the foundation for more complex testing scenarios, including real-time
event processing and analytics.

The outcomes of this integration are illustrated in the following figures 19 to 21, showcasing the successful
interaction between the emulated devices and the Kentyou Eye platform.

V' Kentyou eye X +

c 25 cognifog.kentyou.com/eye/ui/mapViewer
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Figure 19: Localisation of the emulated sources.

In Figure 20, we show the details of data received from one of the emulated Suitcase in Kentyou Eye
dashboard. From the dashboard, we can access the details of each suitcase.
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Figure 20: Details about data received from a suitcase.

Similarly to suitcases, we are also able to visualize the details of data received from one of the emulated Smart
watches in Kentyou eye Dashboard.
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Figure 21: Details about the data received from one smartwatch.
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3.2.3 KPIs evaluation

This section presents the results obtained during our preliminary evaluation phase. The key performance
indicators (KPIs) provide insight into the efficiency of the deployment processes.

This preliminary evaluation phase focuses on the following KPIs (see Tables 2 and 4):
e K1: Software installation time
o K2: Setup time of the infrastructure
e Ka3: Setup time of a service
o TMAL: Number of test users
e  TMAZ2: Number of test apps
e TMAS: Reduce Latency

During deployment, we faced challenges integrating the Smart Allocator with K3s, which delayed the
evaluation of key KPIs reliant on the Smart Allocator (K4, K5, K6, K7 and K8). Originally designed for
Kubernetes (K8s), the Smart Allocator required significant adjustments for K3s, particularly in configuring
Multus CNI. Differences in deployment between K8s and K3s complicated troubleshooting and prolonged
integration. We resolved configuration issues through detailed analysis, debugging, and iterative testing,
ensuring the Smart Allocator and Multus CNI operated effectively within the K3s environment.

In Table 7, we report a preliminary evaluation focusing mainly on the setup time of the COGNIFOG
ecosystem.

Table 7: Trial 2 generic KPI preliminary evaluation.
Description Involved Evaluation
component

K1: Edge andRequired time to setup OCM, Using K3s, all of the Cognifog

loT autonomousthe COGNIFOG|Smart Allocator,components can be deployed in parallel

installation systems. Orchestrator instead of sequential steps. This parallel

time scheduler  anddeployment approach reduces time.

agent.

K2: Required time to setupNA We are working on a method to

Infrastructure  the infrastructure: automate the deployment of all the

setup time K3s, containerd, components using vagrant and ansible.
networking At the moment Vagrant part is
configuration. completed.

K3: ServiceRequired time to setNA This is just one API call to Job

establishment  up/deploy an Manager.

time application

3.2.4 Replication Guidelines

To facilitate easy replication of the deployment environment, we have developed a Vagrant script that
automates the provisioning of the entire infrastructure required for both the Management and Working
Clusters. Using this script, users can spin up all necessary virtual machines (VMs) with a single command,
significantly reducing the complexity and manual effort involved in setting up the environment.
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The Vagrant script handles the creation, configuration, and networking of the virtual machines, ensuring that
the resulting infrastructure closely mirrors the setup used during our trials. It provides a consistent,
reproducible environment ideal for testing, development, or further experimentation.

Detailed instructions on how to use the script, as well as the script itself, can be found in Annex | of this
document.

3.2.5 Lessons Learnt and Best Practices

We have redefined our deployment approach, as the previously provided UC-Quickstart was
unsuitable for Trial 2. We have since developed our version of a Quickstart environment using
Vagrant. While some manual steps remain, most of our efforts focused on understanding the
deployment processes for the Orchestration Scheduler and Smart Allocator. Interactions with the
technology providers proved to be highly valuable.

Moving forward, comprehensive and well-maintained technical documentation is critical, as
integration activities cannot progress without it. In addition, we must perform end-to-end testing,
implement continuous unit testing for each component, and conduct regular integration testing.

3.3 Trial 3: LMS

3.3.1 Scenario workflow

This trial demonstrates a ROS-based industrial automation system where two mobile robots operate within a
manufacturing environment. The COGNIFOG framework enables orchestration, monitoring, and resource
allocation for ROS applications running on Docker and deployed in Kubernetes. The integration of the
Quickstart environment ensures a seamless deployment process.

The system begins with two ROS-powered robots operating within a manufacturing cell. Various ROS
applications are deployed to manage and optimise their operations. These applications include data APIs for
structured data exchange, simulation tools for virtual testing of movement and logistics, light mapping for
environmental modelling, and light navigation for path planning and obstacle avoidance. Additionally, robot
control and planning ensure task execution and automation, while light object detection identifies and tracks
manufacturing parts.

To enhance manageability and deployment efficiency, each ROS application is containerised into Docker
images. These images are stored in a private Docker registry, which can be hosted locally or on a designated
Edge node. The robots and their supporting applications then pull the latest versions of these images from the
registry, ensuring consistency and ease of updates.

A K3s-based Kubernetes cluster is responsible for managing the deployment of containerised ROS
applications. Kubernetes provides automated application scheduling across Edge nodes, scales workloads
dynamically based on demand, and ensures self-healing by restarting any failed containers. This approach
optimises resource allocation and guarantees high system availability.

The Quickstart deployment simplifies the initial setup of key COGNIFOG components, ensuring a smooth and
efficient integration process. Several critical services are deployed, including an MQTT broker for real-time
messaging between robots and applications, the COGNIFOG dashboard for centralised visualisation of robot
activities, and monitoring agents that collect performance metrics such as CPU usage, RAM consumption, and
latency. Polygraph modelling and monitoring are incorporated to enable predictive analytics and anomaly
detection, further enhancing system reliability.

Edge processing plays a crucial role in real-time pre-analysis of sensor data collected from the robots. This
processed data is then forwarded to the cloud for long-term storage, advanced analytics, and historical
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performance tracking. The SIEMENS Smart Allocator dynamically optimises resource allocation between
Edge and Cloud environments, ensuring efficient data processing and decision-making.

To maintain system integrity and security, CI/CD pipelines are implemented to automatically update ROS
applications, reducing downtime and manual intervention. The infrastructure is further protected by ARCA
OS and trusted components, safeguarding it against cyber threats. Security policies are enforced to ensure safe
communication between Edge nodes, preventing unauthorised access and data breaches.

This trial presents a fully integrated ROS-Docker-Kubernetes deployment, ensuring real-time robot control,
intelligent orchestration, and robust monitoring. The Quickstart framework accelerates the deployment of key
COGNIFOG components, enabling scalability, security, and optimised workload distribution. Through
seamless coordination between Edge and Cloud processing, this approach enhances operational efficiency
while maintaining system reliability and security.

3.3.2 Trial deployment

This section provides a detailed overview of the testbed setup, describing how the trial workflow outlined in
the previous subsection has been practically implemented. It also outlines the testing methodology, the core
components, and the reasoning behind our technical choices. The primary objective is to ensure the trial's
reproducibility under similar conditions and enable effective evaluation of the system’s performance.

The testbed is based on an ROS-based robotic environment that leverages containerised deployments and
Kubernetes orchestration to manage autonomous robotic operations efficiently. The architecture follows a
cloud-edge paradigm, where multiple layers distribute computational workloads to optimise latency,
processing efficiency, and resource utilisation.

At the cloud layer, a K3s master node serves as the central coordination hub, handling high-level orchestration,
monitoring, and application management. The cloud infrastructure aggregates data from Edge nodes, manages
deployments, and maintains global system awareness. Key cloud-based components include:

o COGNIFOG Dashboard — A unified interface for visualising system performance, Edge workloads,
and real-time application status.

e Monitoring Manager & Aggregator — Collects and analyses infrastructure and application metrics
to optimise performance.

o Orchestrator-Scheduler — Oversees the integration and coordination of multiple Edge clusters,
ensuring balanced resource distribution.

At the Edge layer, multiple Edge clusters run autonomously while maintaining integration with the cloud.
These Edge clusters are responsible for processing incoming sensor data, executing robotic tasks, and
facilitating real-time decision-making. Each Edge cluster consists of:

e robotl and robot2, two independent robotic units running ROS-based applications deployed within
Kubernetes pods.

o Gazebo simulation environment validates robot behaviours before deploying them in real-world
conditions.

e Cognifog-demo pod, providing a controlled testing setup for demonstrating the system’s capabilities.

To enable efficient deployment and management, we utilise Helm charts to automate the setup of all critical
system components. The orchestration is handled using K3s, ensuring lightweight yet robust cluster
management across distributed nodes.

Security and real-time communication are facilitated by an MQTT Broker, enabling seamless data exchange
between ROS applications, Edge services, and cloud monitoring tools. Additionally, Polygraph monitoring is
deployed to analyse the periodicity and bandwidth of ROS topics, ensuring efficient data transfer between
robotic units and Edge computing resources.
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For resource optimisation, the SIEMENS Smart Allocator dynamically allocates computing workloads across
the Edge nodes, balancing performance and energy efficiency. This ensures the system can adapt to varying
workloads while maintaining low-latency operations.

To automate infrastructure provisioning and software configurations, Ansible playbooks are used to streamline
deployments, reduce setup complexity, and minimise the risk of configuration errors. This Infrastructure as
Code approach ensures that new nodes joining the system—whether cloud, Edge, or robotic units—are
automatically configured with the necessary services and security policies.

By combining ROS, containerisation, Kubernetes orchestration, and advanced monitoring, this deployment
provides a scalable, resilient, and efficient framework for managing autonomous robotic operations within the
COGNIFOG ecosystem.

3.3.3 KPlIs evaluation

The KPI evaluation process surfaced important insights regarding the integration of the Smart Allocator within
a K3s-based edge environment. The scheduler was initially developed for full Kubernetes clusters and expected
a set of features and configurations that differ in lightweight K3s setups. As a result, the deployment required
technical adaptation to align with the specific networking and orchestration mechanisms available in K3s.
Much of the work involved reworking network policies and ensuring that the necessary interfaces for traffic-
aware scheduling and service placement could be reliably configured at the edge.

This adaptation was not straightforward, as the reduced footprint of K3s introduces differences in how certain
extensions and services are handled, especially around advanced networking. Our engineering effort focused
on reconciling these differences through iterative debugging and cluster reconfiguration. As of this phase,
foundational compatibility has been achieved, and the scheduler is functional within the edge cluster, paving
the way for broader evaluations related to dynamic scaling, resiliency, and energy optimisation in future testing
rounds.

In Table 8, we report the set of preliminary evaluations we conducted. We mainly focused on KPIs related to
the infrastructure's setup time. We were not able to do evaluations related to application
deployment/redeployment since we were lacking important subsystems such as the Smart Allocator.

Table 8: Trial 3 preliminary KPIs evaluation.

KPI Description Evaluation
K1: Edge and 10T | Required time to set up the | The deployment of the COGNIFOG system
autonomous installation | COGNIFOG systems. was streamlined using Ansible playbooks and
time Helm charts, significantly reducing setup

complexity. The installation process for Edge
and loT components was completed in under
2 hours, with software provisioning taking
approximately 10 minutes per node. The
automation of infrastructure configuration
ensured minimal manual intervention and
consistent setup across nodes.

K2: Setup time of | The elapsed time to setup a | The cloud-to-edge-to-loT infrastructure was
infrastructure specific cloud-to-edge-to-loT | fully provisioned in less than 5 minutes,
infrastructure. leveraging K3s orchestration and automated
configuration scripts. Network connectivity
between cloud, Edge, and loT devices was
validated  through  service  discovery
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mechanisms and real-time monitoring,
ensuring rapid system readiness.

K3: Service | The elapsed time to set up a | The deployment of ROS-based robotic
establishment time specific network service before | applications within Kubernetes pods was
it becomes operational (from | achieved in under 20 minutes. Utilising Helm
the deploy command). charts and pre-configured container images,

the initialisation of robotic services, including
simulation, object detection, and navigation,
was efficiently automated, ensuring minimal
downtime and immediate operational
capability.

3.3.4 Replication Guidelines

To enhance replicability and support experimentation across different environments, we developed a
virtualised testbed model that reflects our physical deployment architecture. This model enables the
deployment of the full COGNIFOG stack—robotic applications, orchestration tools, monitoring services, and
communication middleware—on standard development machines. By abstracting the hardware layer, the
virtualised setup allows new users, testers, or developers to easily recreate our infrastructure and conduct
meaningful evaluations without requiring access to physical robots or Edge boards.

This replication is enabled by integrating VVagrant-based VM provisioning and Ansible automation. Vagrant
manages the creation of the virtual machines, while Ansible ensures that each machine is configured with the
necessary services, Kubernetes (K3s) cluster setup, and application dependencies. Furthermore, Helm charts
are used to deploy the actual COGNIFOG components, ensuring consistency across installations. This
approach not only standardises the deployment process but also makes updates and rollbacks manageable,
reducing the risk of misconfiguration.

All configuration files, automation scripts, and setup guidelines are maintained in a centralised repository and
structured to support both virtual and physical deployments. The modularity of this system enables specific
parts of the deployment (e.g., robotic applications, smart Allocator, or monitoring stack) to be tested in
isolation or as part of the full continuum. In essence, our replication methodology provides a reliable and
scalable foundation for others to validate, extend, or adapt the COGNIFOG deployment to different use cases
or environments.

3.3.5 Lessons Learnt and Best Practices

During the development and deployment of our trial, several important lessons emerged that contributed to
refining both our technical approach and collaborative practices. One key realisation was the importance of
maximising the use of COGNIFOG technologies within the trial. To avoid any perceived "osmosis"—a
disconnection between core platform capabilities and trial implementation—we focused on deepening our
integration through dedicated technical sessions and close collaboration with partners. This ensured that trial
activities reflected the full potential of the COGNIFOG architecture, from orchestration and monitoring to
edge intelligence.

Another significant lesson was the need to define KPIs that are both measurable and aligned with the actual
system capabilities and infrastructure limitations. Initially, some KPIs—particularly those involving strict
latency requirements—were difficult to evaluate under real-world conditions. This experience highlighted the
value of incorporating broader metrics such as scalability, deployment time, and flexibility, which are equally
crucial for assessing the platform’s robustness and adaptability.

From a best practices perspective, we recognised the critical role of comprehensive documentation. Given the
complexity of the COGNIFOG ecosystem, maintaining clear and updated technical guides greatly streamlined
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integration and troubleshooting efforts. Similarly, we adopted continuous integration and testing workflows to
ensure consistent performance and reduce regression issues. Automated deployment via Ansible and Helm
charts enabled faster iterations and minimised manual errors. Finally, building the platform with CI/CD in
mind has laid a solid foundation for future updates, expansion, and third-party adoption. These practices
collectively improved the overall development experience, reduced setup time, and enhanced system
reliability.
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4 Conclusion

The efforts undertaken in T5.3 have successfully established a comprehensive set of preliminary tests for the
COGNIFOG deployment and systems integration. In particular, these preliminary evaluations focused on the
setup and validation of COGNIFOG’s infrastructure. The various software components constituting the
COGNIFOG platform were deployed, tested, and integrated within the three trial environments. For each
COGNIFOG component, we conducted integration tests using K3s, which serves as our reference platform for
COGNIFOG Edge/Cloud deployments. Besides, we conducted preliminary evaluations focusing on the
deployment and setup time KPIs.

As a result of these integration efforts and the technical meeting we organised between the technology
providers and trial partners, we were able to share key technical details, gain deeper insights into the systems'
capabilities, and identify optimal strategies for seamless integration. This collaboration greatly helped in
resolving integration issues. Consequently, a significantly enhanced version of the COGNIFOG Quickstart has
been released!. This new version resolves the major challenges previously encountered during the integration
of the different components, including the subsystems provided by all project partners. It now represents our
future reference deployment for replicating tests across the project. This deliverable marks a critical milestone,
demonstrating the successful outcomes of our integration and testing activities. It provides not only a solid
foundation for understanding the COGNIFOG platform architecture but also validates the effectiveness and
reliability of the deployment automation processes within each trial.

The Quickstart tool, as detailed in this deliverable, will serve as a pivotal starting point for all further testing
activities. Thanks to the automation introduced through Infrastructure as Code practices, all trial providers can
now effortlessly set up a fully functional COGNIFOG environment. This enables them to shift their focus
towards testing and validating their specific use cases, rather than spending time on complex deployment tasks.
Furthermore, the Quickstart environment will be the cornerstone of for emulating the COGNIFOG
environment as well as the trials scenarios. The objective is to facilitate the replication of COGNIFOG stack
using a totally automated tool.

Building upon the work presented in this deliverable, we plan to further strengthen the robustness, reliability,
and coverage of COGNIFOG platform testing. The final evaluation and full validation of the platform will be
documented in Deliverable D5.3, scheduled for release at project month M36. This upcoming milestone will
consolidate all testing results and further refine the platform towards production-readiness.

L https://github.com/cognifog-eu/UC-quickstart
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Annex I: Trial 2 environment setup

Vagrant.configure("2") do |config|
# Global VM Box
config.vm.box = "ubuntu/jammy64" # Official Ubuntu 22.04 LTS Vagrant box

# Global Provider Settings (VirtualBox & Libvirt)
config.vm.provider :virtualbox do |vb|
vb.memory = 4096

vb.cpus =2

end

# I Control Plane (Master Node) ---- Working Cluster

config.vm.define "control-plane” do |cloud|
cloud.vm.hostname = "control-plane"
cloud.vm.network "private_network", ip: "192.168.57.11"

cloud.vm.provision :k3s, run: "once" do |k3s|

k3s.installer_url = 'https://get.k3s.i0'

k3s.env = %W[INSTALL_K3S_VERSION=v1.31.6+k3s1 K3S_KUBECONFIG_MODE=0644
K3S_TOKEN=vagrant]

k3s.config_mode = '0644'

k3s.config = {

:disable => %w][servicelb traefik]

}

k3s.args = "--node-ip 192.168.57.11 --egress-selector-mode=disabled"
end

end

# [ Worker Node (c1) ---- Working Cluster

config.vm.define "c1" do |worker|
worker.vm.hostname = "c1"
worker.vm.network "private_network", ip: "192.168.57.13"

worker.vm.provider :virtualbox do |vb|
vb.memory = 4096

vb.cpus =2

end
end

# ===
# [1 Worker Node (c2) ---- Working Cluster
# ===
config.vm.define "c2" do |worker|

worker.vm.hostname = "c2"

worker.vm.network "private_network", ip: "192.168.57.14"

worker.vm.provider :virtualbox do |vb|
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vb.memory = 4096
vb.cpus =2

end

end

# I Control Plane (Master Node) ---- Management Cluster
# ===
config.vm.define "ocmhub" do |ocmhub|
ocmhub.vm.hostname = "ocmhub”

ocmhub.vm.network "private_network", ip: "192.168.57.10"

ocmhub.vm.provision :k3s, run: "once™ do |k3s|

k3s.installer_url = 'https://get.k3s.i0'

k3s.env = %W[INSTALL_K3S_VERSION=v1.31.6+k3s1 K3S_KUBECONFIG_MODE=0644
K3S_TOKEN=vagrant]

k3s.config_mode = '0644'

k3s.config = {

:disable => %w([servicelb traefik]

}

k3s.args = "--node-ip 192.168.57.10 --egress-selector-mode=disabled"

end

ocmhub.vm.provider :virtualbox do |vb|
vb.memory = 2048

vb.cpus =2

end

end

end

Once the required VMs are running run the following commands on Working Cluster to join the
worker nodes:

curl -sfL https://get.k3s.io | K3S_URL=https://myserver:6443 K3S_TOKEN=mynodetoken sh -s - --node-ip=

After that, install the OCM in the Management Cluster
clusteradm init --wait --context ${CTX_HUB_CLUSTER}
Then join the working cluster

clusteradm join \
--hub-token <your token data> \
--hub-apiserver <your hub kube-apiserver endpoint>\
--wait \
--cluster-name <cluster_name>

Then, accept the working cluster from the management cluster.
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