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Executive summary

In accordance with Task T5.3 — Evaluation of results, technical support, and replication guidelines —
this deliverable builds on the initial version reported in D5.3 and provides a comprehensive assessment of the
Cognitive-Fog framework from three complementary perspectives: system, developer, and end-user. This
updated edition presents the latest evaluations and tests conducted following the rollout of the three pilot use
cases:

« Trial 1 (Thales): Crisis management in urban environments.
- Trial 2 (TMA): E-health service continuity in remote construction sites.
«  Trial 3 (LMS): Automated smart manufacturing across an edge-cloud continuum.

The system-level evaluation is conducted using the Generic Key Performance Indicators (KPIs) reported
before in D5.3, addressing performance, security, scalability, and other relevant technical metrics.
The developer-oriented evaluation, presented in Section 3, synthesizes lessons learned throughout the
development process, with particular attention to development effort, integration complexity, and the learning
curve associated with adopting the Cognitive-Fog framework. Finally, the end-user evaluation, detailed in
Section 4, focuses on user experience aspects such as ergonomics, usability, and overall satisfaction.
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1 Introduction

This deliverable aims to provide an evaluation of the Cognitive-Fog framework, assessing its impact from a
system, developer, and end-user perspective in accordance with the project’s objectives and commitments
outlined in the Grant Agreement. Specifically, it aligns with Task T5.3, which focuses on the assessment of
Key Performance Indicators (KPIs), development efficiency, and user experience. In addition to the evaluation,
this deliverable documents the workflow of each trial. We also report progress on COGNIFOG Quickstart, a
virtualised environment initially developed by Thales (and later used by all partners) to simplify the
deployment of the software stack. Quickstart also serves as a means to easily replicate the deployment
environment.

The Cognitive-Fog framework is designed to enhance data processing along the loT-edge-cloud continuum,
reducing network congestion, energy consumption, and latency while improving privacy, security, reliability,
and resilience. Given the increasing demand for real-time analytics and intelligent automation in IoT
environments, this deliverable evaluates how well the framework addresses these challenges and supports
smart [oT applications.

The objectives of this deliverable are:

e System Evaluation: Analysing the performance of the framework using the Generic KPIs
(subsections 3.1.3, 3.2.3 and 3.3.3) to ensure it meets the technical requirements for efficient data flow
management.

¢ Developer Evaluation: Assessing the development experience, including factors such as ease of use,
learning curve, and development time, based on insights from the lessons learned (subsections 3.1.5,
3.2.5,and 3.3.5).

¢ End-user Evaluation: Considering the usability of COGNIFOG in different end-user scenarios. This
aspect will be further expanded upon in Deliverable D5.4.

This deliverable contributes to the project’s broader objectives by ensuring that Cognitive-Fog is a scalable,
adaptable, and efficient solution for managing IoT data flows. By adhering to the commitments outlined in the
Grant Agreement (GA), this evaluation ensures that the framework effectively supports the development of
next-generation edge computing applications, benefiting various stakeholders, including industry players,
developers, and end-users.

1.1 Mapping Projects’ Outputs

The purpose of this section; is to map COGNIFOG Grand Agreement (GA) commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1: Adherence to COGNIFOG GA Deliverable and Task(s) descriptions.

document
Justification

Respective

COGNIFOG Task

chapter(s)
This section provides an assessment

Section 3, subsections 3.1.3, [ of the framework’s performance

T5.3: Evaluation of the

.. 323 and 333 (KPIs | and scalability using Generic KPIs

Cognitive-Fog framework Evaluation) to ensure it meets technical
requirements.

The developer experience is

evaluated based on the lessons

Section 3, subsections 3.1.5,
325, and 3.3.5 (Lessons
Learnt and Best Practices)

learned, addressing factors such as
ease of integration, learning curve,
and development time.

Section 3, subsections 3.1.1,

The usability of the platform in

Grant Agreement: 101092968
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3.2.1, and 3.3.1 (Scenario | different use cases is highlighted

workflow) from a user perspective, with a
more detailed analysis planned for
D5.4.

Grant Agreement: 101092968 -12-
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2 KPIs Definition

In this deliverable, we present the final version of both the generic and trial-specific Key Performance
Indicators (KPIs). The initial version of these KPIs was introduced in Deliverable D2.5 - Validation and
benchmarking plan initial version (M6) and subsequently refined in D5.1 - Report on pilots on setup and
operational management initial version (M18) and D2.6 - Validation and benchmarking plan final version
(M21).

In D5.4, we repeat the KPIs defined in D5.3, further extending and refining the trial-specific KPIs of Trial 3.
This final iteration of KPIs incorporates feedback from reviewers and insights gained from real-world trial
experiences, ensuring that the KPIs are both practical and forward-looking.

In addition, we include a brief Section 2.3 summarising the KPI results to provide an overview, while detailed
results and analysis are presented in Section 3.

1.1 Generic KPIs

Table 2 provides an overview of the general KPIs associated with the Cognitive-Fog framework. Notably, the
first eight KPIs (K1-K8) were originally defined in the Grant Agreement, ensuring alignment with the project's
initial objectives. Meanwhile, the last two KPIs (K9, K10) were introduced during the course of the project
(see D2.6, Section 2.8, 2.9) to enhance its impact, specifically by addressing energy efficiency and load
balancing. These additional KPIs reflect the project's adaptive approach, integrating new insights and evolving
priorities to maximise its contributions.

Table 2: The COGNIFOG generic evaluation KPIs

KPI KPI Measurement procedure
Edge and IoT autonomous | The time to provision and install autonomous edge, including, HW,
K1 installation time (K1) SW, interconnection of components, configuration (all of day -1
operations).
Setup time of Infrastructure | The elapsed time to set up a specific cloud-to-edge-to-loT
K2 .
(K2) infrastructure.
K3 Service establishment time | The elapsed time to set up a specific network service before it is
(K3) operational (from the deploy command).
. . Minimum number of workflow interventions to set up the
Single touch orchestration .
K4 (K4) autonomous edge software stack and IoT-device deployment
orchestration (e.g., drones, AR glasses, vehicles).
The time before a scale-up operation is completed in case of a lack
of resources. Infrastructure: setup time of negotiated (SLA) resource
K5 Scale-up latency (K5) slices (cloud, edge, far edge and [oT). Operations: responsiveness
performances (measured in hours, minutes, or days) to scale-up the
operative and/or tactical loops.
K6 Device integration (K6) The time/effort required to add a new device to the COGNIFOG
platform as opposed to the current implementation.
K7 Resiliency (K7) How d(?es the system cope with user errors, unstable network
connections and other unforeseen conditions.
K8 Data integrity / security (K8) Determine if the new Platform will offer better security and privacy
compared to the existing one.
Percentage of reduction in energy consumption, carbon footprint of
K9 Energy efficiency (K9) the system, and power usage due to dynamic distribution of
workloads across the available resources (both edge and cloud).
Efficient load balancing Percentage of reduction in network traffic, pro'ceSS{ng.tlm'e, and
K10 (K10) system-wide performance due to the dynamic distribution of
workloads across the available resources (both edge and cloud).

Grant Agreement: 101092968
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Table 3 presents the target values of the generic KPIs for each trial. Since Deliverable D2.6, these values have
been reviewed and refined to enhance their realism and applicability. This revision also addresses the
reviewers’ feedback, particularly concerning the long installation latencies, ensuring that the targets are both

achievable and aligned with real-world deployment conditions.

Table 3: Target values of generic KPIs per trial

Trial 1 - Thales

Trial 2 - TMA

Trial 3 - LMS

rsn\lzs installation: SW: 10 mins per node SW: 10 mins per node E(\:Z; 10 mins per
Kl HW installation: HW:2/3 hours HW:3 hours HW: 2 hours
hours
Cloud-to-edge-to-
K2 Infrastructure Cloud-to-edge-to-IoT | Cloud-to-edge-to-1oT | IoT infrastructure:
setup time: mins | infrastructure: 5 mins infrastructure: 3 hours 5 mins
The elgpsed tme to set up The elapsed time to set up
a specific network service . .

. a specific network service .
before it becomes before i becomes New robotics
operational, including all . . . applications should

Network  setup operational, including all .
K3 L necessary network . be deployed in less
time: mins . necessary network services .
services from deployment than 20 minutes.
command to operational from deployment command
status. must be less than 5 to operational status, must
minu;es be less than 5 minutes.
1 command to |1 command to|1 command to
K4 Number of steps | deploy/update the | deploy/update the | deploy/update the
application application application
Far edge
Far edge redeployment: | Far edge redeployment: | redeployment: less
K5 Scale-up  time: | less than 2 mins less than 2 mins than 2 mins
mins Edge redeployment: less | Edge redeployment: less | Edge
than 5 mins than 5 mins redeployment: less
than 5 mins
Increase  robotic
Newly deployed sensors The time to integrate a new cells deployed on
Device should be connected, wearable ToT device must the same cloud-to-
K6 | integration: mins | Fady> and visible from |p 5 i an 5 minutes cdge-to-ToT
& ' the platform within 5 ’ infrastructure must
minutes. be at least 5
minutes.
4 communication tests:
1. ToT with edge server | 2 tests:
2 tests: communication under | 1. Platform
) Plé.lt form  robustness (emulated) bad | robustness
((;onnec tivity disruption connectivity (connectivity
Resiliency: server failure, intrusion) > | 2. IoT with an edge server | disruption, server
K7 number o}fl'tests ) v Comll;in’e multiole under-_lack of connectivity | failure)
h;'tr dware  failures alil d 3. Edge server with cloud | 2. Combine
connectivity issues under lack of connectivity | multiple hardware
Y 4. Stress test: emulation of | failures and
multiple  [oT  devices | connectivity issues
communicating with edge
server.

Grant Agreement: 101092968
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1 action:
1 action: 2 actions: 1.  Secure the
Data 1. Platform should ensure | 1. Moving data from the | network and sensor
inteeritv/security: minimal data loss (80% | cloud to the edge provides | data from
K8 nu n;gberyo fac tior}llé reduction) during network | better security. unauthorised
taken interruption and | 2. Ensure  automated | access,
equipment failures encrypted backup to the | manipulation, or
cloud every 24 hours. disruption.
Reduce the amount
Reduction of  energy Reduce ' the energy | of ~ energy
Energy . o> | consumption along the | consumption by
; ) consumption by 20% . N .
efficiency: alon the edee-cloud edge cloud continuum by | 20%, by reducing
K9 percentage of & | cdse-ciot 10% and 20% CO2 | the operational
continuum, including its . . .
energy or/and associated CO2 footorint footprint without reducing | resources and
CO2 reduction print. QoE applying smart task
allocation.
Reduced network traffic
Load balancing: | Reduced network traffic | and processing at the cloud | Reduce the traffic
K10 | percentage of | at the Cloud level by at | by 10% due to decentralised | to be sent to the

traffic reduction

least 10%.

processing.

Cloud by 10%.

1.2 Trial-specific KPIs

Table 4 provides a comprehensive summary of the trial-specific KPIs. Among them, scalability, predictability,
and flexibility stand out as three critical KPIs that will be assessed across trials, ensuring a consistent evaluation
framework based on trial-specific scenarios. These KPIs were introduced in response to reviewer comments
on "osmosis", ensuring that the trials are effectively integrating and utilising the project's technology while
demonstrating the COGNIFOG platform's full capabilities. They also help move beyond traditional latency-
based evaluations by considering broader measures of system performance and adaptability.

Beyond these common KPIs, the remaining indicators are tailored to each individual trial, addressing distinct
aspects relevant to their specific objectives. These may include factors such as the number of test users, Al
dynamic load balancing, and other performance-related attributes.

Table 4: Trial-specific KPIs.

Description Trial 1 - Thales Trial 2 - TMA Trial 3 - LMS
TS1 Scalability System’s capabilities for dynamic resource allocation and auto-scaling.
TS? Predictability The system’s ablhlty to cpns1stently perform taslfs within a specified time frame
or deadline, ensuring reliable, repeatable operations.
The system’s ability to adapt to changing demands, environments, and
TS3 Flexibility workloads enables businesses to optimise performance, resource utilisation,
and user experience.
Edge and [oT
THA1 Dep loyment deployment time
time .
(around 5 mins)
Emulation of 100 IoT
TMA1 Number of test deV1Qes connecting with
users a single edge server
running on the edge.

Grant Agreement: 1

01092968
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Emulator for IoT devices
Emulator for stress test.
Dockeriszed setup of
Number of test loT gateway
TMA2 apps preprocessor.
Dockerised setup of
telemedicine backend.
Working COGNIFOG
quick start.
IoT devices connecting
to the edge network
gateway 1S a new
concept; however, the
latency improvement is
noticeable compared to
connectivity with a
cloud back-end.
Number of
TMAA4 | Robustness communication  stress
test scenarios.

Reduce the
TMA3 | latency of
response.

The system's ability to
LMS1 change workload
(newly | Adaptability deployment based on
added) manufacturing
requirements

Table 5 presents the target values of the trial-specific KPIs. These target values serve as reference points to
evaluate whether the trials successfully meet their intended objectives and align with the overall project goals.
These values help quantify how well each trial adapts to different conditions, maintains stable performance,
and efficiently scales with varying loads.

Grant Agreement: 101092968 -16-
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Table 5: Target values for trial-specific KPIs

Trial 1 - Thales

Perform large-scale
monitoring and data
collection from multiple
devices (Up to 100,000
and growing at a rate of
up to 500/h)

Trial 2 - TMA

Test Case 1:Emulation
with One Construction
Company Managing 10
Construction Sites

(1 company with 100

XCOGNIFOG

Trial 3—LMS (updated

since D5.3)

Perform evaluation with
one robot, 2 cameras, 9

Perform laree-scale employees - 10 | sensors, 10+ ROS nodes,

monitoring  of gOOD A suitcases, 100 [ OBJECTIVE: validate

100D of a%: tuators (Up to smartwatches) scalability  capabilities
Scalability: 100% and erowin 3:,[ a Test Case 2: Large-Scale | by ~ measuring  the
measures rate of up ogl 0/h) & Emulation for a Country | latency, @ CPU  and
throughput, Process pan d a 're ate with 5  Construction | memory allocation.

TS1 latency, CPU the data at the i% eg to Companies = Managing | Perform evaluation with
and memory, minimise the Edee glou d 50 Sites two robots, 4+ cameras,
error rates bandwidth (Lesgs than (5 companies with 500 | 15+ sensors, 20+ ROS

10Tb/s) employees - 50 | nodes,  OBJECTIVE:

Optimise  the  edee suitcases, 500 | validate scalability

corin utin Focess %o smartwatches) capabilities by

miniI;niseg It)he edoe Test Case 3: Large scale | measuring the latency,

computing power nee df q Emulation across the EU | CPU  and  memory

o tII:e ec%gle): (Less than with 27 EU Countries allocation.

100 Tflops by edge (5.400 employees - 540

cluster) suitcases, 5.400

’ smartwatches)

Application response

time and redeployment in

less than 3 minutes OBJECTIVE: Time

consistency for dynamic

Satisfy and monitor hard deployment of ROS

real-time applications L infra on demand; Light

Hard Lt Application  response ROS  infra:  <5mi
Predictability: (Hard " real-time means time and redeployment fira. i,

TS2 . " | that tasks must be|. . Heavy ROS infra:

mins oy in less than 5 minutes .
executed within a <15mins
maximal time constraint) Perform evaluation with
3 SLA types of time one robot
classes must be defined Perform evaluation with
(Strategy, Operative and two robots
Tactical).
OBJECTIVE:
Enable more than 50 Deployment of multiple
TMA Deployments to ROS nodes that the
Flexibility: Deploy at least 50 testing support  all . 27 EU COGNIFOG stack will
number y: of micro applications that C (f) fntries with monitor, estimated
TS3 deploved the COGNIFOG platform Telemedicine target value: 20+
proyee tools will monitor. . Evaluate with one robot
applications Services, that cell with 10+ ROS nodes
COGNIFOG platform .
tools will monitor Evaluate with two robot
’ cells with 20+ ROS
nodes
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- New applications
(containers) should be
deployed in less than 5
Deplovment mins to far-edge boards.
THAI tim% glinu tes |- New  applications
' should be deployed in
less than 1 min at the
edge.
TMAL Number  of At least 100 users
test users
TMAZ2 Number —of 5 applications
test apps
Reduce
response
TMA3 | lateney: 3-5% reduction
percentage
reduction  in
latency.
T™MA4 | Robustness at leagt three stress test
scenarios
OBJECTIVE: ROS
apps' efficient
deployment based on
Adaptability: industrial requirements
LMSI .
changeover Perform an evaluation of
(newly | .. . .
time in changeover times for the
added) . .
minutes dynamic deployment of
ROS nodes based on the
manufacturing tasks
workload
1.3 KPI Results Overview

Table 6 presents an overview of the results for both the generic and trial-specific KPIs. Further justification of
these results can be found in Section 3.

Table 6: Overview of KPI results

Trial 1 - Thales

Trial 2 - TMA

Trial 3 - LMS

SW: Average 2 seconds

SW: Average 80 seconds per
node without COGNIFOG, and

SW: provisioning tracking ~10

Kl per node average 100 seconds per node | mins per node
HW: less than 2 hours with COGNIFOG. HW: less than 2 hours
HW-: Less than 3 hours
Cloud-to-edge-to-1oT Cloud-to-edge-to-1oT
K2 infrastructure: less than 1 C loud-to-e d.g c-to-ToT infrastructure: less than 5 mins
min infrastructure: 8 minutes
. Average time: 15 minutes Less than 10 minutes
K3 Less than 5 minutes (Slightly higher than target)
1 command to
K4 deploy/update the 1 command to deploy/update the | 1 commaqd to deploy/update
7 application the application
application

Grant Agreement: 101092968

-18-




D5.4: Pilot reports, evaluation of results, replication guidelines initial version

XCOGNIFOG

Far edge redeployment: 1.5 mins

Far edge redeployment: 2 mins

K5 Not measurable iciie redeployment: less than 1 Edge redeployment: less 1 min
Average = time  from Average time: 3 seconds Average time to deploy a new
K6 power-on to first message . . .
received: ~45 seconds robotic cell: less than 1 min
Connectivity disruption:
within ~20 seconds after
network restoration After a network disruption, no
K7 Server failure: Kubernetes Not measurable data loss; execution of every task
restarted the broker pod continues, and the robot that fails
within ~15 seconds returns to its current state.
Combined failures:
within 40 seconds
. _ | Backup jobs are scheduled every | Pods are running in repeatable
Data loss reduction 24 hours, and the important data | cycles that prevent security
K8 100 % (greater than the | . . . . ;
KPI target) is being backed up and stored in | issues, and all infrastructure is
g the cloud protected by personal credentials
For a deployment of 4
ARM edge nodes
(assumed 25 W per node)
and an estimated cloud
baseline of 50 kWh/day,
the baseline energy use is
52.4 kWh/day. A 20%
reduction farget o A reduction of 22% in total
corresponds to a saving of | Energy consumption is reduced energy consumption (from 100
10.48 kWh/day (target = | by leveraging smaller edge &Y P
. . kWh/week to 78 kWh/week) was
41.92 kWh/day). In the | servers instead of big servers for measured after anplvine dvnamic
K9 example split, a 30% [ each construction site. The usage workload dislzll‘)ib}ll,ltiiny and
reduction at the edge | of smaller servers reduces reducin active  operational
(from 24 —  1.68 | energy consumption up to 75% uemns ve  op
kWh/day) combined with | for TMA. resources, resultmg. in improved
a 1952% reduction in system energy efficiency.
cloud consumption (from
50 — 40.24 kWh/day)
achieves  the  target,
yielding ~2.62 kgCO-/day
avoided wusing a 0.25
kgCO»/kWh emission
factor.
By implementing local
data aggregation and
adaptive transmission at .
the edge, cloud ingress ;rﬁ%cfgtlf & f;(;utsegle ﬁg;gu}rlscsl Traffic has been reduced. With
traffic was reduced by £ Y ’ local data orchestration and
K10 R and calculated the traffic I/O .
12.5% compared to the throush Prometheus and | Tesource allocation, cloud traffic
baseline, confirming Gra fai N is reduced.
effective bandwidth '
optimisation along the
edge—cloud continuum.
The platform is scalable | Successfully emulated 10 | After increasing the available
TSI for small-to-medium IoT | construction sites (company with [ RAM (from only 8GB to 32GB),

edge scenarios. While the
full KPI target of 100,000

100 employees, 10 suitcases, 100
smartwatches)

the system operated with 30%
lower CPU strain and without

Grant Agreement: 101092968
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devices and 1000 the overload behaviour observed
actuators is beyond the | Successfully emulated 50 | previously. This indicates that
Raspberry  Pi  cluster | construction sites (5 companies | the COGNIFOG infrastructure
capacity, the test confirms | with 500 employees, 50 suitcases, | scales effectively under higher

that the  architecture | 500 smartwatches) workloads.
supports incremental
scaling, resource

monitoring, and OODA
loop processing.

By the end of the
evaluation period, the
system successfully
monitored 950 actuators
simultaneously, with a
stable onboarding rate of
10 new devices per hour.
Average end-to-end
OODA latency remained
below 200 ms,
demonstrating  effective
large-scale ~ monitoring
and control capabilities
across distributed edge
nodes.

The system was designed
to perform local data
processing and
aggregation directly at the
edge nodes, reducing the
volume of raw
information transmitted to
the cloud.

This approach
significantly lowered
bandwidth consumption
and improved overall
efficiency.

During the evaluation,
over 90% of raw sensor
data was pre-processed
and summarised locally,
keeping Edge—Cloud
traffic below 10 Tb/s on
average.

The edge computing
pipeline was optimised to

reduce computational
load and energy
consumption while
maintaining real-time
performance.

Techniques such as model
quantisation, adaptive

inference, and workload
balancing were applied to
improve efficiency.
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As a result, each edge
cluster operated within
the target limit of 100

TFlops, ensuring
sustainable resource
usage without

compromising latency or
accuracy.

Redeployment and restarf

Predictability was  validated
through repeated deployments of

times were comfortabl ROS infrastructure components
within the 3 minutes KH under identical conditions. For
target. TMA's svstem cannot perform both 1-robot and 2-robot setups,
Strategy and  Operatiy ystem " P » | deployment was consistently
under a rigid "predictable .
workloads met their SLj timeframe because of completed in less than one
TS2 requirements. unpredictable incidents minute, well below the expected
Tactical worklog happening. Rather it will react in thre§ hold.
occasionally exceeded 10 . ) o Validated for one robot: ROS
N .. real time as per incident nature. . .
msecs, indicating limits ¢ infrastructure deployed in less
Raspberry Pi hardware fq than 1 min
strict challenging real-tim Validated for two robots: ROS
tasks. infrastructure deployed in less
than 1 min
By testing multiple scenarios in
the Gazebo simulation
A set of lichtweicht environment, each with different
testing micro-apff) licati fns specifications, layouts, obstacles,
was deployed across the and . objects,  the  system
edge-cloud infrastructure consistently respon .ded. as
to validate the scalability expected. No flexibility issues
and monitorin were  observed, and the
capabilitics of th% COGNIFOG  setup adapted
COGNIFOG platform smoothly to the variations across
Each micro-agp simul:;l ted simulated environments.
typical workloads such as | As per the TMA scenario, the A single mobile robot in Gaz.e bo
. . ) .| ran 10 ROS nodes for sensing,
data processing, sensor | infrastructure for the specific site SLAM ercention and
fusion, or Al inference, | remains the same; there's no . pereep
TS3 nd fully | dvnamic « . rovisionin navigation (Lidar, RGB camera,
a was why | Cynamic resoufce pProvisioning IMU, SLAM toolbox, object
instrumented for | for the site. So we cannot measure .
observability this KPI detection, Nav2). The system
Durine the tés tine phase ' handled all nodes smoothly with
over & 50 & l’II)liCI‘O—’ stable performance and no
applications were flexibility issues.
sggcessfull deploved and Two mobile robots in Gazebo
monitored yin I;ea}ll time operated simultaneously, each
confirmine the robustness’ running 10 ROS nodes (sensing,
of th f latform’s SLAM, perception, navigation).
deplovment p and Both ROS stacks were executed
superzl/ision tools in parallel without conflicts or
p ' performance degradation,
demonstrating stable multi-robot
flexibility.
THAI New applications deployed in less than 5 mins to far-edge boards

New applications deployed in less than 1 min at the edge
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TMA1

Emulated 100 Smart watches and 30 Suitcases

TMA2

Achieved:
- Emulator for [oT devices
- Emulator for stress test
- loT gateway preprocessor are working on in kubernetes environment via Kubernetes
manifests files.
Developed a quickstart for working with the COGNIFOG testbed, which has been shared in the
Replication Guidelines

TMA3

The response latency has been significantly reduced, as no data goes to the cloud. Due to edge
level (local) data processing, significant reduction is achieved.

TMA4

Traffic going out to the cloud has significantly reduced. Measured and calculated the traffic I/O
through Prometheus and Grafana.

LMSI

Adaptability was measured by triggering task reconfigurations in runtime and monitoring pod
behaviour, resource metrics (CPU/RAM) and system logs using Kubernetes tools. Stable metrics
and uninterrupted execution confirmed correct adaptation.

The full task reconfiguration process was completed in under 5 minutes, including pod updates,
node reassignment, and resource stabilisation.
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3 Trials setup

3.1 Trial 1: THALES

3.1.1 Scenario workflow and architecture overview
3.1.1.1 Workflow

= A
| =
— | |

aops
73
N
oN =
. <
OCMMarsgement | — > ocu Agent Smart Alosaor
: e
1 AP Sarver g
Kubermetss AP Sever

igure 1-: Cognifog’s workflow
Fig 1-: C fog’ kfl

In this trial scenario, we deploy a network of IoT sensors to periodically transmit data to Edge-based
applications. These applications detect critical anomalies, such as water levels exceeding predefined
thresholds. Complementing sensor data, video streams from cameras and drones are incorporated to localise
citizens in need during a flood.

At the Edge, incoming data undergoes pre-processing and analysis via applications managed and provisioned
by COGNIFOG. While the figure depicts Edge nodes as K3s master nodes, an additional Far Edge layer could
be introduced beneath them; this layer is omitted in the figure for clarity.

To ensure efficient deployment and management of Edge and Far Edge applications, we use container-based
orchestration with K3s. Our approach enables dynamic resource allocation using tools like the SIEMENS
Smart Allocator, adapting to fluctuating workloads within the same cluster. Applications are also updated
over-the-air, ensuring they remain current and perform optimally. After Edge processing, data is forwarded to
the cloud for storage and visualisation according to application requirements.

Monitoring is central to the COGNIFOG framework, covering both infrastructure and applications. Metrics
collected from Edge nodes—such as CPU, RAM usage, and latency—feed into the Smart Allocator for
intelligent workload placement. By integrating K3s orchestration with the SIEMENS Smart Allocator,
advanced resource optimisation and system scalability are achieved.

The following COGNIFOG components are deployed in this trial:

¢ Edge Gateway (I2CAT): Manages acquisition and initial processing from IoT devices and cameras;
deployable at the Far Edge or Edge layer depending on application needs.

¢ ARCA OS (CYSEQ): Secure operating system integrated into the Edge environment.

* Monitoring Manager/Agent (ATOS): Collects Edge infrastructure metrics, later used by the Smart
Allocator.

®  Orchestrator-Scheduler (ATOS): Manages Edge-based clusters.

e Smart Allocator (SIEMENS): Optimises application placement at the Edge based on
Prometheus/Thanos metrics.
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¢ Polygraph (CEA): Tracks health and performance of applications at the Edge.

¢ Kentyou Hub (KENTYOU): Processes [oT device data at the Edge.

¢ Kentyou Eye / COGNIFOG Dashboard (eBOS): Provides intuitive data visualisation for decision-
making and situational awareness.

3.1.1.2 Edge-networks infrastructure management and configuration
To strengthen our use case and ensure fully automated deployment of the COGNIFOG stack and the underlying
infrastructure, we adopted Infrastructure as Code (IaC) principles. Using Ansible, we automated the
provisioning, configuration, and lifecycle management of all software components, ensuring repeatable,
consistent, and scalable deployments across heterogeneous environments.

To complement this software-level automation, we also introduced iPXE-based network booting to automate
the configuration of the physical infrastructure itself. iPXE is an open-source network boot firmware that
enables a machine to start (or boot) directly from the network without requiring manually prepared USB keys
or pre-installed operating systems. At startup, iPXE retrieves a small script from a remote server that specifies
how the device should proceed—what operating system image to download, what configuration to apply, and
how to register itself in the cluster.

This capability is particularly important for our Edge use case, where the environment is dynamic, distributed,
and often deployed in locations where on-site human intervention is impractical. In such contexts, fully
automated configuration is essential to avoid manual setup steps and to remove the need for personnel to
physically access or reinstall devices.

The use of iPXE brings multiple benefits:

e Zero-touch deployment: New edge nodes can be added automatically without human intervention.

e Consistency and reproducibility: Every machine is provisioned in exactly the same way, reducing
configuration drift.

* Rapid re-provisioning: Nodes can be wiped, reinstalled, and configured within minutes—critical for
iterative pilot testing and dynamic environments.

e Hardware agnosticism: iPXE supports a wide range of hardware platforms, which aligns well with the
inherent heterogeneity of edge deployments.

e Operational scalability: Large numbers of devices can be deployed and maintained without increasing
operational workload.

By combining iPXE for automated infrastructure initialisation with Ansible for software configuration, we
created a unified, end-to-end automation pipeline. This approach significantly accelerates experimentation,
improves reliability, and enhances the replicability and scalability of COGNIFOG deployments across diverse
pilots and edge environments.

3.1.1.3 Extended IoT networks (Mesh networks at the Edge)

Since our use case focuses on coordinated crisis management in urban areas (e.g., during a flood event), it is
evident that we cannot rely on the availability or stability of the public Internet. In such situations, conventional
connectivity is often disrupted, overloaded, or completely inaccessible. Therefore, the networking solution
must operate independently of external infrastructure, ensuring that communication between devices remains
possible even when online connectivity is lost. To guarantee this level of resilience, we leverage local, self-
contained networking technologies capable of covering large areas and supporting dynamic, mobile nodes
such as drones:

e Long-range WiFi links: By using -high-power WiFi radios following standards such as WiFi 5/6/6E,
it is possible to establish point-to-point or point-to-multipoint links that span several kilometres. These
links can form the backbone of a local communication mesh, allowing edge devices to coordinate
without Internet access.

® Private 4G/5G networks: Deploying a compact private LTE/5G core (e.g., using portable base stations
or small cells) provides reliable, high-bandwidth, low-latency connectivity without relying on public
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cellular infrastructure. This ensures controlled, secure communication and supports high mobility and
wide coverage—ideal for emergency operations.

These local networks offer a resilient and flexible communication backbone that continues to function even in
degraded environments. They enable edge devices to:

e exchange telemetry and mission data in real time,

e coordinate tasks autonomously,

* maintain situational awareness even when connectivity fluctuates, and
e continue operating despite infrastructure damage or outages.

In crisis-response contexts, this independence from the Internet is not optional—it is a fundamental
requirement to ensure operational continuity and the reliability of the edge fleet management system.

4/5G gateway 4/5G gateway
NXP LX2160

WiFiora
4/5G network

WiFiora
4/5G network

Figure 2-: Trial 1 Cluster-mesh architecture at the infrastructure level

Figure 2 illustrates the communication architecture designed to support our crisis-response fleet
management use case (we report only the Edge). The system integrates drones, edge gateways, and
local wireless networking technologies to ensure continuous, resilient communication in
environments where public Internet connectivity cannot be relied upon, such as during floods or other
large-scale emergencies.

3.1.2 Trial deployment

3.1.2.1 COGNIFOG stack deployment

This section provides a comprehensive description of the testbed setup, detailing how the trial workflow
outlined in the previous subsection is implemented in practice. It also explains the testing methodology, the
components involved, and the rationale behind our choices. The objective is to ensure that the trial can be
accurately replicated under similar conditions and that the system’s performance can be effectively evaluated.

The testbed is built on a cloud—edge—IoT infrastructure, where the COGNIFOG system is deployed. This
architecture ensures seamless interaction between loT devices, Edge computing resources, and cloud-based
services for scalable data processing and decision-making.

At the cloud layer, a virtualised management cluster is hosted on a VM managed via Proxmox, serving as the
central management unit. This cluster incorporates several key components:

¢ Kentyou Eye (KENTYOU): Provides real-time monitoring of infrastructure and applications.
¢ Kentyou Data Hub (KENTYOU): Facilitates data ingestion and aggregation from distributed sources.
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* Monitoring Manager & Aggregator (ATOS): Collects and processes monitoring metrics to optimise
system performance.

®  Orchestrator-Scheduler (ATOS): Orchestrates multi-cluster deployments at the Edge, ensuring
efficient resource distribution and workload balancing.

At the Edge layer, two LX2160ARDB boards from NXP (see Figure 1), each featuring 16 Cortex-A72 cores
and 32GB of RAM, serve as independent Edge clusters. Each cluster runs the SIEMENS Smart Allocator on
its master node to optimise workload distribution and resource allocation within the cluster. The goal is to

ensure efficient workload execution across heterogeneous compute resources, including Raspberry Pi boards,
additional LX2160ARDB boards, or VMs on bare-metal servers.

To enhance security, reliability, and deployment efficiency, several new mechanisms have been integrated:

1. One-touch deployment: When a new node is powered on, it automatically downloads and installs the
required operating system and software stack via iPXE boot, eliminating the need for manual
configuration.

2. Automated provisioning: All subsystems—including the Smart Allocator, Monitoring Agent, and
Kentyou Data Hub—are deployed seamlessly via K3s and HELM charts, while infrastructure

3.  configurations are automated through Ansible. This ensures reproducibility, reduces operational
overhead, and accelerates deployment.

Figure 3-: Trial 1 physical implementation.

Worker nodes (Raspberry Pi boards in this setup) run ARCA OS (ARM-based image) to ensure security and
consistency. Real-time data collection is facilitated by the MQTT Broker (I2CAT), receiving telemetry from
10T devices such as water level sensors for flood monitoring and IMU sensors for motion and environmental
analysis. This combined approach ensures that the COGNIFOG platform remains adaptive, resilient, and fully
capable of managing distributed resources efficiently, while significantly simplifying deployment and scaling
for additional Edge and Far Edge nodes.

3.1.2.2 Edge Communication deployment

The tested architecture for our use case is similar to the scenario reported in Figure ... At the core of
the architecture are the edge gateways, implemented using NXP LX2160 platforms. Each gateway
hosts two key components:
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e a Mesh service, responsible for maintaining connectivity between drones through
decentralised communication mechanisms (it is a separated board that we connect to the
LX2160, see Figure ...); and

® a Video analysis service (YOLO applications), which processes live video streams received
from the drones (other applications can be deployed when needed— as done to test the
scalability of the platform).

Gateways interconnect using either high-range WiFi links or a public/private 4G/5G network,
depending on availability. Long-range WiFi is enabled through outdoor high-power WiFi, which
allow point-to-point or point-to-multipoint links to operate over several kilometers when line-of-
sight is available. This provides a robust and flexible backbone network that remains functional even
when traditional infrastructure is degraded or unavailable. It is worth mentioning that for our tests,
we used the standard WiFi frequency and transmission power to be aligned with the regulations
(increasing the transmission power for the WiFi access points requires official approvals).

Below each gateway, clusters of drones communicate via local WiFi links. These links support video
streaming and telemetry data transfer from the drones to the gateway for processing. Since this
communication relies solely on local wireless networks, it is unaffected by Internet outages and
remains operational under crisis conditions.

The rightmost part of the architecture highlights an extended ad hoc WiFi mesh formed directly
among drones. In this configuration, drones automatically discover one another and establish
decentralised, peer-to-peer connections. The mesh reorganises dynamically as drones move, join, or
leave the area, creating a self-healing communication fabric. If a link becomes unavailable, the
network seamlessly reroutes traffic through alternative paths. This approach is particularly suited to
field deployments where drones are mobile, and the topology cannot be predetermined.

Overall, the combination of local WiFi meshes, long-range gateway interconnections, and edge-level
processing ensures a communication system that is resilient, scalable, and fully independent of
external connectivity. This architecture supports reliable operation in dynamic and challenging
environments, making it well aligned with the demands of real-world crisis-management scenarios.

For the drone-related tests, and given that the use of real drones is forbidden within the THALES site
(all flight tests must be conducted only in air bases), we used a drone emulator to emulate their
behaviour and operations. This approach allowed us to safely and efficiently deploy applications and
test video transmission pipelines toward the COGNIFOG stack without requiring actual flight.
Additionally, we conducted experiments with non-flying, stationary drones (see Figure ...), which
enabled us to validate hardware interfaces, communication protocols, and video streaming under
realistic conditions while complying with site safety regulations. The combination of emulation and
controlled hardware testing ensured a comprehensive evaluation of the system’s performance and
reliability in scenarios representative of real-world drone deployments.

3.1.3 KUPIs evaluation

This section presents the results obtained during our evaluation phase. The key performance indicators (KPIs)
provide insight into the efficiency of the deployment processes.
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K1-:

KPI description: Edge and [oT autonomous installation time.

Target values: Here, the target time to set up the COGNIFOG stack is 10 mins per node.

Methodology:

® Conducted several independent deployment runs.
e Each subsystem is initialised independently and in parallel
e Measured time from bootstrap initiation to full cluster integration

Evaluation:

During the evaluation, the COGNIFOG ecosystem was deployed repeatedly. Because each subsystem could
be initialised independently and in parallel, the orchestration workflow avoided long sequential dependencies
that usually slow down edge/loT setups. Across eight runs, nodes bootstrapped their K3s modules, activated
required services, and joined the cluster within the expected time frame. Even with varying network latencies,
the parallel provisioning model consistently kept installation times low, demonstrating the maturity of the
autonomous installation pipeline.

Function Execution Times Over Runs

) & QOS_Scheduler
o & P
40 * - -4 & ° ocMm
= ® kentyou_nginx
o * ® kentyou keycloak
» [ kentyou_eye
. @ polygraph_maonitoring
30 4 | i2cat-matt-broker
.-
-~ 9
€
c
[=]
[¥]
b
2 oapd L
g
= B
&
L] L ]
4
10 @
oj o * L I PR & & o
1 2 3 4 5 6 7 8

Execution #
Figure 4-: Deployment time of COGNIFOG subsystems

All eight runs were completed within the 10-minute target, demonstrating the maturity and reliability of the
autonomous installation pipeline even under varying network conditions.
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K2:

KPI description:

Set up time of the infrastructure. We measure the elapsed time to set up a specific cloud-to-edge-to-loT
infrastructure.

Target values:

The target value is 5 min.

Methodology:

e Executed fully automated bootstrap script including:
o Containerd installation and setup
o K3s cluster initialisation
o Networking rules configuration
o Cloud-to-edge integration
¢ Conducted multiple iteration tests
e  Stress-tested with simultaneous edge-node onboarding

Evaluation:

To validate infrastructure provisioning performance, we executed a fully automated bootstrap script that
configured OS updates, containerd, K3s, networking rules, and cloud-to-edge integration. Timing tests showed
stable behaviour across multiple iterations. Even when stress-testing with simultaneous edge-node onboarding,
the end-to-end setup time remained predictable (~4 minutes). This confirmed that the automated workflow
significantly reduces manual configuration overhead while remaining under the 5-minute target.

Software deployment time

-8 Ansible Time
=== Avg Ansible Time (359.75s)

400 A

380 A

Time (s)

360

340 A

320 1

A; 2 3 4 5 6 T 8
lteration

Figure 5: Trial 1-: Time required to deploy and configure the infrastructure
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K3:

KPI description: The elapsed time to set up a specific network service before it is operational (from the
deploy command).

Target values: The target value is S min.

Methodology:

e Deployed representative service stack (broker + API gateway + monitoring)
e Tested container scheduling, networking, and health checks

e Executed 10 deployment iterations

e Measured time from deploy command to "Operational" state

Evaluation: Network service deployment was tested by repeatedly deploying a representative service onto
the edge cluster. The platform handled container scheduling, networking, and health checks automatically.

Results:
Metric Value
Average deployment time 4.5 minutes
Standard deviation +0.4 minutes
Range 4.0-5.2 minutes
Target achievement v

Table 7: Thales K3 result table

Although exact timing varied slightly depending on concurrent operations, services generally reached
"Operational" state within the expected window, validating the readiness and efficiency of the cluster even
under dynamic resource conditions.
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K4:

KPI description: Minimum number of workflow interventions to set up the autonomous edge software
stack and IoT-device deployment orchestration (e.g., drones, AR glasses, vehicles).

Target values: The target value is 1 command to deploy/update application.

Methodology:

The evaluation assessed automation across two critical layers:

— 1. Infrastructure Layer (Hardware Bootstrap):
»  Implemented PXE (Preboot Execution Environment) boot automation for LX2160
edge boards
= Tested zero-touch provisioning from bare metal to operational node
= Validated automatic OS selection and installation
=  Measured time from physical connection to cluster-ready state

— 2. Application Layer (Service Deployment):
= Stress-tested deployment workflow with:
e New application versions
¢ Configuration changes
¢ Device onboarding events
»  Measured operator intervention requirements
= Validated dependency resolution and rollout strategies

Evaluation:
Infrastructure Layer - Zero-Touch Hardware Provisioning:

The LX2160 edge boards are configured with fully automated PXE-based provisioning. The complete
bootstrap process requires zero manual intervention:

1. Physical Connection: Operator connects the board to power and network

2. Automatic Boot Sequence: Board powers on and initiates PXE network boot, Retrieves boot
configuration and OS image and installs the selected OS.

3. Presents OS selection menu (if multiple options configured)

4. Installs selected OS autonomously

Results - Infrastructure layer:

Metric Value

Manual steps required 1 (physical connection only)
Configuration commands needed 0

OS installation time Fully automated

Cluster integration automatic

Operator intervention after powering on None

Table 8: Thales K4 result table (infrastructure layer)

Here are some screenshots of the automation of the infrastructure layer-:
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Figure 7: Trial 1 PXE boot (2)
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Figure 8: Trial 1 PXE boot (3)

After the reboot, the board shows GRUB (GRand Unified Bootloader) and chooses the default highlighted
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Figure 9: Trial 1 PXE boot (4)

Finally, the system boots up, it gets an IP address, and the script responsible for installing applications takes
the lead.

Results - Application layer:

Metric Value

Commands required per deployment 0

Manual interventions needed 1 (plugging the Ethernet cable)

Automated processes Dependency, rollout strategies, state monitoring
Target achievement v

Table 9: Thales K4 result table (application layer)

The COGNIFOG platform achieves true zero-touch deployment across both infrastructure and application
layers:

e Hardware provisioning: Plug-and-play operation with PXE automation eliminates manual OS
installation and configuration

e Application deployment: Single-command philosophy maintains operational simplicity

¢ End-to-end automation: From bare metal to running application with minimal human intervention

This two-layer automation strategy demonstrates the completeness of the autonomous deployment philosophy,
significantly reducing operational overhead and human error while accelerating time-to-production for new
edge nodes.

KS:

KPI description: The time before a scale-up operation is completed in case of a lack of resources.
Infrastructure: setup time of negotiated (SLA) resource slices (cloud, edge, far edge and IoT). Operations:
responsiveness performances (measured in hours, minutes, or days) to scale up the operative and/or tactical
loops.

Target values:

e Far edge redeployment: less than 2 mins
e Edge redeployment: less than 5 mins

Methodology:

o Monitored system under controlled resource-shortage scenarios:
o CPU saturation
o Memory pressure
o Forced pod eviction

¢ Evaluated monitoring layer responsiveness

e Tested resource reallocation mechanisms
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Evaluation: During the evaluation of the scale-up and resource-renegotiation pipeline, we monitored the
system under controlled resource-shortage scenarios. The monitoring layer correctly detected resource
constraints and triggered alerts as expected.

Results:
Capability Status
Resource shortage detection v Functional
Alert triggering v Functional
Initial placement decisions v Functional
Dynamic resource renegotiation X Requires manual intervention
Automatic redeployment X Requires manual intervention

Table 10: Thales K5 result table

Current limitations:

The current implementation of the smart allocator operates with a static resource allocation model. While it
successfully performs initial placement decisions during deployment, it does not dynamically renegotiate
resource slices or trigger automatic redeployment across cloud, edge, or far-edge tiers in response to runtime
resource shortages.

The platform demonstrates the technical capabilities for resource reallocation, as the underlying orchestration
mechanisms function correctly once reallocation decisions are made. However, the autonomous scale-up
workflow currently requires manual intervention (i.e., manually creating the Kubernetes manifests).

Ké:

KPI description: The time/effort required to add a new device to the COGNIFOG platform as opposed to
the current implementation.

Target values: Newly deployed sensors should be connected, ready, and visible from the platform within
5 minutes.

Methodology:

e Conducted device onboarding tests using a mix of sensors and IoT modules
e Measured time from device power-on to first data transmission

e Tested automated registration scripts and lightweight agents

e Validated secure connectivity establishment to the [2cat MQTT broker.

Evaluation:

Device onboarding tests validated the streamlined registration process. After powering on each device,
automated registration scripts and lightweight agents established secure connectivity with the platform.
Discovery, authentication, and initial data transmission were completed without manual intervention.
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Results:
Metric Value
Average onboarding time 45 seconds
Range 38 - 54 seconds
Target achievement v (well below 5-minute target)
Manual interventions required 0
Table 11: Thales K6 result table
K6 - Device Onboarding (10 runs)
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Figure 10: Time to add a new device to COGNIFOG over 10 runs

In all runs, the first message appeared in the system dashboard in under one minute, demonstrating a low-
friction, fully automated onboarding pipeline.

K7:

KPI description: Measures the platform’s resilience to unexpected events, including user errors, unstable
network connections, hardware failures, and other unforeseen operational conditions. This KPI assesses how
quickly and effectively the system recovers while maintaining service continuity.

Target values:

- 1. Platform robustness (connectivity disruption, server failure, intrusion)
- 2. Combine multiple hardware failures and connectivity issues

Methodology:

. Fault injection scenarios:
o Use of chaos simulation software: Use of “chaos mesh”, “litmus” and “kube-monkey”.
o Network disruptions: Simulated cable unplugging.
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o Server failures: Broker crashed, container crashes, and Kubernetes node failures.
e Automated Recovery mechanisms:
o Kubernetes pod management: Failed pods were automatically restarted according to pre-
configured policies.
o Edge service reconnection: Edge nodes re-established connections autonomously once
network connectivity returned.
o Self-healing orchestration: Dynamic redistribution of workloads ensured uninterrupted
service even during multi-layer failures.
® Measurement Approach:
o Recovery time: Measured the duration from fault occurrence to full system restoration.
o Service availability: Monitored uptime of key services during fault scenarios.
o Resource impact: Tracked CPU/memory spikes during recovery events.

Results:
Fault scenario Recovery time
Single pod crash <15s
Edge network drop <20s
Broker crash <30s
Multi-layer failure (edge + cloud) <60s

Table 12: Thales K7 result table

e  Across all tested scenarios, the system consistently recovered and predictably and autonomously

e Kubernetes effectively restarted failed pods, while edge nodes reconnected without manual
intervention.

e Even under compound fault, including simultaneous hardware and network failures, the platform
restored full functionality in under 1 minute, exceeding robustness expectations.

* Resource monitoring showed minor temporary spikes in CPU/memory during recovery, indicating
efficient fault handling without overloading the system.

K8:

KPI description: Evaluates whether the new platform provides stronger security, privacy protection, and
data integrity mechanisms compared to the legacy system. The KPI focuses on the system’s ability to prevent
data loss and protect sensitive information during adverse conditions such as network interruptions, equipment
malfunctions, and system restarts.

Target values: Platform should ensure minimal data loss (80% reduction) during network interruption and
equipment failures. Ensure data confidentiality and privacy by maintaining secure buffering and transmission
protocols under unstable conditions.

Evaluation:

Methodology:

e Faults and interruptions:
o Major failures: induced random Wi-Fi drops, cable disconnections, and intermittent packet
loss.
o Partial equipment failures: disabled edge nodes, simulated disk-access delays, and forces
sensor gateway faults.
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o Broker restarts and message-queue disruptions: measured whether in-flight data was lost

during forced resets.
® Measurement approach:

o Data loss rate: calculated the percentage of sensor data not delivered to the cloud under each
fault scenario.

o Recovery integrity: validated data completeness after reconnection.

o Privacy resilience: checked whether any data was exposed or lost in an unsecured state
during disruptions.

o Comparison baseline: measured results against the previous platform, which lacked local
buffering and local data during interruptions.

Results:

Test scenario Legacy System Data | New Platform Data | Improvement
Loss Loss

network interruption 12% 0% 100%

partial equipment failure | 18% 0% 100%

broker restart / queue | 9% 0% 100%

disruption

combined faults 20% 0% 100%

Table 13: Thales K8 result table

¢  The platform achieved 100% reduction in data lass, exceeding the 80% target by wide margin.
e Local encrypted buffering ensured no privacy breach or leakage under any tested condition.
e Secure retransmission mechanisms guaranteed complete end-to-end data recovery after reconnection.
® The platform demonstrated significantly improved reliability, confidentiality, and resilience compared
with the baseline.
K9:

KPI description: Percentage of reduction in energy consumption, carbon footprint of the system, and power
usage due to dynamic distribution of workloads across the available resources (both edge and cloud).

Target values: Reduction of energy consumption by 20% along the edge-cloud continuum, including its
associated CO2 footprint.

Evaluation:
Before COGNIFOG implementation:

Thales' use case required a dedicated cloud server for each covered zone. Let’s say that our system covers
five zones. For each zone we have to operate one high consuming servers.

o Typical cloud server used : HPE ProLiant DL360 Genl0 (Intel 16 core XEON Gold, 64GO
RAM, 4TB storage)
o Estimated power consumption: ~ 400W
o Total for five servers: ~2kW

This classical setup can lead to high energy consumption, increased cooling requirements and high
operational costs.
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After COGNIFOG implementation:

Now with the COGNIFOG architecture, only one central cloud server (HPE ProLian DL360 Genl10) is
required for overall management. Each covered zone uses a lightweight edge server (NXP LX2160 ARDB) to
handle local processing.

J Used edge server: LX2160 ARDB (16x Arm® Cortex®-A72, 2,2GHz, 64GO RAM, 128Mo NOR,
128Go de eMMC flash)
o Estimated power consumption: ~25W on high operational load
o For 5 covered zones: 5X25W + Central Cloud Server (400W) = 525W total load

This architecture reduces total power consumption by approximately 75% compared to the legacy
setup.

In conclusion, the COGNIFOG model reduces the -need for multiple high-power cloud servers, replacing
them with energy-efficient edge devices. This lowers energy consumption by approximately 75%, aligning
with Thales’s sustainability goals and operational cost-reduction strategy.

K10:

KPI description: Percentage reduction in network traffic, processing time, and cloud resource usage due
to the dynamic distribution of workloads across available resources (edge and cloud). This KPI measures
how effectively the system offloads data and computation from the cloud to the edge, improving
responsiveness and reducing upstream network congestion.

Target values: Reduced network traffic at the Cloud level by at least 10%. Maintain or improve system-
wide processing latency.

Evaluation:

Methodology:

. Dynamic workload distribution:

o Workloads were dynamically assigned to edge or cloud nodes based on current edge
processing capacity, network conditions, etc.

o Edge nodes executed local aggregation, filtering, and lightweight pre-processing (e.g.,
summarisation of sensor data, anomaly detection).

® Measurement Approach:

o Network traffic reduction: Monitored cloud ingress using network monitoring tools
(Grafana, Cilium Hubble, Prometheus), compared against baseline (fully centralised
processing).

o Processing time/latency: Measured average end-to-end response time per request, from edge
data capture to cloud processing completion.

o Resource utilisation: Monitored CPU and memory usage on cloud servers before and after
edge pre-processing deployment.
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Metric Baseline (No With dynamic Improvement
Edge Offload) redistribution

Cloud ingress 100 GB/day 87.5 GB/day - 12.5%
bandwidth
Average cloud- | 110 ms 92ms - 16.4%
side processing
latency
Cloud CPU 85% 78% - 7%
utilisation
Scalable edge 50 devices 60 devices - 20%
device support

Table 14: Thales K10 result table

TS1:

KPI description: System’s capabilities for dynamic resource allocation and auto-scaling.

Target values:

1 - Perform large-scale monitoring and data collection from multiple devices (Up to 100,000 and
growing at a rate of up to 500/h)

2 - Perform large-scale monitoring of OODA loops of actuators (Up to 1000 and growing at a rate of up
to 10/h)

3 - Process and aggregate the data at the edge to minimise the Edge cloud bandwidth (Less than 10Tb/s)

4 - Optimise the edge computing process to minimise the edge computing power needed at the edge
(Less than 100 Tflops by edge cluster)

Note on KPI feasibility:
Several of the original KPI targets are not technically realistic for our use case.

o “A k3s cluster cannot exceed 5000 nodes, making “100,000 devices” structurally impossible
within this orchestration model.”

o “10 Tb/s bandwidth budgets are far beyond the capabilities of real edge-to-cloud networks
(even hyperscale datacentres rarely approach this).

o “100 TFLOPS per edge cluster is also unreachable in typical edge hardware; no Raspberry
Pi—class or embedded nodes can reach such orders of magnitude.

These KPIs were therefore interpreted conceptually and evaluated in terms of architectural
capability, not absolute numerical thresholds.

Evaluation:

1 - While the architecture supports scalable telemetry ingestion and horizontal expansion, the original
target of 100,000 devices exceeds the hard limit of the chosen orchestrator (K3s). Tests performed on the
Raspberry Pi cluster confirm that the platform is scalable for small-to-medium IoT edge deployments, and
the monitoring stack functions correctly up to the practical limits of the hardware and orchestration layer.
The system demonstrates that the design is scalable.
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2- By the end of the evaluation period, the system successfully monitored 950 actuators
simultaneously, with a stable onboarding rate of 10 new devices per hour. Average end-to-end OODA
latency remained below 200 ms, demonstrating effective large-scale monitoring and control capabilities
across distributed edge nodes.

3- The original KPI of maintaining cloud traffic under 10 Tb/s is not a meaningful threshold for edge
systems.
However, the intended concept—reducing raw data transmission through local processing—is valid.
During testing, over 90% of raw sensor data was aggregated or summarised at the edge, significantly
reducing network load and improving efficiency.
Thus, although the numeric target is unrealistic, the system effectively demonstrates bandwidth
minimisation through intelligent edge processing.

4- The target of 100 TFLOPS per edge cluster is unattainable for any practical edge hardware outside
of specialised GPU racks.
However, optimisations such as model quantisation, adaptive inference, and workload balancing were
implemented to minimise computational load.
Within realistic hardware constraints, the system maintained real-time performance at low compute cost,
validating the architectural goal even if the numerical KP1I itself is not achievable.

TS2:

KPI description: System's ability to reliably execute tasks within defined time constraints, ensuring
consistent, repeatable, and deadline-aware behaviour across all operational modes.

Target values:
1 - Application response time and redeployment in less than 3 minutes

2 - Satisfy and monitor hard real-time applications (Hard real-time means that tasks must be executed
within a maximal time constraint)

3- 3 SLA types of time classes must be defined (Strategy, Operative and Tactical).
Note on KPI feasibility:

o The KPI “support hard real-time applications” is not realistically achievable on general-
purpose Linux hardware—especially Raspberry Pi devices—since they do not provide
deterministic scheduling or certified RTOS behaviour.

o The KPI does not specify measurable thresholds (e.g., maximum jitter, worst-case execution
time), making evaluation ambiguous. Therefore, the assessment focuses on timing consistency,
observability, and relative deadline compliance, rather than strict hard real-time guarantees.

Evaluation:
1. Application Response Time & Redeployment (< 3 minutes)

Automated redeployments, service restarts, and rolling updates were executed repeatedly under varying
system load. All operations completed well within the 3-minute target, demonstrating predictable behaviour
across replica restarts, pod rescheduling, and node-level churn. The orchestration layer reliably restored
service availability with minimal jitter.
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Tactical Latency Over Time (100 ms Threshold)

140}

1201

Latency (ms)

80

60

40

L I L

0 10 20 30 40 50 60
Sample Index

Figure 11: Tactical Latency Over Time

This chart shows the evolution of latency for tactical workloads over time.

Most samples remain below the defined 100 ms deadline, but several peaks exceed the threshold, highlighting the
instability of real-time performance on Raspberry Pi—class hardware. These violations are not caused by the software
architecture but by hardware limitations, especially under high I/O contention or CPU throttling.

2. Hard Real-Time application Support (conceptually intended, not technically achievable )

The platform successfully monitored and logged the timing behaviour of time-critical tasks.
However, true hard real-time guarantees cannot be provided by the evaluated hardware or the Kubernetes-
based software stack.

e Strategy and Operative workloads consistently met their timing windows.

e Tactical workloads (target ~100 ms) were generally stable but occasionally exceeded their deadlines,
due to Raspberry Pi CPU scheduling, shared-resource contention, and non-RTOS behaviour.
This outcome reflects hardware and OS limitations, not architectural flaws.
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Compliant
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Figure 12: TS2 chart

This pie chart summarises the proportions of compliant and non-compliant executions for time-critical tasks.

Roughly 97% of all monitored executions meet their deadlines, while around 3% result in violations. These occasional
misses are concentrated in tactical workloads and reflect the limitations of low-power hardware rather than flaws in
the system design.

3. Definition and monitoring of SLA time classes
Three distinct SLA time classes were successfully defined and monitored:

e Strategy — low frequency, high-latency-tolerant tasks
*  Operative — routine control loops with moderate timing requirements
¢ Tactical — latency-critical actions where deadlines must be closely tracked

The system provided complete visibility of deadline adherence, violations, and jitter across these classes.
Although strict hard-real-time enforcement is not feasible, the SLA monitoring layer functions correctly,
enabling reliable detection of timing anomalies.
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Figure 13: TS2 chart

This graph compares latency variability (jitter) across the three SLA classes: Strategic, Operative, and Tactical.
Strategic tasks show very low jitter and stable response times. Operative tasks remain consistent but exhibit more
variation due to higher processing complexity. Tactical workloads display the highest jitter, with several outliers
exceeding the 100 ms limit — again confirming that hard real-time constraints are challenging to satisfy on constrained

edge devices.

Grant Agreement: 101092968 -44-



D5.4: Pilot reports, evaluation of results, replication guidelines initial version

XCOGNIFOG

TS3:

KPI description: System’s ability to adapt to changing demands, environments, and workloads, enabling
businesses to optimise performance, resource utilisation, and user experience.

Target values: Deploy at least 50 testing micro applications that the COGNIFOG platform tools will
monitor

Methodology:

* Deployed a suite of lightweight test micro-applications across the edge—cloud environment

e  Applications represented common edge workloads:

® Periodic data processing tasks

® Sensor-stream aggregation services

* Basic Al inference loops

e FEach application instrumented using the platform's built-in observability stack (metrics, logs, and
event traces)

* Tested dynamic workload handling, application restarts, and resource contention scenarios

Evaluation:

A comprehensive suite of micro-applications was deployed to assess the adaptability and monitoring
capabilities of the COGNIFOG platform. Each application was continuously supervised with real-time
performance tracking enabled.

Results:
metric value target status
Micro-applications deployed 55 >50 v Achieved
Monitoring coverage 100% - v Complete
Application restart success rate 100% - v Robust
Resource contention handling No degradation | - v/ Stable

Table 15: Thales TS3 result table

During the evaluation period, 55 micro-applications were successfully deployed, orchestrated, and monitored
in real time. The platform handled dynamic workloads, application restarts, and resource contention
scenarios without performance degradation.
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THAIL:

KPI description: Measure how quickly new applications (container workloads) can be deployed across
edge and far-edge devices, ensuring timely updates and rapid operational readiness.

Target values: New applications (containers) should be deployed in less than 5 minutes to far-edge
boards, and new applications should be deployed in less than 1 minute at the edge.

Evaluation:

Deployment performance was evaluated across heterogeneous nodes, including constrained far-edge boards
and more capable edge devices. Application updates were executed repeatedly under varying network
conditions, node loads, and orchestration patterns.

e Far-edge devices consistently deployed new container images in under 5 minutes, even when subjected
to network jitter, reduced bandwidth, or concurrent rollouts. Occasional slowdowns were observed
during image pulls from cold caches, but all remained within the KPI threshold.

e Edge nodes, equipped with higher compute capacity and faster local storage, achieved deployment

times well below 1 minute in nearly all runs. Warm-cache scenarios are often completed in under
20-30 seconds.

Stress scenarios—including batch rollouts, simulated link degradation, and partial node failures—did not
produce SLA violations. Instead, the orchestration layer successfully rescheduled workloads or retried
deployments without exceeding the specified time budgets.

Overall, the deployment pipeline demonstrated fast, reliable, and repeatable behaviour across all tested
conditions, satisfying the KPI requirements for both far-edge and edge tiers.

Deployment Time Comparison: Edge vs Far-Edge Devices
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3.1.4 Replication Guidelines

To facilitate rapid redeployment of our testing environment, we adopted a virtualised approach that accurately
replicates our Cloud/Edge infrastructure. This approach allows the full testbed to be emulated on a single
machine while providing real insights into our Infrastructure as Code (IaC) processes, deployment consistency,
and provisioning time.

A Vagrant-based project in the repository automates the creation of an emulated Trial 1 scenario, provisioning
three VMs:

¢ (Cloud VM: Central management and coordination.
e Two Edge VMs: Simulate distributed Edge clusters.

Prerequisites:

1. Linux workstation with >8 cores and 16GB RAM.
2. Internet access for downloading dependencies.

Step-by-step instructions are provided in the repository README and configured via the Vagrantfile. Once
the VMs are provisioned, Ansible automates the configuration of all nodes, ensuring consistent, repeatable
deployments. This automation enables:

e Validation of system configuration under varied conditions.
* Measurement of deployment time to optimise provisioning steps.
®  Quick replication of identical test environments for reproducibility.

To further enhance deployment reliability, COGNIFOG components are packaged as Helm charts, allowing:

e Structured, repeatable deployment of subsystems (Smart Allocator, Polygraph, Monitoring Agent,
etc.).

¢ Consistent Kubernetes configurations across local, test, and production environments.

¢ Simplified updates and rollbacks with version-controlled deployments.

By combining Vagrant (virtualisation), Ansible (configuration management), and Helm (component
deployment), we can reproduce environments that are similar to the physical testbed. If a physical testbed
needs replication, the same Ansible configurations can be applied, since the infrastructure setup is fully
agnostic. This ecosystem ensures deployment consistency, reliable testing of new configurations, and valuable
insights into system performance.

3.1.5 Lessons Learnt and Best Practices

During the integration phase and preliminary Trial 1 setup, we refined the deployment scenario to incorporate
additional COGNIFOG subsystems aligned with trial requirements. A key enhancement was multi-clustering,
enabling management of geographically distributed Edge nodes via the ATOS orchestrator, which effectively
coordinates multiple clusters across locations.

Collaboration with technology providers through structured meetings was critical to understand system
capabilities and identify optimal integration strategies. For instance, porting the Smart Allocator from
Kubernetes (K8s) to K3s posed challenges due to K3s’ lightweight architecture. Through iterative testing,
debugging, and system analysis, we successfully adapted the Smart Allocator to K3s, achieving an optimised
solution for Edge computing with reduced resource consumption.

We also encountered challenges with PXE boot on LX2160ARDB boards, particularly ensuring reliable
network booting and automated OS installation across multiple ARM nodes. Addressing these issues required
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fine-tuning the network configuration, boot images, and iPXE scripts to guarantee consistent one-touch
deployment.

Similarly, implementing the Wi-Fi mesh network introduced new complexities. Unlike the previous Ethernet-
based static setup, the mesh required careful management of node discovery, connectivity stability, and
dynamic routing to ensure low-latency communication across Edge nodes. Iterative testing and network
parameter optimisation were necessary to achieve a robust, resilient mesh infrastructure.

All findings, best practices, and technical solutions were systematically documented and shared with partners,
fostering knowledge transfer and ensuring all stakeholders benefit from the latest improvements. The
QuickStart environment proved essential for rapid testing and validation, allowing partners to replicate
scenarios, fine-tune configurations, and validate subsystem integration efficiently.

Building on these efforts, we refined the evaluation of COGNIFOG features. Based on reviewer feedback, the
scope of KPIs was expanded beyond latency to include additional metrics (e.g., K9), and existing KPIs were
enhanced to better capture system scalability, flexibility, and performance. This iterative, collaborative process
ensures the platform remains adaptive, robust, and aligned with real-world Edge deployment challenges,
including automated deployment and dynamic network management.{|

3.2 Trial 2: TMA

3.2.1 Scenario workflow

1. Scenario workflow
This test scenario involves simulating data streams from many virtual devices, i.e., Smart Watches and
Suitcases, distributed across multiple locations. The smart watches and suitcases are deployed in remote
locations where the network connectivity is much disrupted. These devices are considered as far edge devices
in COGNIFOG which gets the realtime data and transmits it to edge devices i.e. Raspberry Pi. At edge level,
we’ve deployed Raspberry Pi’s and other TMA applications to process the collected data from far edge devices.
The data gets collected and processed at Edge level and then the refined data is transferred to Cloud level where
COGNIFOG’s monitoring and storage services are deployed.
The objective is to evaluate the system’s scalability, performance, and reliability when handling high volumes
of concurrent telemetry data.

The following section outlines the COGNIFOG components used in this trial:
- Smart Watches (using MQTT).

- NoAH Suitcases (using MQTT).

- Edge Gateway (I12CAT)

- Monitoring Manager (ATOS).

- Monitoring Agent (ATOS).

- ARCA Trusted OS (CYSEC)

- Smart Allocator (SIEMENS).

- Orchestrator-scheduler (ATOS).
- Kentyou Data Hub (KENTYOU).
- Kentyou Eye Dashboard.

- COGNIFOG eBOS Dashboard

Following is the diagram which represents the complete workflow of the TMA trial with COGNIFOG.
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Figure 15: TMA workflow

Here, Cloud is the management cluster from where the actual deployment gets triggered through the
orchestrator scheduler. Orchestrator scheduler interprets deployment constraints and initiates workload
distribution accordingly with the coordination with OCM manager.

The workload then gets deployed to Edge level which is working cluster having Edge server as well as Far
edge nodes i.e. Raspberry Pi. Smart allocator plays a central role in the working cluster; it deploys workloads
to appropriate end nodes/Far edge devices based on resource availability and constraints received from the
orchestrator scheduler.

The monitoring stack is installed and functional as expected, like monitoring agents (Prometheus exporters)
are running on each node in working cluster fetching infrastructure data/metrics as well as some custom
application metrics and sending them to Monitoring manager deployed in cloud/management cluster.

3.2.2 Trial deployment
This section provides a comprehensive description of the infrastructure setup, detailing how the trial workflow
outlined in the previous section is implemented in practical. We’ve described the deployment of each
COGNIFOG component on specific levels.
There are Cloud, Edge and Far edge levels and on each level, specific COGNIFOG component is deployed.
In cloud level, management cluster is deployed which contains orchestrator scheduler and Monitoring
manager along with OCM manager. On edge level, working cluster is deployed. which contains the following
COGNIFOG components:

e  Smart allocator

e Edge gateway

¢ Monitoring agents
And at the Far-Edge level, there are IoT devices deployed at the construction site level. To represent the
scenario, we’ve emulated the IoT devices which includes Smart watches and NoAH suitcases using an
emulator.
We also have deployed real IoT devices i.e. real smart watch on which we’ve installed ARCA Trusted OS as
proposed by COGNIFOG.

All the deployment of COGNIFOG stack as well as TMA application stack is being done inside a virtualiszed
environment using Proxmox. The management cluster which includes Orchestrator scheduler, Monitoring
manager with OCM hub installed on it is also a VM inside Proxmox.

Following figure illustrates a high level infrastructure setup and describes how proxmox is being used to
provision multiple nodes as required as well as connectivity methodology to other partners.

Grant Agreement: 101092968 -49-



D5.4: Pilot reports, evaluation of results, replication guidelines initial version

E{:i::::::::}g 10.66.66.*

L o ;.- - Kentyou Dashboard
]

XCOGNIFOG

195.97.47.237

PowerEdge server

*.cognifog.epokratis.com Proxmox

192.168.5.5

wiregaurd + reverse proxy
10.66.66.0/24

.cagnifog.epokratis.com J wel-*.cognifog.epokratis.com

"""""""" l | r""""'"""l"""""""'.
' |
i |
i |
i

Management cluster : : Working cluster
10.66.66.5 : : 10.66.66.3
control-plane i
management-control-plane P IP address from wireguard
10.66.66.4 |
el : 10.66.66.*

c2

£© :
10.66.66.10 : 6

Figure 16: Infrastructure setup

For management cluster there is only one node i.e. control plane.
~$ kubectl get nodes
STATUS ROLES AGE VERSION
Ready control-plane,master 93d v1.32.0+k3s1

Figure 17: Management cluster nodes

For the working cluster, we have a total of four nodes, including the control plane, c1, ¢2, and c3.

Figure 18: Working cluster nodes

The c3 is the real Raspberry 4b device which has been deployed as edge node inside the cluster and has ARCA
Trusted OS installed on it.

COGNIFOG Components Deployment:

To deploy COGNIFOG stack, the QuickStart guide is followed, and all the components are deployed in their
respective cluster. We’ve installed and deployed OCM (open cluster management) tool and have configured
management cluster as OCM hub cluster and working cluster as OCM managed cluster to deploy workloads
from management cluster as well as to validate Orchestrator scheduler functionality.
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Following image represents the status of working cluster joined via OCM with management cluster.

~$ kubectl get managedcluster
NAME HUB ACCEPTED MANAGED CLUSTER URLS JOINED AVAILABLE AGE

true True True 93d

Figure- 19: Managed working cluster status

On management cluster we’ve installed orchestrator Scheduler (ATOS) by deploying Orchestrator-scheduler
and Orchestrator Agent on management cluster using helm charts in the repo. We have used cognifog/develop

branch and :dev tag from Harbor.

~-$ kubectl get pods | grep -E 'jobmanager|ocm'
-54fc699b7d-1tcaz 1/1 Running 10 (1ed ago) 45d

-descriptor-596ff6dc87-rs45v 2/2 Running 4 (17d ago) 52d
~$

Figure 20: Orchestrator scheduler

These helm chart and pods are required to be deployed in default namespace.
We’ve configured Job  manager as NodePortto  expose it externally to be called
through Kentyou and eBOS dashboard.

Following figures illustrates the status of job manager and ocm descriptor deployed inside TMA premises.

<« ] A Notsecure 10.66.66.5:30082/jobmanager/healthz

"Job Manager working properly!"

Figure 21: Job manager status

< C ® 127.0.0.1:8083/deploy-m

Qo
4

J
u
)

Pretty-print[_]
"Welcome To OCM Description Service"

Figure 22: OCM descriptor status

<« C ® 127.0.0.1:8083/deploy-manager/healthz

"OCM Driver working properly!"

Figure 23: OCM driver status

Monitoring stack has also been deployed following the QuickStart guide. We updated the values as per TMA
infrastructure and IP addresses and deployed the helm charts.

Monitoring manager and monitoring aggregator got deployed in management cluster as illustrated below the
status of helm chart and pods deployed against these helm charts.

Grant Agreement: 101092968 -51-



D5.4: Pilot reports, evaluation of results, replication guidelines initial version *CO GNIFOG

~$ helm status monitoring-manager
NAME: monitoring-manager
LAST DEPLOYED: Wed Aug 20 18:20:30 2025
NAMESPACE: default
STATUS: deployed
REVISION: 1
None

~$ helm status monitoring-aggregator

NAME: monitoring-aggregator
LAST DEPLOYED: Tue Nov 4 14:44:05 2025
NAMESPACE: default
deployed
2

Get the application URL by running these commands:
http://aggregator.10.66.66.5.nip.10/

Figure 24: Monitoring manager Helm chart status

~$ kubectl get pods | grep 'monitoring'’
-aggregator-586cbcf456-8ddnj Running
-manager-grafana-5f478d8484-s4spé6 b Running

-manager -thanos-query-c6fc6cfb7-q8g42 Running
-manager - thanos-query-frontend-ff79d7f59-xr75d Running
-manager -thanos-receive-0 Running

Figure 24: Monitoring manager pods status

Following image show the Ul of monitoring manger and the data being received inside monitoring manger.

Figure 25: Thanos monitoring manager dashboard

Following is the output of monitoring aggregator, a simple JSON response of received data.
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